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LangChain.ChatModels.ChatOrq 
    



      
Chat adapter for orq.ai Deployments API.
Non-streaming:
	POST https://api.orq.ai/v2/deployments/invoke

Streaming (SSE, sentinel "[DONE]"):
	POST https://api.orq.ai/v2/deployments/stream

Security:
	HTTP Bearer token (Authorization: Bearer ...). Configure via application env :langchain, :orq_key

Required body field:
	key: Deployment key to invoke.

Messages:
	Accepts roles: developer | system | user | assistant | tool

	Content supports text, image_url, file, input_audio
	Assistant may include tool_calls; Tool results are role: tool with tool_call_id

Notes:
	Azure is not supported.

Connection Retry Behavior
The retry_count option controls how many times a request is retried when
a pooled HTTP connection turns out to be stale (server closed it between
requests). This is a transport-level issue where retrying with a fresh
connection is the correct response.
Only closed-connection errors are retried. Timeouts, rate limits (429),
overloaded (529), authentication errors, and invalid requests all return
immediately -- they are not problems that a simple retry will fix.
	retry_count	Total HTTP requests
	0	1 (no retries)
	1	2 (1 initial + 1 retry)
	2 (default)	3 (1 initial + 2 retries)

Req's built-in HTTP retry is disabled to prevent the two retry layers from
compounding. See GitHub issue #503.
When running LLM calls from a background job queue (e.g., Oban) that has its
own retry logic, set retry_count: 0 so there are no hidden retries:
ChatOrq.new!(%{model: "...", retry_count: 0})
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        t()

      


    





  
    Functions
  


    
      
        call(orq, prompt, tools \\ [])

      


        Calls the orq.ai API passing the ChatOrq struct with configuration, plus
either a simple message or the list of messages to act as the prompt.



    


    
      
        content_part_for_api(part)

      


        Convert a ContentPart to the expected map of data for the API.



    


    
      
        content_parts_for_api(content_parts)

      


        Convert a list of ContentParts to the expected map of data for the API.



    


    
      
        content_parts_to_string(content_parts)

      


        Convert a list of ContentParts to a string for tool results.
ORQ API expects tool result content to be a string, not an array.



    


    
      
        content_to_parts(content)

      


        Convert content to a list of ContentParts. Content may be a string or already a list of ContentParts.



    


    
      
        content_to_single_part(content)

      


        Convert content to a single ContentPart for MessageDelta. Content may be a string or already a ContentPart.



    


    
      
        decode_stream(data, done \\ [])

      


        Decode a streamed response (SSE). Delegates to ChatOpenAI-compatible decoder.



    


    
      
        for_api(model, msg)

      


    


    
      
        for_api(orq, messages, tools)

      


        Return the params formatted for an API request.



    


    
      
        new(attrs \\ %{})

      


        Setup a ChatOrq client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatOrq client configuration and return it or raise an error if invalid.



    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.
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          @type t() :: %LangChain.ChatModels.ChatOrq{
  api_key: term(),
  callbacks: term(),
  context: term(),
  documents: term(),
  endpoint: term(),
  extra_params: term(),
  file_ids: term(),
  inputs: term(),
  invoke_options: term(),
  key: term(),
  knowledge_filter: term(),
  messages_passthrough: term(),
  metadata: term(),
  model: term(),
  prefix_messages: term(),
  receive_timeout: term(),
  retry_count: term(),
  stream: term(),
  stream_endpoint: term(),
  thread: term(),
  verbose_api: term()
}
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      call(orq, prompt, tools \\ [])



        
          
        

    

  


  

Calls the orq.ai API passing the ChatOrq struct with configuration, plus
either a simple message or the list of messages to act as the prompt.
Optionally pass in a list of tools available to the LLM for requesting
execution in response (tools schema is not sent to orq; tool messages are included in messages).

  



  
    
      
    
    
      content_part_for_api(part)



        
          
        

    

  


  

Convert a ContentPart to the expected map of data for the API.

  



  
    
      
    
    
      content_parts_for_api(content_parts)



        
          
        

    

  


  

Convert a list of ContentParts to the expected map of data for the API.
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Convert a list of ContentParts to a string for tool results.
ORQ API expects tool result content to be a string, not an array.

  



  
    
      
    
    
      content_to_parts(content)



        
          
        

    

  


  

Convert content to a list of ContentParts. Content may be a string or already a list of ContentParts.
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Convert content to a single ContentPart for MessageDelta. Content may be a string or already a ContentPart.
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          @spec decode_stream(
  {String.t(), String.t()},
  list()
) :: {[%{required(String.t()) => any()}], String.t()}


      


Decode a streamed response (SSE). Delegates to ChatOpenAI-compatible decoder.

  



  
    
      
    
    
      for_api(model, msg)



        
          
        

    

  


  

      

          @spec for_api(
  struct(),
  LangChain.Message.t()
  | LangChain.Message.ToolCall.t()
  | LangChain.Message.ToolResult.t()
  | LangChain.Message.ContentPart.t()
  | LangChain.Function.t()
) :: %{required(String.t()) => any()} | [%{required(String.t()) => any()}]


      



  



  
    
      
    
    
      for_api(orq, messages, tools)



        
          
        

    

  


  

      

          @spec for_api(
  t()
  | LangChain.Message.t()
  | LangChain.Message.ToolCall.t()
  | LangChain.Message.ToolResult.t()
  | LangChain.Message.ContentPart.t(),
  message :: [map()],
  LangChain.ChatModels.ChatModel.tools()
) :: %{required(atom()) => any()}


      


Return the params formatted for an API request.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatOrq client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatOrq client configuration and return it or raise an error if invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

      

          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ReasoningOptions 
    



      
Embedded schema for OpenAI reasoning configuration options.
Used with gpt-5 and o-series models only.
Fields
	effort - Constrains effort on reasoning. Supported values: :none, :minimal, :low, :medium,
:high, :xhigh
	generate_summary - (Deprecated) A summary of the reasoning performed. Use summary instead.
	summary - A summary of the reasoning performed. Supported values: :auto, :concise, :detailed
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        t()

      


    





  
    Functions
  


    
      
        changeset(reasoning, attrs)

      


        Creates a changeset for ReasoningOptions.



    


    
      
        new(attrs \\ %{})

      


        Creates a new ReasoningOptions struct.



    


    
      
        new!(attrs \\ %{})

      


        Creates a new ReasoningOptions struct, raising on error.



    


    
      
        to_api_map(reasoning)

      


        Converts the ReasoningOptions to a map suitable for API requests.
Returns nil if no options are set.



    


    
      
        valid_efforts()

      


        Returns the list of valid effort values.



    


    
      
        valid_summaries()

      


        Returns the list of valid summary values.
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          @type t() :: %LangChain.ChatModels.ReasoningOptions{
  effort: term(),
  generate_summary: term(),
  summary: term()
}
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          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for ReasoningOptions.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Creates a new ReasoningOptions struct.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(map()) :: t() | no_return()


      


Creates a new ReasoningOptions struct, raising on error.

  



  
    
      
    
    
      to_api_map(reasoning)



        
          
        

    

  


  

      

          @spec to_api_map(t() | nil) :: map() | nil


      


Converts the ReasoningOptions to a map suitable for API requests.
Returns nil if no options are set.

  



  
    
      
    
    
      valid_efforts()



        
          
        

    

  


  

Returns the list of valid effort values.
Different models allow different reasoning effort values. Consult the OpenAI docs.

  



  
    
      
    
    
      valid_summaries()



        
          
        

    

  


  

Returns the list of valid summary values.

  


        

      


  

    
LangChain.Images.ModelsLabImage 
    



      
Represents the ModelsLab Images API
for text-to-image generation using Flux, SDXL, Stable Diffusion, and 10,000+
community fine-tuned models.
Configuration
Set your API key in your application config:
config :langchain, :modelslab_key, "your-api-key"
Or pass it directly when creating the struct:
{:ok, ml_image} = ModelsLabImage.new(%{
  api_key: "your-api-key",
  prompt: "A cozy cabin in the woods at dusk"
})
Usage
{:ok, ml_image} = LangChain.Images.ModelsLabImage.new(%{
  prompt: "A sunset over mountains in watercolor style",
  model: "flux",
  width: 1024,
  height: 1024
})

{:ok, images} = LangChain.Images.ModelsLabImage.call(ml_image)
LangChain.Images.save_images({:ok, images}, "/tmp", "my_image_")
Available models
	"flux" — High-quality photorealistic Flux model (default)
	"flux-dev" — Flux development variant
	"sdxl" — Stable Diffusion XL
	"realistic-vision-v6" — Photorealistic portraits
	"dreamshaper-8" — Artistic and creative styles
	"anything-v5" — Anime and illustration style
	Any community model ID from modelslab.com/models

API docs
	ModelsLab text-to-image API
	Get API key
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    Functions
  


    
      
        call(ml_image)

      


        Call the ModelsLab API and return generated images.



    


    
      
        for_api(ml_image)

      


        Return the params formatted for a ModelsLab API request.



    


    
      
        new(attrs)

      


        Build a new ModelsLabImage configuration.



    


    
      
        new!(attrs)

      


        Build a new ModelsLabImage configuration and return it or raise on error.
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          @type t() :: %LangChain.Images.ModelsLabImage{
  api_key: term(),
  endpoint: term(),
  guidance_scale: term(),
  height: term(),
  model: term(),
  negative_prompt: term(),
  num_inference_steps: term(),
  prompt: term(),
  receive_timeout: term(),
  retry_count: term(),
  samples: term(),
  seed: term(),
  width: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call(ml_image)



        
          
        

    

  


  

      

          @spec call(t()) :: {:ok, [LangChain.Images.GeneratedImage.t()]} | {:error, String.t()}


      


Call the ModelsLab API and return generated images.
Returns {:ok, [GeneratedImage.t()]} on success or {:error, reason} on
failure.

  



  
    
      
    
    
      for_api(ml_image)



        
          
        

    

  


  

      

          @spec for_api(t()) :: map()


      


Return the params formatted for a ModelsLab API request.

  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new ModelsLabImage configuration.

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new ModelsLabImage configuration and return it or raise on error.

  


        

      


  

    
LangChain.Message.Citation 
    



      
Represents a citation linking a span of response text to a source.
All four major providers (Anthropic, OpenAI, Google, Perplexity) share the
pattern of linking response text to sources. This struct normalizes those
provider-specific formats into a common shape.
Fields
	:cited_text - The actual text cited from the source (when available)
	:source - A CitationSource identifying where the citation came from
	:start_index - Character offset into the ContentPart's text where this
citation starts
	:end_index - Character offset where this citation ends
	:confidence - Confidence score (0.0-1.0) when provided (e.g., Gemini)
	:metadata - Provider-specific data for round-tripping. String keys for
JSON serialization.
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        filter_by_source_type(citations, type)

      


        Filters citations by source type.



    


    
      
        new(attrs \\ %{})

      


    


    
      
        new!(attrs \\ %{})

      


    


    
      
        source_urls(citations)

      


        Returns all unique source URLs from a list of citations.
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          @type t() :: %LangChain.Message.Citation{
  cited_text: term(),
  confidence: term(),
  end_index: term(),
  metadata: term(),
  source: term(),
  start_index: term()
}
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      filter_by_source_type(citations, type)



        
          
        

    

  


  

      

          @spec filter_by_source_type([t()], atom()) :: [t()]


      


Filters citations by source type.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      



  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(map()) :: t() | no_return()


      



  



  
    
      
    
    
      source_urls(citations)



        
          
        

    

  


  

      

          @spec source_urls([t()]) :: [String.t()]


      


Returns all unique source URLs from a list of citations.

  


        

      


  

    
LangChain.Message.CitationSource 
    



      
Represents the source of a citation - where the cited information came from.
Source Types
	:web - A URL-based web source (search results, web pages)
	:document - A document provided in the request (Anthropic documents,
OpenAI files)
	:place - A geographic location (Google Maps)
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        new(attrs \\ %{})

      


    


    
      
        new!(attrs \\ %{})
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          @type t() :: %LangChain.Message.CitationSource{
  document_id: term(),
  metadata: term(),
  title: term(),
  type: term(),
  url: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      



  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(map()) :: t() | no_return()


      



  


        

      


  

    
LangChain.NativeTool 
    



      
Represents built-in tools available from AI/LLM services that can be used within the LangChain framework.
Native tools are functionalities provided directly by language model services (like Google AI, OpenAI)
that can be invoked by LLMs to perform specific actions or retrieve information. They are
"native" because they're built into the AI service itself, rather than implemented externally.
Each native tool has:
	A unique name that identifies it (e.g., "google_search", "code_interpreter")
	A configuration map that contains tool-specific settings

Google Search Grounding
Starting with Gemini 2.0, Google Search is available as a native tool. This enables the model
to decide when to use Google Search to enhance the factuality and recency of responses.
Google Search as a tool enables:
	More accurate and up-to-date answers with grounding sources
	Retrieving information from the web for further analysis
	Finding relevant images, videos, or other media for multimodal reasoning
	Supporting specialized tasks like coding, technical troubleshooting, etc.

Example with Google Search
alias LangChain.Chains.LLMChain
alias LangChain.Message
alias LangChain.NativeTool

model = ChatGoogleAI.new!(%{temperature: 0, stream: false, model: "gemini-2.0-flash"})

{:ok, updated_chain} =
   %{llm: model, verbose: false, stream: false}
   |> LLMChain.new!()
   |> LLMChain.add_message(
     Message.new_user!("What is the current Google stock price?")
   )
   |> LLMChain.add_tools(NativeTool.new!(%{name: "google_search", configuration: %{}}))
   |> LLMChain.run()

      


      
        Summary


  
    Types
  


    
      
        configuration()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs \\ %{})

      


        Build a new native tool.



    


    
      
        new!(attrs \\ %{})

      


        Build a new native tool and return it or raise an error if invalid.
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          @type configuration() :: %{required(String.t()) => any()}
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          @type t() :: %LangChain.NativeTool{configuration: term(), id: term(), name: term()}
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      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new native tool.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new native tool and return it or raise an error if invalid.

  


        

      


  

    
LangChain.Telemetry 
    



      
Telemetry events for LangChain.
This module defines telemetry events that other applications can attach to.
It provides a standardized way to emit events for various operations in the
LangChain library without implementing tracing functionality.
Event Naming
Events follow the convention: [:langchain, component, operation, stage]
Core Events
	[:langchain, :llm, :call, :start] - Emitted when an LLM call starts
	[:langchain, :llm, :call, :stop] - Emitted when an LLM call completes
	[:langchain, :llm, :call, :exception] - Emitted when an LLM call raises an exception
	[:langchain, :llm, :prompt] - Emitted when a prompt is sent to an LLM
	[:langchain, :llm, :response] - Emitted when a response is received from an LLM
	[:langchain, :llm, :response, :non_streaming] - Emitted when a non-streaming response is received from an LLM
	[:langchain, :llm, :response, :streaming] - Emitted when a streaming response is received from an LLM
	[:langchain, :chain, :execute, :start] - Emitted when a chain execution starts
	[:langchain, :chain, :execute, :stop] - Emitted when a chain execution completes
	[:langchain, :chain, :execute, :exception] - Emitted when a chain execution raises an exception
	[:langchain, :message, :process, :start] - Emitted when message processing starts
	[:langchain, :message, :process, :stop] - Emitted when message processing completes
	[:langchain, :message, :process, :exception] - Emitted when message processing raises an exception
	[:langchain, :tool, :call, :start] - Emitted when a tool call starts
	[:langchain, :tool, :call, :stop] - Emitted when a tool call completes
	[:langchain, :tool, :call, :exception] - Emitted when a tool call raises an exception

Usage
To attach to these events in your application:
:telemetry.attach(
  "my-handler-id",
  [:langchain, :llm, :call, :stop],
  &MyApp.handle_llm_call/4,
  nil
)

def handle_llm_call(_event_name, measurements, metadata, _config) do
  # Process the event
  IO.inspect(measurements)
  IO.inspect(metadata)
end
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        chain_execute_start(metadata)

      


        Emits a chain execution start event.



    


    
      
        emit_event(event_name, measurements, metadata)

      


        Emits a telemetry event with the given name, measurements, and metadata.



    


    
      
        llm_call_start(metadata)

      


        Emits an LLM call start event.



    


    
      
        llm_prompt(measurements, metadata)

      


        Emits an LLM prompt event.



    


    
      
        llm_response(measurements, metadata)

      


        Emits an LLM response event.



    


    
      
        memory_read_start(metadata)

      


        Emits a memory read start event.



    


    
      
        memory_write_start(metadata)

      


        Emits a memory write start event.



    


    
      
        message_process_start(metadata)

      


        Emits a message processing start event.



    


    
      
        retriever_get_relevant_documents_start(metadata)

      


        Emits a retriever get relevant documents start event.



    


    
      
        span(event_prefix, metadata, fun)

      


        Wraps a function call with start and stop telemetry events.



    


    
      
        start_event(event_prefix, metadata)

      


        Emits a start event and returns a function to emit the corresponding stop event.



    


    
      
        tool_call(measurements, metadata)

      


        Emits a tool call event.



    


    
      
        tool_call_start(metadata)

      


        Emits a tool call start event.



    





      


      
        Functions


        


  
    
      
    
    
      chain_execute_start(metadata)



        
          
        

    

  


  

      

          @spec chain_execute_start(map()) :: (map() -> :ok)


      


Emits a chain execution start event.

  



  
    
      
    
    
      emit_event(event_name, measurements, metadata)



        
          
        

    

  


  

      

          @spec emit_event([atom()], map(), map()) :: :ok


      


Emits a telemetry event with the given name, measurements, and metadata.
Parameters
	event_name - The name of the event as a list of atoms
	measurements - A map of measurements for the event
	metadata - A map of metadata for the event

Examples
iex> LangChain.Telemetry.emit_event([:langchain, :llm, :call, :start], %{system_time: System.system_time()}, %{model: "gpt-4"})

  



  
    
      
    
    
      llm_call_start(metadata)



        
          
        

    

  


  

      

          @spec llm_call_start(map()) :: (map() -> :ok)


      


Emits an LLM call start event.

  



  
    
      
    
    
      llm_prompt(measurements, metadata)



        
          
        

    

  


  

      

          @spec llm_prompt(map(), map()) :: :ok


      


Emits an LLM prompt event.

  



  
    
      
    
    
      llm_response(measurements, metadata)



        
          
        

    

  


  

      

          @spec llm_response(map(), map()) :: :ok


      


Emits an LLM response event.

  



  
    
      
    
    
      memory_read_start(metadata)



        
          
        

    

  


  

      

          @spec memory_read_start(map()) :: (map() -> :ok)


      


Emits a memory read start event.

  



  
    
      
    
    
      memory_write_start(metadata)



        
          
        

    

  


  

      

          @spec memory_write_start(map()) :: (map() -> :ok)


      


Emits a memory write start event.

  



  
    
      
    
    
      message_process_start(metadata)



        
          
        

    

  


  

      

          @spec message_process_start(map()) :: (map() -> :ok)


      


Emits a message processing start event.

  



  
    
      
    
    
      retriever_get_relevant_documents_start(metadata)



        
          
        

    

  


  

      

          @spec retriever_get_relevant_documents_start(map()) :: (map() -> :ok)


      


Emits a retriever get relevant documents start event.

  



  
    
      
    
    
      span(event_prefix, metadata, fun)



        
          
        

    

  


  

      

          @spec span([atom()], map(), (-> result)) :: result when result: any()


      


Wraps a function call with start and stop telemetry events.
Parameters
	event_prefix - The prefix for the event name as a list of atoms
	metadata - A map of metadata for the event
	fun - The function to execute

Returns
  The result of the function call.
Examples
iex> LangChain.Telemetry.span([:langchain, :llm, :call], %{model: "gpt-4"}, fn ->
...>   # Call the LLM
...>   {:ok, "response"}
...> end)

  



  
    
      
    
    
      start_event(event_prefix, metadata)



        
          
        

    

  


  

      

          @spec start_event([atom()], map()) :: (map() -> :ok)


      


Emits a start event and returns a function to emit the corresponding stop event.
This is useful for span-like events where you want to measure the duration of an operation.
Parameters
	event_prefix - The prefix for the event name as a list of atoms
	metadata - A map of metadata for the event

Returns
  A function that accepts additional metadata to be merged with the original metadata
  and emits the stop event with the duration measurement.
Examples
iex> stop_fun = LangChain.Telemetry.start_event([:langchain, :llm, :call], %{model: "gpt-4"})
iex> # Do some work
iex> stop_fun.(%{result: "success"})

  



  
    
      
    
    
      tool_call(measurements, metadata)



        
          
        

    

  


  

      

          @spec tool_call(map(), map()) :: :ok


      


Emits a tool call event.

  



  
    
      
    
    
      tool_call_start(metadata)



        
          
        

    

  


  

      

          @spec tool_call_start(map()) :: (map() -> :ok)


      


Emits a tool call start event.

  


        

      


  

    
LangChain.Tools.DeepResearch.ResearchResult.ToolCall 
    






  

    
LangChain.Tools.DeepResearch.ResearchResult.Usage 
    






  

    
LangChain.Utils.AwsEventstreamDecoder 
    



      
Decodes AWS messages in the application/vnd.amazon.eventstream content-type.
Ignores the headers because on Bedrock it's the same content type, event type & message type headers in every message.

      


      
        Summary


  
    Functions
  


    
      
        decode(data)

      


    





      


      
        Functions


        


  
    
      
    
    
      decode(data)



        
          
        

    

  


  


  


        

      


  

    
LangChain.Utils.BedrockStreamDecoder 
    




      
        Summary


  
    Functions
  


    
      
        decode_stream(arg, chunks \\ [])

      


    





      


      
        Functions


        


    

  
    
      
    
    
      decode_stream(arg, chunks \\ [])



        
          
        

    

  


  


  


        

      


  

    
LangChain.Utils.Parser.LLAMA_3_1_CustomToolParser 
    




      
        Summary


  
    Functions
  


    
      
        parse(input)

      


    


    
      
        parse_function_call(binary, opts \\ [])

      


        Parses the given binary as parse_function_call.



    





      


      
        Functions


        


  
    
      
    
    
      parse(input)



        
          
        

    

  


  


  



    

  
    
      
    
    
      parse_function_call(binary, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_function_call(binary(), keyword()) ::
  {:ok, [term()], rest, context, line, byte_offset}
  | {:error, reason, rest, context, line, byte_offset}
when line: {pos_integer(), byte_offset},
     byte_offset: non_neg_integer(),
     rest: binary(),
     reason: String.t(),
     context: map()


      


Parses the given binary as parse_function_call.
Returns {:ok, [token], rest, context, position, byte_offset} or
{:error, reason, rest, context, line, byte_offset} where position
describes the location of the parse_function_call (start position) as {line, offset_to_start_of_line}.
To column where the error occurred can be inferred from byte_offset - offset_to_start_of_line.
Options
	:byte_offset - the byte offset for the whole binary, defaults to 0
	:line - the line and the byte offset into that line, defaults to {1, byte_offset}
	:context - the initial context value. It will be converted to a map


  


        

      


  

    
LangChain.Utils.Parser.LLAMA_3_2_CustomToolParser 
    




      
        Summary


  
    Functions
  


    
      
        parse(input)

      


    


    
      
        parse_function_calls(binary, opts \\ [])

      


        Parses the given binary as parse_function_calls.



    





      


      
        Functions


        


  
    
      
    
    
      parse(input)



        
          
        

    

  


  


  



    

  
    
      
    
    
      parse_function_calls(binary, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_function_calls(binary(), keyword()) ::
  {:ok, [term()], rest, context, line, byte_offset}
  | {:error, reason, rest, context, line, byte_offset}
when line: {pos_integer(), byte_offset},
     byte_offset: non_neg_integer(),
     rest: binary(),
     reason: String.t(),
     context: map()


      


Parses the given binary as parse_function_calls.
Returns {:ok, [token], rest, context, position, byte_offset} or
{:error, reason, rest, context, line, byte_offset} where position
describes the location of the parse_function_calls (start position) as {line, offset_to_start_of_line}.
To column where the error occurred can be inferred from byte_offset - offset_to_start_of_line.
Options
	:byte_offset - the byte offset for the whole binary, defaults to 0
	:line - the line and the byte offset into that line, defaults to {1, byte_offset}
	:context - the initial context value. It will be converted to a map


  


        

      


  

    
LangChain.ChatModels.ChatAnthropic 
    



      
Module for interacting with Anthropic models.
Parses and validates inputs for making requests to Anthropic's messages API.
Converts responses into more specialized LangChain data structures.
Callbacks
See the set of available callbacks: LangChain.Chains.ChainCallbacks
Rate Limit API Response Headers
Anthropic returns rate limit information in the response headers. Those can be
accessed using an LLM callback like this:
handler = %{
  on_llm_ratelimit_info: fn _chain, headers ->
    IO.inspect(headers)
  end
}

%{llm: ChatAnthropic.new!(%{model: "..."})}
|> LLMChain.new!()
# ... add messages ...
|> LLMChain.add_callback(handler)
|> LLMChain.run()
When a request is received, something similar to the following will be output
to the console.
%{
  "anthropic-ratelimit-requests-limit" => ["50"],
  "anthropic-ratelimit-requests-remaining" => ["49"],
  "anthropic-ratelimit-requests-reset" => ["2024-06-08T04:28:30Z"],
  "anthropic-ratelimit-tokens-limit" => ["50000"],
  "anthropic-ratelimit-tokens-remaining" => ["50000"],
  "anthropic-ratelimit-tokens-reset" => ["2024-06-08T04:28:30Z"],
  "request-id" => ["req_1234"]
}
Token Usage
Anthropic returns token usage information as part of the response body. The
LangChain.TokenUsage is added to the metadata of the LangChain.Message
and LangChain.MessageDelta structs that are processed under the :usage
key.
%LangChain.MessageDelta{
  content: [],
  status: :incomplete,
  index: nil,
  role: :assistant,
  tool_calls: nil,
  metadata: %{
          usage: %LangChain.TokenUsage{
            input: 55,
            output: 4,
            raw: %{
              "cache_creation_input_tokens" => 0,
              "cache_read_input_tokens" => 0,
              "input_tokens" => 55,
              "output_tokens" => 4
            }
          }
  }
}
The TokenUsage data is accumulated for MessageDelta structs and the final usage information will be on the LangChain.Message.
Tool Choice
Anthropic supports forcing a tool to be used.
	https://docs.anthropic.com/en/docs/build-with-claude/tool-use#forcing-tool-use

This is supported through the tool_choice options. It takes a plain Elixir map to provide the configuration.
By default, the LLM will choose a tool call if a tool is available and it determines it is needed. That's the "auto" mode.
Example
Force the LLM's response to make a tool call of the "get_weather" function.
ChatAnthropic.new(%{
  model: "...",
  tool_choice: %{"type" => "tool", "name" => "get_weather"}
})
AWS Bedrock Support
Anthropic Claude is supported in AWS Bedrock.
To configure ChatAnthropic for use on AWS Bedrock:
	Request Model Access to get access to the Anthropic models you intend to use.

	Using your AWS Console, create an Access Key for your application.

	Set the key values in your AWS_ACCESS_KEY_ID and AWS_SECRET_ACCESS_KEY ENVs.

	Get the Model ID for the model you intend to use. Base Models

	Refer to LangChain.Utils.BedrockConfig for setting up the Bedrock authentication credentials for your environment.

	Setup your ChatAnthropic similar to the following:
 alias LangChain.ChatModels.ChatAnthropic
 ChatAnthropic.new!(%{
   model: "anthropic.claude-sonnet-4-6",
   bedrock: BedrockConfig.from_application_env!()
 })


Thinking
Models like Claude 3.7 Sonnet introduced a hybrid approach which allows for "thinking" and reasoning.
See the Anthropic thinking documentation
for up-to-date instructions on the usage.
For instance, enabling thinking may require the temperature to be set to 1 and other settings like topP may not be allowed.
The model supports a :thinking attribute where the data is a map that matches the structure in the
Anthropic documentation. It is passed along as-is.
Example:
# Enable thinking and budget 2,000 tokens for the thinking space.
model = ChatAnthropic.new!(%{
  model: "claude-3-7-sonnet-latest",
  thinking: %{type: "enabled", budget_tokens: 2000}
})

# Disable thinking
model = ChatAnthropic.new!(%{
  model: "claude-3-7-sonnet-latest",
  thinking: %{type: "disabled"}
})
As of the documentation for Claude 3.7 Sonnet, the minimum budget for thinking is 1024 tokens.
Structured Outputs (JSON Response)
Anthropic supports structured outputs
to constrain Claude's response to follow a specific JSON schema. This is supported on
Claude Opus 4.6, Sonnet 4.6, Sonnet 4.5, Opus 4.5, and Haiku 4.5.
Set json_response: true and provide a json_schema map to enable structured outputs.
Example:
model = ChatAnthropic.new!(%{
  model: "claude-sonnet-4-5-20250514",
  json_response: true,
  json_schema: %{
    "type" => "object",
    "properties" => %{
      "name" => %{"type" => "string"},
      "age" => %{"type" => "integer"},
      "email" => %{"type" => "string"}
    },
    "required" => ["name", "age", "email"],
    "additionalProperties" => false
  }
})
The response will be returned as a regular text ContentPart containing a valid JSON string
matching the provided schema.
Note: Structured outputs are incompatible with citations and message prefilling.
Prompt Caching
Anthropic supports prompt caching to
reduce costs and latency for frequently repeated content. Prompt caching works by caching large blocks of
content that are likely to be reused across multiple requests.
Automatic Caching (Recommended for Multi-Turn Conversations)
The simplest way to enable prompt caching is with the top-level :cache_control option. Instead of placing
cache_control on individual content blocks, set it once on the model and Anthropic automatically applies
the cache breakpoint to the last cacheable block in each request.
See Automatic caching
in the Anthropic docs for full details.
Basic usage (5-minute TTL, the default):
model = ChatAnthropic.new!(%{
  model: "claude-sonnet-4-6",
  cache_control: %{"type" => "ephemeral"}
})
With a 1-hour TTL (2x base input token price):
model = ChatAnthropic.new!(%{
  model: "claude-sonnet-4-6",
  cache_control: %{"type" => "ephemeral", "ttl" => "1h"}
})
How It Works in Multi-Turn Conversations
With automatic caching the cache breakpoint moves forward automatically as conversations grow.
Each new request caches everything up to the last cacheable block, and previous content is read
from cache:
	Request 1: System + messages written to cache
	Request 2: Previous content read from cache; new messages written to cache
	Request 3+: Pattern continues -- old content from cache, new content written

You do not need to update any cache markers as the conversation grows.
Replaces Manual Message Caching
Automatic caching supersedes the :cache_messages setting. The :cache_messages option was a
client-side behavior coded into this module that applied cache_control blocks to the last N user
messages, approximating the automatic breakpoint behavior that Anthropic now offers natively through
the API. It remains available for backward compatibility, but you should use one or the other, not both:
	:cache_control (recommended) -- API-managed, automatic breakpoint placement
	:cache_messages (legacy) -- client-managed, adds cache_control to the last N user messages

For fine-grained control over exactly which content blocks are cached, use the cache_control option
directly on ContentPart, ToolResult, and Function structs (see "Per-Block Cache Control" below).
Per-Block Cache Control
For fine-grained control, prompt caching can also be configured through the cache_control option in ContentPart options. It can be applied
to both system messages, regular user messages, tool results, and tool definitions.
Anthropic limits a conversation to max of 4 cache_control blocks and will refuse to service requests with more.
Basic Usage
Setting cache_control: true is a shortcut for the default ephemeral cache control:
# System message with caching
Message.new_system!([
  ContentPart.text!("You are an AI assistant analyzing literary works."),
  ContentPart.text!("<large document content>", cache_control: true)
])

# User message with caching
Message.new_user!([
  ContentPart.text!("Please analyze this document:"),
  ContentPart.text!("<large document content>", cache_control: true)
])
This will set a single cache breakpoint that will include your functions (processed first) and system message.
Anthropic limits conversations to a maximum of 4 cache_control blocks.
For multi-turn conversations, turning on message_caching (see below) will add a second cache breakpoint and
give you higher cache utilization and response times. Writing to the cache increases write costs so this setting
is not on by default.
Supported Content Types
Prompt caching can be applied to:
	Text content in system messages
	Text content in user messages
	Tool results in the content field when returning a list of ContentPart structs.
	Tool definitions in the options field when creating a Function struct.

For more information, see the Anthropic prompt caching documentation.
Advanced Cache Control
For more explicit control over caching parameters, you can provide a map instead of true:
ContentPart.text!("content", cache_control: %{"type" => "ephemeral", "ttl" => "1h"})
When cache_control: true is used, it automatically expands to %{"type" => "ephemeral"} in the API request.
If you need specific cache control settings like TTL, providing them explicitly preserves the exact values
sent to the API.
The default is "5m" for 5 minutes but supports "1h" for 1 hour depending on your account.
Automatic Message Caching for Multi-Turn Conversations
The :cache_messages option automates cache breakpoint placement for multi-turn conversations by
adding cache_control to the last N user messages.
When to Use This Feature
Good fit:
	Multi-turn conversations (3+ turns) where you'll reuse conversation history
	Conversations with tool use where uncached tool messages cause cache degradation
	Applications where both cost reduction AND latency reduction are valuable (~10x faster cache reads)
	Repeated similar queries with different follow-ups

Not recommended:
	Single-turn requests (no benefit, only added cost)
	Short conversations (1-2 turns) where break-even isn't reached
	Highly diverse conversations with no repeated context

Benefits
When enabled, you get:
	Reduced latency: Cache reads are ~10x faster than processing tokens from scratch
	Lower costs: After break-even (typically 2-3 turns), costs drop significantly
	Automatic optimization: No manual cache management required

Why Multiple Breakpoints?
Anthropic limits conversations to 4 cache breakpoints total. The optimal generic strategy is:
	1 breakpoint for system prompt: Static context (instructions, large documents) that never changes
	3 breakpoints for user messages: Recent conversation history (this is the default)

Using multiple user message breakpoints (rather than just 1) provides 15-25% cost savings in
multi-turn conversations with tools:
	Single breakpoint problem: Heavy tool use adds uncached messages between user messages, causing steep degradation
	Multiple breakpoints solution: Caches recent conversation history, reducing degradation
	Tradeoff: More cache writes initially, but pays off after 2-3 turns

Key Behaviors
	Default count: 3 user message breakpoints (reserves 1 for system prompt in the 4 breakpoint limit)
	Always cache current messages: Breakpoints are placed on the most recent user messages, not previous ones
	Breakpoints move: As conversations grow, old messages fall out of cache but recent ones stay cached
	Expected utilization: 85-95% for early turns, stabilizes at 70-85% for longer conversations

Enabling Message Caching
Message caching is disabled by default since writing to the cache increases write costs (1.25x for 5m TTL, 3x for 1h).
Enable with defaults (3 breakpoints, 5m TTL):
model = ChatAnthropic.new!(%{
  model: "claude-sonnet-4-6",
  cache_messages: %{enabled: true}
})
Configuring Breakpoint Count
Adjust the number of breakpoints based on your use case (max: 4):
# Conservative: single breakpoint (original behavior)
model = ChatAnthropic.new!(%{
  model: "claude-sonnet-4-6",
  cache_messages: %{enabled: true, count: 1}
})

# Balanced: 2 breakpoints for moderate conversations
model = ChatAnthropic.new!(%{
  model: "claude-sonnet-4-6",
  cache_messages: %{enabled: true, count: 2}
})

# Optimal for tool-heavy: 3 breakpoints (default)
model = ChatAnthropic.new!(%{
  model: "claude-sonnet-4-6",
  cache_messages: %{enabled: true, count: 3}
})

# Maximum: 4 breakpoints (assuming no system prompt caching)
model = ChatAnthropic.new!(%{
  model: "claude-sonnet-4-6",
  cache_messages: %{enabled: true, count: 4}
})
With Custom TTL
Specify a custom TTL (time-to-live):
model = ChatAnthropic.new!(%{
  model: "claude-sonnet-4-6",
  cache_messages: %{enabled: true, count: 2, ttl: "1h"}
})
Supported TTL values: "5m" (5 minutes, default) and "1h" (1 hour).
Cost note: Cache writes with 5m TTL cost 1.25x, 1h TTL costs 3x.
How It Works
	Breakpoints are placed on the last text ContentPart of each selected user message
	Tool results are skipped (not cacheable at the message level)
	Explicit cache_control settings in ContentParts are preserved
	Works alongside system message and tool caching

What to Expect
Cost breakdown for a conversation with 3 breakpoints and 5m TTL (relative to baseline without caching):
Pricing context:
	Baseline input: 1.0x (standard input token cost)
	Cache write: 1.25x (costs 25% more than baseline)
	Cache read: 0.1x (90% discount - costs 10% of baseline)

Turn-by-turn costs:
	Turn 1: 0% cache hit, 100% cache write	Effective cost: ~1.25x baseline (all writes, no reads yet)


	Turn 2: 85-95% cache hit	Effective cost: ~0.20x baseline (mostly cheap reads: 90% × 0.1x + 10% × 1.0x)


	Turn 3+: 70-85% cache hit	Effective cost: ~0.25x baseline (mostly cheap reads: 80% × 0.1x + 20% × 1.0x)



Break-even: Typically 2-3 turns. After turn 2, you're paying ~20-25% of baseline cost.
Latency: Cache reads are ~10x faster than processing tokens, significantly reducing response time.
Cache utilization will stabilize around 70-85% for longer conversations as old content
falls out of cache, but recent context stays cached. The cost savings and latency benefits
continue for the life of the conversation.
Monitoring Cache Utilization
Cache utilization data is accessible in two places:
	The Claude console: https://console.anthropic.com/usage
	Response metadata in LangChain.Message under metadata.usage.raw

Cache utilization is visible in the message metadata.usage.raw map. Inspecting the first and second
completed messages can make the behavior more clear.
Turn 1 response (initial request):
%{
  "cache_creation" => %{
    "ephemeral_1h_input_tokens" => 0,
    "ephemeral_5m_input_tokens" => 3657
  },
  "cache_creation_input_tokens" => 7314,
  "cache_read_input_tokens" => 0,
  "input_tokens" => 18,
  "output_tokens" => 197,
  "service_tier" => "standard"
}
Cache read utilization: cache_read_input_tokens / (cache_read_input_tokens + input_tokens) * 100 = 0%
This 0% utilization is expected for the initial request (all cache writes, no reads yet).
Turn 2 response (cache now available):
%{
  "cache_creation" => %{
    "ephemeral_1h_input_tokens" => 0,
    "ephemeral_5m_input_tokens" => 146
  },
  "cache_creation_input_tokens" => 292,
  "cache_read_input_tokens" => 3604,
  "input_tokens" => 18,
  "output_tokens" => 644,
  "service_tier" => "standard"
}
Cache read utilization: 3604 / (3604 + 18) * 100 = 99.5%
This high utilization shows most of the prompt is being read from cache, with only new content
being processed and written.
Important Notes
	Minimum prompt length: If your cache breakpoint doesn't meet the minimum cacheable prompt length, it won't be cached at all.
	Model-specific limits: Different models have different cache limitations - see https://docs.claude.com/en/docs/build-with-claude/prompt-caching#cache-limitations
	Haiku considerations: Haiku has a high minimum (4096 tokens) which can mean low initial utilization. However, enabling :cache_messages has minimal cost impact, so it's safe to enable.
	TTL tradeoff: Default TTL is 5m (1.25x write cost). Setting TTL to 1h increases write cost to 3x but may improve utilization for longer sessions.

Connection Retry Behavior
The retry_count option controls how many times a request is retried when
a pooled HTTP connection turns out to be stale (server closed it between
requests). This is a transport-level issue where retrying with a fresh
connection is the correct response.
Only closed-connection errors are retried. Timeouts, rate limits (429),
overloaded (529), authentication errors, and invalid requests all return
immediately -- they are not problems that a simple retry will fix.
	retry_count	Total HTTP requests
	0	1 (no retries)
	1	2 (1 initial + 1 retry)
	2 (default)	3 (1 initial + 2 retries)

Req's built-in HTTP retry is disabled to prevent the two retry layers from
compounding. See GitHub issue #503.
When running LLM calls from a background job queue (e.g., Oban) that has its
own retry logic, set retry_count: 0 so there are no hidden retries:
ChatAnthropic.new!(%{model: "...", retry_count: 0})
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        call(anthropic, prompt, functions \\ [])

      


        Calls the Anthropic API passing the ChatAnthropic struct with configuration, plus
either a simple message or the list of messages to act as the prompt.



    


    
      
        content_part_for_api(part)

      


        Converts a ContentPart to the format expected by the Anthropic API.



    


    
      
        content_parts_for_api(contents)

      


        Converts a list of ContentParts to the format expected by the Anthropic API.



    


    
      
        for_api(call)

      


        Convert a LangChain structure to the expected map of data for the Anthropic API.



    


    
      
        for_api(anthropic, messages, tools)

      


        Return the params formatted for an API request.



    


    
      
        function_for_api(fun)

      


        Convert a Function to the format expected by the Anthropic API.



    


    
      
        get_system_text(message)

      


    


    
      
        message_for_api(msg)

      


        Converts a Message to the format expected by the Anthropic API.



    


    
      
        new(attrs \\ %{})

      


        Setup a ChatAnthropic client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatAnthropic client configuration and return it or raise an error if invalid.



    


    
      
        post_process_and_combine_messages(messages, cache_messages \\ nil)

      


        After all the messages have been converted using for_api/1, this combines
multiple sequential tool response messages. The Anthropic API is very strict
about user, assistant, user, assistant sequenced messages.



    


    
      
        relevant_event?(event)

      


    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.ChatModels.ChatAnthropic{
  api_key: term(),
  api_version: term(),
  bedrock: term(),
  beta_headers: term(),
  cache_control: term(),
  cache_messages: term(),
  callbacks: term(),
  endpoint: term(),
  json_response: term(),
  json_schema: term(),
  max_tokens: term(),
  model: term(),
  output_config: term(),
  receive_timeout: term(),
  req_opts: term(),
  retry_count: term(),
  stream: term(),
  temperature: term(),
  thinking: term(),
  tool_choice: term(),
  top_k: term(),
  top_p: term(),
  verbose_api: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      call(anthropic, prompt, functions \\ [])



        
          
        

    

  


  

Calls the Anthropic API passing the ChatAnthropic struct with configuration, plus
either a simple message or the list of messages to act as the prompt.
Optionally pass in a callback function that can be executed as data is
received from the API.
NOTE: This function can be used directly, but the primary interface
should be through LangChain.Chains.LLMChain. The ChatAnthropic module is more focused on
translating the LangChain data structures to and from the Anthropic API.
Another benefit of using LangChain.Chains.LLMChain is that it combines the
storage of messages, adding functions, adding custom context that should be
passed to functions, and automatically applying LangChain.MessageDelta
structs as they are are received, then converting those to the full
LangChain.Message once fully complete.

  



  
    
      
    
    
      content_part_for_api(part)



        
          
        

    

  


  

      

          @spec content_part_for_api(LangChain.Message.ContentPart.t()) ::
  map() | nil | no_return()


      


Converts a ContentPart to the format expected by the Anthropic API.
Handles different content types:
	:text - Converts to a text content part, optionally with cache control settings
	:thinking - Converts to a thinking content part with required signature
	:unsupported - Handles custom content types specified in options
	:image - Converts to an image content part with base64 data or file_id reference
	:file - Converts to a document content part with base64 data, plain text, or file_id reference
	:file_url - Converts to a document content part with a URL source
	:image_url - Raises an error as Anthropic doesn't support image URLs

Options
For :text type:
	:cache_control - When provided, adds cache control settings to the content

For :thinking type:
	:signature - Required signature for thinking content

For :unsupported type:
	:type - Required string specifying the custom content type

For :image type:
	:type - Source type. :file_id to reference an uploaded file, :base64 (default) for inline data
	:media - Required when :type is :base64. Media type (:png, :jpg, :jpeg, :gif, :webp, or a string)

For :file type:
	:type - Source type. :file_id to reference an uploaded file, :base64 (default) for inline data
	:media - Required when :type is :base64. Media type (:pdf, :text, or a string like "application/pdf")
	:title - Optional document title
	:citations - Set to true to enable citations
	:cache_control - When provided, adds cache control settings

Note: Using :file_id requires the "files-api-2025-04-14" beta header:
ChatAnthropic.new!(%{
  model: "claude-sonnet-4-5-20250514",
  beta_headers: ["structured-outputs-2025-11-13", "files-api-2025-04-14"]
})
Returns nil for unsupported content without required options.

  



  
    
      
    
    
      content_parts_for_api(contents)



        
          
        

    

  


  

Converts a list of ContentParts to the format expected by the Anthropic API.

  



  
    
      
    
    
      for_api(call)



        
          
        

    

  


  

      

          @spec for_api(LangChain.Message.ToolCall.t() | LangChain.Message.ToolResult.t()) ::
  %{required(String.t()) => any()} | no_return()


      


Convert a LangChain structure to the expected map of data for the Anthropic API.

  



  
    
      
    
    
      for_api(anthropic, messages, tools)



        
          
        

    

  


  

      

          @spec for_api(t(), message :: [map()], LangChain.ChatModels.ChatModel.tools()) :: %{
  required(atom()) => any()
}


      


Return the params formatted for an API request.

  



  
    
      
    
    
      function_for_api(fun)



        
          
        

    

  


  

      

          @spec function_for_api(LangChain.Function.t()) :: map() | no_return()


      


Convert a Function to the format expected by the Anthropic API.

  



  
    
      
    
    
      get_system_text(message)



        
          
        

    

  


  


  



  
    
      
    
    
      message_for_api(msg)



        
          
        

    

  


  

Converts a Message to the format expected by the Anthropic API.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatAnthropic client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatAnthropic client configuration and return it or raise an error if invalid.

  



    

  
    
      
    
    
      post_process_and_combine_messages(messages, cache_messages \\ nil)



        
          
        

    

  


  

After all the messages have been converted using for_api/1, this combines
multiple sequential tool response messages. The Anthropic API is very strict
about user, assistant, user, assistant sequenced messages.
When cache_messages is set, it also adds cache_control to the last N user messages'
last ContentPart to enable efficient caching in multi-turn conversations.

  



  
    
      
    
    
      relevant_event?(event)



        
          
        

    

  


  


  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

      

          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ChatAwsMantle 
    



      
Represents a chat model hosted by AWS Bedrock's Mantle endpoint — the
OpenAI-compatible gateway AWS introduced for third-party models such as
Moonshot AI's Kimi K2 family and OpenAI's gpt-oss series.
Mantle accepts standard OpenAI Chat Completions requests, so much of the
wire format mirrors LangChain.ChatModels.ChatOpenAI. This module exists as
a separate chat model because Mantle has several differences that warrant
dedicated handling:
	Region-aware URL building — https://bedrock-mantle.{region}.api.aws/v1/chat/completions
	Two auth modes — Bedrock API key (Bearer) or AWS IAM (SigV4)
	Reasoning extraction — Mantle returns model reasoning at message.reasoning
(or delta.reasoning when streaming), which ChatOpenAI silently drops
	Higher default receive_timeout — Mantle exhibits intermittent slow
starts of 60s+, so the default is 120s here vs OpenAI's 60s
	Bounded default max_tokens: 4096 — Kimi occasionally falls into
token-repetition loops; streaming keeps the HTTP layer alive as chunks
arrive, so an uncapped request can run indefinitely. Override as needed
when reasoning budgets require more
	Per-model quirks — Kimi prepends a leading space to text content; uses
functions.NAME:N for call_id shape; narrates before tool calls

Tested Models (as of writing)
	Model ID	Vendor	Notes
	moonshotai.kimi-k2-thinking	Moonshot	Reasoning by default, 128K ctx
	moonshotai.kimi-k2.5	Moonshot	Multimodal, hybrid thinking via :reasoning_effort
	openai.gpt-oss-120b	OpenAI	Open-source GPT, hosted by AWS

Refer to the published list of supported models.
Authentication
Two mutually-exclusive auth modes:
Bearer (Bedrock API key) — simplest
Generate a long-term Bedrock API key in the AWS console
(Bedrock API keys)
and set it as the :api_key:
ChatAwsMantle.new!(%{
  model: "moonshotai.kimi-k2.5",
  region: "us-east-1",
  api_key: System.fetch_env!("AWS_BEARER_TOKEN_BEDROCK")
})
AWS SigV4 (IAM credentials) — production-friendly
Pass a zero-arity function returning IAM credentials. Useful when the host
already has IAM-based credentials available (e.g. ExAws):
ChatAwsMantle.new!(%{
  model: "moonshotai.kimi-k2.5",
  region: "us-east-1",
  credentials: fn ->
    ExAws.Config.new(:s3)
    |> Map.take([:access_key_id, :secret_access_key])
    |> Map.to_list()
  end
})
Reasoning / Thinking
K2.5 is a hybrid thinking model — pass OpenAI's standard :reasoning_effort
to enable structured reasoning:
ChatAwsMantle.new!(%{
  model: "moonshotai.kimi-k2.5",
  region: "us-east-1",
  api_key: System.fetch_env!("AWS_BEARER_TOKEN_BEDROCK"),
  reasoning_effort: "high"
})
When reasoning is active, the response message will include a ContentPart
of type: :thinking containing the model's chain of thought, alongside the
normal :text content parts.
K2 Thinking always reasons (it's the model's default mode); the field is
populated regardless of :reasoning_effort.
Sampling controls
Standard OpenAI sampling parameters are supported and passed through to
Mantle unchanged:
	:temperature — 0.0 to 2.0 (default 1.0)
	:top_p — 0.0 to 1.0 nucleus sampling cutoff. OpenAI recommends tuning
this or temperature, not both
	:frequency_penalty — -2.0 to 2.0. Positive values discourage reuse of
tokens proportional to how often they've already appeared. Kimi K2.5
on Mantle has been observed to occasionally lock into single-token
repetition loops (e.g. streams of "!"); frequency_penalty: 0.5 is a
reasonable starting defense.
	:presence_penalty — -2.0 to 2.0. Binary variant of frequency_penalty
(penalizes any token that has appeared at all)

Streaming
Set stream: true to receive incremental MessageDelta updates via the
on_llm_new_delta callback. Mantle emits standard OpenAI SSE chunks for
content and tool calls, and adds a sibling delta.reasoning field when
reasoning is active. ChatAwsMantle extracts those into :thinking
ContentParts so the merged final message carries [thinking_part, text_part]
in order.
Multimodal (K2.5 vision)
Kimi K2.5 is natively multimodal. Send images via standard LangChain
ContentPart structs — ChatAwsMantle delegates serialization to
ChatOpenAI.content_part_for_api/2, which emits Mantle's expected
{"type": "image_url", "image_url": {"url": "data:<media>;base64,..."}}
shape:
{:ok, bytes} = File.read("photo.jpg")

Message.new_user!([
  ContentPart.text!("What's in this image?"),
  ContentPart.image!(Base.encode64(bytes), media: :jpeg)
])
|> then(&ChatAwsMantle.call(model, [&1]))
Mantle runs images through an upstream sanitizer that rejects degenerate
inputs (tiny or unusual images may return a 400 with
"Failed to sanitize image"). Use real photographs or reasonably-sized
source images. Vision tokens add meaningfully to prompt_tokens — a
1200×675 JPG consumes roughly 1100 prompt tokens.
Open Notes
Streaming and tool-calling support follow the same wire format as
ChatOpenAI — see the smoke tests for verified behavior.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        call(model, prompt, tools \\ [])

      


        Make a call to the Mantle API. Returns {:ok, [%Message{}]} on success or
{:error, %LangChainError{}} on failure.



    


    
      
        for_api(model, messages, tools)

      


        Format the request body for the Mantle API. Reuses ChatOpenAI's per-message
formatting (since the wire format is OpenAI-shaped), but assembles the
top-level body with Mantle-relevant fields only.



    


    
      
        new(attrs \\ %{})

      


        Build a new ChatAwsMantle instance from attributes.



    


    
      
        new!(attrs \\ %{})

      


        Build a new ChatAwsMantle instance, raising on validation failure.
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          @type t() :: %LangChain.ChatModels.ChatAwsMantle{
  api_key: term(),
  callbacks: term(),
  credentials: term(),
  endpoint: term(),
  frequency_penalty: term(),
  json_response: term(),
  json_schema: term(),
  max_tokens: term(),
  model: term(),
  presence_penalty: term(),
  reasoning_effort: term(),
  receive_timeout: term(),
  region: term(),
  req_config: term(),
  stream: term(),
  stream_options: term(),
  temperature: term(),
  tool_choice: term(),
  top_p: term(),
  verbose_api: term()
}
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      call(model, prompt, tools \\ [])



        
          
        

    

  


  

Make a call to the Mantle API. Returns {:ok, [%Message{}]} on success or
{:error, %LangChainError{}} on failure.

  



  
    
      
    
    
      for_api(model, messages, tools)



        
          
        

    

  


  

      

          @spec for_api(t(), [LangChain.Message.t()], [LangChain.Function.t()]) :: %{
  required(atom()) => any()
}


      


Format the request body for the Mantle API. Reuses ChatOpenAI's per-message
formatting (since the wire format is OpenAI-shaped), but assembles the
top-level body with Mantle-relevant fields only.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new ChatAwsMantle instance from attributes.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new ChatAwsMantle instance, raising on validation failure.

  


        

      


  

    
LangChain.ChatModels.ChatBumblebee 
    



      
Represents a chat model hosted by Bumblebee and accessed through an
Nx.Serving.
Many types of models can be hosted through Bumblebee, so this attempts to
represent the most common features and provide a single implementation where
possible.
For streaming responses, the Bumblebee serving must be configured with
stream: true and should include stream_done: true as well.
Example:
Bumblebee.Text.generation(model_info, tokenizer, generation_config,
  # ...
  stream: true,
  stream_done: true
)
This supports a non streaming response as well, in which case, a completed
LangChain.Message is returned at the completion.
The stream_done option sends a final message to let us know when the stream
is complete and includes some token information.
The chat model can be created like this and provided to an LLMChain:
ChatBumblebee.new!(%{
  serving: @serving_name,
  template_format: @template_format,
  receive_timeout: @receive_timeout,
  stream: true
})
The serving is the module name of the Nx.Serving that is hosting the
model.
The following are the supported values for template_format. These are
provided by LangChain.Utils.ChatTemplates.
Chat models are trained against specific content formats for the messages.
Some models have no special concept of a system message. See the
LangChain.Utils.ChatTemplates documentation for specific format examples.
Using the wrong format with a model may result in poor performance or
hallucinations. It will not result in an error.
Full example of chat through Bumblebee
Here's a full example of having a streaming conversation with Llama 2 through
Bumblebee.
defmodule MyApp.BumblebeeChat do
  @doc false
  alias LangChain.Message
  alias LangChain.ChatModels.ChatBumblebee
  alias LangChain.Chains.LLMChain

  def run_chat do
    # Used when streaming responses. The function fires as data is received.
    callback_fn = fn
      %LangChain.MessageDelta{} = delta ->
        # write to the console as the response is streamed back
        IO.write(delta.content)

      %LangChain.Message{} = message ->
        # inspect the fully finished message that was assembled from all the deltas
        IO.inspect(message, label: "FULLY ASSEMBLED MESSAGE")
    end

    # create and run the chain
    {:ok, _updated_chain, %Message{} = message} =
      LLMChain.new!(%{
        llm:
          ChatBumblebee.new!(%{
            serving: Llama2ChatModel,
            template_format: :llama_2,
            stream: true
          }),
        verbose: true
      })
      |> LLMChain.add_message(Message.new_system!("You are a helpful assistant."))
      |> LLMChain.add_message(Message.new_user!("What is the capital of Taiwan? And share up to 5 interesting facts about the city."))
      |> LLMChain.run(callback_fn: callback_fn)

    # print the LLM's fully assembled answer
    IO.puts("\n\n")
    IO.puts(message.content)
    IO.puts("\n\n")
  end
end
Then run the code in IEx:
  recompile; MyApp.BumblebeeChat.run_chat
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        new(attrs \\ %{})

      


        Setup a ChatBumblebee client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatBumblebee client configuration and return it or raise an error if invalid.



    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(_)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.



    





      


      
        Types


        


  
    
      
    
    
      callback_fn()



        
          
        

    

  


  

      

          @type callback_fn() :: (LangChain.Message.t() | LangChain.MessageDelta.t() -> any())
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          @type t() :: %LangChain.ChatModels.ChatBumblebee{
  callbacks: term(),
  seed: term(),
  serving: term(),
  stream: term(),
  template_format: term()
}
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      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatBumblebee client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatBumblebee client configuration and return it or raise an error if invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(_)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

      

          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ChatDeepSeek 
    



      
Module for interacting with DeepSeek models.
DeepSeek provides an API that is compatible with OpenAI's API format, making it
easy to integrate with existing OpenAI-based code.
Model Options
DeepSeek supports the following models:
	deepseek-chat - Non-thinking mode of DeepSeek-V3.2-Exp
	deepseek-reasoner - Thinking mode of DeepSeek-V3.2-Exp

API Configuration
The DeepSeek API uses the following configuration:
	Base URL: https://api.deepseek.com (or https://api.deepseek.com/v1 for OpenAI compatibility)
	Authentication: Bearer token (API key)

Example Usage
# Basic usage
model = ChatDeepSeek.new!(%{
  model: "deepseek-chat",
  api_key: "your-api-key-here"
})

# Using with LLMChain
{:ok, chain} =
  LLMChain.new!(%{llm: model})
  |> LLMChain.add_message(Message.new_user!("Hello!"))

{:ok, response} = LLMChain.run(chain)
Tool Support
DeepSeek supports function calling through the OpenAI-compatible API format.
You can use tools in the same way as with OpenAI:
model = ChatDeepSeek.new!(%{
  model: "deepseek-chat",
  api_key: "your-api-key-here"
})

function = Function.new!(%{
  name: "get_weather",
  description: "Get current weather for a location",
  parameters_schema: %{
    "type" => "object",
    "properties" => %{
      "location" => %{
        "type" => "string",
        "description" => "The city and state, e.g. San Francisco, CA"
      }
    },
    "required" => ["location"]
  }
})
Callbacks
See the set of available callbacks: LangChain.Chains.ChainCallbacks
Token Usage
DeepSeek returns token usage information as part of the response body. The
LangChain.TokenUsage is added to the metadata of the LangChain.Message
and LangChain.MessageDelta structs that are processed under the :usage
key.
The TokenUsage data is accumulated for MessageDelta structs and the final usage information will be on the LangChain.Message.
Connection Retry Behavior
The retry_count option controls how many times a request is retried when
a pooled HTTP connection turns out to be stale (server closed it between
requests). This is a transport-level issue where retrying with a fresh
connection is the correct response.
Only closed-connection errors are retried. Timeouts, rate limits (429),
overloaded (529), authentication errors, and invalid requests all return
immediately -- they are not problems that a simple retry will fix.
	retry_count	Total HTTP requests
	0	1 (no retries)
	1	2 (1 initial + 1 retry)
	2 (default)	3 (1 initial + 2 retries)

Req's built-in HTTP retry is disabled to prevent the two retry layers from
compounding. See GitHub issue #503.
When running LLM calls from a background job queue (e.g., Oban) that has its
own retry logic, set retry_count: 0 so there are no hidden retries:
ChatDeepseek.new!(%{model: "...", retry_count: 0})
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        call(deepseek, prompt, tools \\ [])

      


        Calls the DeepSeek API passing the ChatDeepSeek struct with configuration, plus
either a simple message or the list of messages to act as the prompt.



    


    
      
        decode_stream(arg, done \\ [], depth \\ 0)

      


        Decode a streamed response from a DeepSeek server. This is the same as the OpenAI
implementation since DeepSeek uses an OpenAI-compatible API.



    


    
      
        for_api(model, msg)

      


        Convert a LangChain Message-based structure to the expected map of data for
the DeepSeek API.



    


    
      
        for_api(deepseek, messages, tools)

      


        Return the params formatted for an API request.



    


    
      
        new(attrs \\ %{})

      


        Setup a ChatDeepSeek client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatDeepSeek client configuration and return it or raise an error if invalid.



    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.
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          @type t() :: %LangChain.ChatModels.ChatDeepSeek{
  api_key: term(),
  callbacks: term(),
  endpoint: term(),
  frequency_penalty: term(),
  json_response: term(),
  json_schema: term(),
  logprobs: term(),
  max_tokens: term(),
  model: term(),
  n: term(),
  parallel_tool_calls: term(),
  receive_timeout: term(),
  req_config: term(),
  retry_count: term(),
  seed: term(),
  stream: term(),
  stream_options: term(),
  temperature: term(),
  tool_choice: term(),
  top_logprobs: term(),
  user: term(),
  verbose_api: term()
}
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Calls the DeepSeek API passing the ChatDeepSeek struct with configuration, plus
either a simple message or the list of messages to act as the prompt.
Optionally pass in a list of tools available to the LLM for requesting
execution in response.
Optionally pass in a callback function that can be executed as data is
received from the API.
NOTE: This function can be used directly, but the primary interface
should be through LangChain.Chains.LLMChain. The ChatDeepSeek module is more
focused on translating the LangChain data structures to and from the DeepSeek
API.
Another benefit of using LangChain.Chains.LLMChain is that it combines the
storage of messages, adding tools, adding custom context that should be
passed to tools, and automatically applying LangChain.MessageDelta
structs as they are are received, then converting those to the full
LangChain.Message once fully complete.
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          @spec decode_stream({String.t(), String.t()}, list(), non_neg_integer()) ::
  {%{required(String.t()) => any()}} | {:error, LangChain.LangChainError.t()}


      


Decode a streamed response from a DeepSeek server. This is the same as the OpenAI
implementation since DeepSeek uses an OpenAI-compatible API.

  



  
    
      
    
    
      for_api(model, msg)



        
          
        

    

  


  

      

          @spec for_api(
  struct(),
  LangChain.Message.t()
  | LangChain.PromptTemplate.t()
  | LangChain.Message.ToolCall.t()
  | LangChain.Message.ToolResult.t()
  | LangChain.Message.ContentPart.t()
  | LangChain.Function.t()
) :: %{required(String.t()) => any()} | [%{required(String.t()) => any()}]


      


Convert a LangChain Message-based structure to the expected map of data for
the DeepSeek API.

  



  
    
      
    
    
      for_api(deepseek, messages, tools)



        
          
        

    

  


  

      

          @spec for_api(
  t() | LangChain.Message.t() | LangChain.Function.t(),
  message :: [map()],
  LangChain.ChatModels.ChatModel.tools()
) :: %{required(atom()) => any()}


      


Return the params formatted for an API request.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatDeepSeek client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatDeepSeek client configuration and return it or raise an error if invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

      

          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ChatGoogleAI 
    



      
Parses and validates inputs for making a request for the Google AI  Chat API.
Converts response into more specialized LangChain data structures.
NOTE: The GoogleAI service is unique in how it reports TokenUsage
information. So far, it's the only API that returns TokenUsage for each
returned delta, where the generated token count is incremented with one. Other
services return the total TokenUsage data at the end. This Chat model fires
the callback each time it is received.
Google Search Integration
Starting with Gemini 2.0, this module supports Google Search as a native tool,
allowing the model to automatically search the web for recent information to ground
its responses and improve factuality. Check out the Google AI Documentation
for more information.
Example Usage:
alias LangChain.Chains.LLMChain
alias LangChain.Message
alias LangChain.NativeTool

model = ChatGoogleAI.new!(%{temperature: 0, stream: false, model: "gemini-2.0-flash"})

{:ok, updated_chain} =
   %{llm: model, verbose: false, stream: false}
   |> LLMChain.new!()
   |> LLMChain.add_message(
     Message.new_user!("What is the current Google stock price?")
   )
   |> LLMChain.add_tools(NativeTool.new!(%{name: "google_search", configuration: %{}}))
   |> LLMChain.run()
The above call will return the current Google stock price.
When google_search is used, the model will also return grounding information in the metadata attribute of the assistant message.
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        t()

      


    





  
    Functions
  


    
      
        call(google_ai, prompt, tools \\ [])

      


        Calls the Google AI API passing the ChatGoogleAI struct with configuration, plus
either a simple message or the list of messages to act as the prompt.



    


    
      
        do_process_response(model, response, message_type \\ Message)

      


    


    
      
        for_api(google_ai, messages, functions)

      


    


    
      
        get_message_contents(message)

      


        Return the content parts for the message.



    


    
      
        new(attrs \\ %{})

      


        Setup a ChatGoogleAI client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatGoogleAI client configuration and return it or raise an error if invalid.



    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.ChatModels.ChatGoogleAI{
  api_key: term(),
  api_version: term(),
  callbacks: term(),
  endpoint: term(),
  json_response: term(),
  json_schema: term(),
  model: term(),
  receive_timeout: term(),
  req_config: term(),
  safety_settings: term(),
  stream: term(),
  temperature: term(),
  thinking_config: term(),
  top_k: term(),
  top_p: term(),
  verbose_api: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      call(google_ai, prompt, tools \\ [])



        
          
        

    

  


  

Calls the Google AI API passing the ChatGoogleAI struct with configuration, plus
either a simple message or the list of messages to act as the prompt.
Optionally pass in a list of tools available to the LLM for requesting
execution in response.
Optionally pass in a callback function that can be executed as data is
received from the API.
NOTE: This function can be used directly, but the primary interface
should be through LangChain.Chains.LLMChain. The ChatGoogleAI module is more focused on
translating the LangChain data structures to and from the Google AI API.
Another benefit of using LangChain.Chains.LLMChain is that it combines the
storage of messages, adding tools, adding custom context that should be
passed to tools, and automatically applying LangChain.MessageDelta
structs as they are are received, then converting those to the full
LangChain.Message once fully complete.

  



    

  
    
      
    
    
      do_process_response(model, response, message_type \\ Message)



        
          
        

    

  


  


  



  
    
      
    
    
      for_api(google_ai, messages, functions)



        
          
        

    

  


  


  



  
    
      
    
    
      get_message_contents(message)



        
          
        

    

  


  

      

          @spec get_message_contents(LangChain.MessageDelta.t() | LangChain.Message.t()) ::
  [%{required(String.t()) => any()}] | nil


      


Return the content parts for the message.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatGoogleAI client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatGoogleAI client configuration and return it or raise an error if invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

      

          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ChatGrok 
    



      
Module for interacting with xAI's Grok models.
Parses and validates inputs for making requests to xAI's chat completions API.
Converts responses into more specialized LangChain data structures.
Tested with models
	grok-4 - The latest and most advanced reasoning model with 130K+ context window
	grok-3-mini - Faster, lightweight model optimized for speed and efficiency
and other, please look in the tests --include live_grok for more.

OpenAI API Compatibility
Grok's API is fully compatible with OpenAI's format, making integration straightforward.
The main differences are:
	Base URL: https://api.x.ai/v1/chat/completions
	Model names: grok-4, grok-3-mini, etc.
	Enhanced context window and reasoning capabilities

Usage Example
# Basic usage with Grok-4
{:ok, chat} = ChatGrok.new(%{
  model: "grok-4",
  temperature: 0.7,
  max_tokens: 1000
})

# Fast and efficient with Grok-3-mini
{:ok, grok_mini} = ChatGrok.new(%{
  model: "grok-3-mini",
  temperature: 0.8,
  max_tokens: 5000,
  api_key: System.get_env("XAI_API_KEY"),
  callbacks: [handlers]
})
Callbacks
See the set of available callbacks: LangChain.Chains.ChainCallbacks
Rate Limit API Response Headers
xAI returns rate limit information in the response headers. Those can be
accessed using the LLM callback on_llm_ratelimit_info like this:
handlers = %{
  on_llm_ratelimit_info: fn _model, headers ->
    IO.inspect(headers, label: )
  end
}

{:ok, grok_mini} = ChatGrok.new(%{callbacks: [handlers]})
Token Usage
xAI returns token usage information as part of the response body. The
LangChain.TokenUsage is added to the metadata of the LangChain.Message
and LangChain.MessageDelta structs that are processed under the :usage
key.
Tool Choice
Grok supports forcing a tool to be used, following OpenAI's format:
ChatGrok.new(%{
  model: "grok-4",
  tool_choice: %{"type" => "function", "function" => %{"name" => "get_weather"}}
})
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    Functions
  


    
      
        call(grok, prompt, tools \\ [])

      


        Calls the xAI API with the given messages and tools.



    


    
      
        for_api(grok, messages, tools \\ [])

      


        Return the params formatted for an API request.



    


    
      
        for_api_message(message)

      


        Convert a LangChain structure to the expected xAI API format.



    


    
      
        new(attrs \\ %{})

      


        Setup a ChatGrok client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatGrok client configuration and return it or raise an error if invalid.



    


    
      
        restore_from_map(data)

      


        Restore a ChatGrok struct from a serialized configuration map.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Serialize the configuration of a ChatGrok struct to a map for saving.
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      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.ChatModels.ChatGrok{
  api_key: term(),
  callbacks: term(),
  endpoint: term(),
  frequency_penalty: term(),
  large_context: term(),
  max_tokens: term(),
  model: term(),
  multi_agent: term(),
  n: term(),
  presence_penalty: term(),
  reasoning_mode: term(),
  receive_timeout: term(),
  response_format: term(),
  seed: term(),
  stream: term(),
  stream_options: term(),
  temperature: term(),
  tool_choice: term(),
  top_p: term(),
  verbose_api: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      call(grok, prompt, tools \\ [])



        
          
        

    

  


  

Calls the xAI API with the given messages and tools.

  



    

  
    
      
    
    
      for_api(grok, messages, tools \\ [])



        
          
        

    

  


  

Return the params formatted for an API request.

  



  
    
      
    
    
      for_api_message(message)



        
          
        

    

  


  

Convert a LangChain structure to the expected xAI API format.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatGrok client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatGrok client configuration and return it or raise an error if invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restore a ChatGrok struct from a serialized configuration map.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

Serialize the configuration of a ChatGrok struct to a map for saving.

  


        

      


  

    
LangChain.ChatModels.ChatMistralAI 
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    Functions
  


    
      
        call(mistralai, prompt, tools)

      


        Calls the Mistral API passing the ChatMistralAI struct plus either a simple string
prompt or a list of messages as the prompt. Optionally pass in a list of tools.



    


    
      
        for_api(model, msg)

      


        Converts a LangChain Message-based structure into the expected map of data for
Mistral. We also include any tool_calls stored on the message.



    


    
      
        for_api(mistral, messages, tools)

      


        Formats this struct plus the given messages and tools as a request payload.



    


    
      
        new(attrs \\ %{})

      


    


    
      
        new!(attrs \\ %{})

      


    


    
      
        restore_from_map(data)

      


        Restores the model from the config map.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.ChatModels.ChatMistralAI{
  api_key: term(),
  callbacks: term(),
  endpoint: term(),
  json_response: term(),
  json_schema: term(),
  max_tokens: term(),
  model: term(),
  parallel_tool_calls: term(),
  random_seed: term(),
  receive_timeout: term(),
  retry_count: term(),
  safe_prompt: term(),
  stream: term(),
  temperature: term(),
  tool_choice: term(),
  top_p: term(),
  verbose_api: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call(mistralai, prompt, tools)



        
          
        

    

  


  

Calls the Mistral API passing the ChatMistralAI struct plus either a simple string
prompt or a list of messages as the prompt. Optionally pass in a list of tools.

  



  
    
      
    
    
      for_api(model, msg)



        
          
        

    

  


  

      

          @spec for_api(
  struct(),
  LangChain.Message.t()
  | LangChain.Message.ContentPart.t()
  | LangChain.Message.ToolCall.t()
  | LangChain.Message.ToolResult.t()
  | LangChain.Function.t()
) :: %{required(String.t()) => any()} | [%{required(String.t()) => any()}]


      


Converts a LangChain Message-based structure into the expected map of data for
Mistral. We also include any tool_calls stored on the message.

  



  
    
      
    
    
      for_api(mistral, messages, tools)



        
          
        

    

  


  

      

          @spec for_api(t(), [LangChain.Message.t()], LangChain.ChatModels.ChatModel.tools()) ::
  %{
    required(atom()) => any()
  }


      


Formats this struct plus the given messages and tools as a request payload.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      



  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      



  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config map.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

      

          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ChatModel behaviour
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        call(t, arg2, list)

      


    


    
      
        restore_from_map(map)

      


    


    
      
        retry_on_fallback?(t)

      


    


    
      
        serialize_config(t)

      


    





  
    Functions
  


    
      
        restore_from_map(data)

      


        Restore a ChatModel from a serialized config map.



    


    
      
        serialize_config(model)

      


        Create a serializable map from a ChatModel's current configuration that can
later be restored.
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      call_response()



        
          
        

    

  


  

      

          @type call_response() ::
  {:ok,
   LangChain.Message.t()
   | [LangChain.Message.t()]
   | [LangChain.MessageDelta.t()]}
  | {:error, LangChain.LangChainError.t()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: Ecto.Schema.t()


      



  



  
    
      
    
    
      tool()



        
          
        

    

  


  

      

          @type tool() :: LangChain.Function.t()


      



  



  
    
      
    
    
      tools()



        
          
        

    

  


  

      

          @type tools() :: [tool()]


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      call(t, arg2, list)



        
          
        

    

  


  

      

          @callback call(
  t(),
  String.t() | [LangChain.Message.t()],
  [LangChain.Function.t()]
) :: call_response()


      



  



  
    
      
    
    
      restore_from_map(map)



        
          
        

    

  


  

      

          @callback restore_from_map(%{required(String.t()) => any()}) ::
  {:ok, struct()} | {:error, String.t()}


      



  



  
    
      
    
    
      retry_on_fallback?(t)



        
          
        

    

  


  

      

          @callback retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      



  



  
    
      
    
    
      serialize_config(t)



        
          
        

    

  


  

      

          @callback serialize_config(t()) :: %{required(String.t()) => any()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

      

          @spec restore_from_map(nil | %{required(String.t()) => any()}) ::
  {:ok, struct()} | {:error, String.t()}


      


Restore a ChatModel from a serialized config map.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

Create a serializable map from a ChatModel's current configuration that can
later be restored.

  


        

      


  

    
LangChain.ChatModels.ChatOllamaAI 
    



      
Represents the Ollama AI Chat model
Parses and validates inputs for making a requests from the Ollama Chat API.
Converts responses into more specialized LangChain data structures.
The module's functionalities include:
	Initializing a new ChatOllamaAI struct with defaults or specific attributes.
	Validating and casting input data to fit the expected schema.
	Preparing and sending requests to the Ollama AI service API.
	Managing both streaming and non-streaming API responses.
	Processing API responses to convert them into suitable message formats.

The ChatOllamaAI struct has fields to configure the AI, including but not limited to:
	endpoint: URL of the Ollama AI service.
	model: The AI model used, e.g., "llama2:latest".
	receive_timeout: Max wait time for AI service responses.
	temperature: Influences the AI's response creativity.

For detailed info on on all other parameters see documentation here:
https://github.com/jmorganca/ollama/blob/main/docs/modelfile.md#valid-parameters-and-values
This module is for use within LangChain and follows the ChatModel behavior,
outlining callbacks AI chat models must implement.
Usage examples and more details are in the LangChain documentation or the
module's function docs.
Callbacks
See the set of available callbacks: LangChain.Chains.ChainCallbacks
Tool Support
ChatOllamaAI supports tool calls in both streaming and non-streaming modes.
Tools are defined using LangChain.Function and passed to the chain or call.
Not all Ollama models support tool calling. Models that support tools include
llama3.1, mistral, qwen2.5, and others. Check the
Ollama model library for the latest supported models.
Example: Non-streaming with tools
{:ok, chat} = ChatOllamaAI.new(%{model: "llama3.1:latest", stream: false})

weather_tool = LangChain.Function.new!(%{
  name: "get_weather",
  description: "Get the current weather for a location",
  parameters: [
    LangChain.FunctionParam.new!(%{
      name: "location",
      type: :string,
      description: "City name"
    })
  ],
  function: fn %{"location" => location}, _context ->
    {:ok, "72F and sunny in #{location}"}
  end
})

{:ok, result} = ChatOllamaAI.call(chat,
  [LangChain.Message.new_user!("What's the weather in Portland?")],
  [weather_tool]
)
Example: Streaming with tools
{:ok, chat} = ChatOllamaAI.new(%{model: "llama3.1:latest", stream: true})

# Streaming returns a list of MessageDelta structs followed by a final Message.
# When tool calls are present, they appear in the delta's tool_calls field.
{:ok, deltas} = ChatOllamaAI.call(chat,
  [LangChain.Message.new_user!("What's the weather in Portland?")],
  [weather_tool]
)
Configuration
The Ollama endpoint defaults to http://localhost:11434/api/chat. Override
it using the :endpoint option:
ChatOllamaAI.new(%{
  model: "llama3.1:latest",
  endpoint: "http://my-ollama-host:11434/api/chat"
})
Structured Outputs (:format)
Ollama supports server-side structured output via the request's top-level
format field. Set the :format option to either "json" for plain JSON
mode, or a JSON Schema map for schema-enforced generation:
{:ok, chat} = ChatOllamaAI.new(%{
  model: "llama3.1:latest",
  format: %{
    "type" => "object",
    "required" => ["name", "city"],
    "properties" => %{
      "name" => %{"type" => "string"},
      "city" => %{"type" => "string"}
    }
  }
})
See https://github.com/ollama/ollama/blob/main/docs/api.md#request-structured-outputs.
Multimodal (images)
Ollama accepts images on user messages via a top-level images array of
base64-encoded strings. Provide image content as :image ContentParts
on a user message; ChatOllamaAI strips them out of the message content
and re-attaches them to the images field on the wire:
{:ok, bytes} = File.read("photo.jpg")

user_msg = Message.new_user!([
  ContentPart.text!("What's in this picture?"),
  ContentPart.image!(Base.encode64(bytes), media: :jpg)
])

ChatOllamaAI.call(chat, [user_msg], [])
Note: :image_url content parts are not supported because the Ollama
server has no URL fetcher — they will raise. Fetch the bytes yourself and
pass them as :image parts.
Thinking / reasoning output (:think)
Set :think to true to enable Ollama's native thinking output for
reasoning-capable models (e.g. gpt-oss, deepseek-r1, qwen3,
gemma3). When enabled, Ollama returns a thinking field alongside
content; ChatOllamaAI surfaces it as a LangChain.Message.ContentPart
of type :thinking prepended to the message content so callers can
render or strip the reasoning trace.
{:ok, chat} = ChatOllamaAI.new(%{model: "gpt-oss:20b", think: true})
Leave unset (the default) for non-thinking models — the field is only
sent on the wire when explicitly assigned.
Connection Retry Behavior
The retry_count option controls how many times a request is retried when
a pooled HTTP connection turns out to be stale (server closed it between
requests). This is a transport-level issue where retrying with a fresh
connection is the correct response.
Only closed-connection errors are retried. Timeouts, rate limits (429),
overloaded (529), authentication errors, and invalid requests all return
immediately -- they are not problems that a simple retry will fix.
	retry_count	Total HTTP requests
	0	1 (no retries)
	1	2 (1 initial + 1 retry)
	2 (default)	3 (1 initial + 2 retries)

Req's built-in HTTP retry is disabled to prevent the two retry layers from
compounding. See GitHub issue #503.
When running LLM calls from a background job queue (e.g., Oban) that has its
own retry logic, set retry_count: 0 so there are no hidden retries:
ChatOllamaAI.new!(%{model: "...", retry_count: 0})
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        call(ollama_ai, prompt, tools \\ [])

      


        Calls the Ollama Chat Completion API struct with configuration, plus
either a simple message or the list of messages to act as the prompt.



    


    
      
        do_process_response(model, response)

      


    


    
      
        for_api(msg)

      


    


    
      
        for_api(model, messages, tools)

      


        Return the params formatted for an API request.



    


    
      
        new(attrs \\ %{})

      


        Creates a new ChatOllamaAI struct with the given attributes.



    


    
      
        new!(attrs \\ %{})

      


        Creates a new ChatOllamaAI struct with the given attributes. Will raise an error if the changeset is invalid.



    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.
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          @type t() :: %LangChain.ChatModels.ChatOllamaAI{
  callbacks: term(),
  endpoint: term(),
  format: term(),
  keep_alive: term(),
  mirostat: term(),
  mirostat_eta: term(),
  mirostat_tau: term(),
  model: term(),
  num_ctx: term(),
  num_gpu: term(),
  num_gqa: term(),
  num_predict: term(),
  num_thread: term(),
  receive_timeout: term(),
  repeat_last_n: term(),
  repeat_penalty: term(),
  retry_count: term(),
  seed: term(),
  stop: term(),
  stream: term(),
  temperature: term(),
  tfs_z: term(),
  think: term(),
  top_k: term(),
  top_p: term(),
  verbose_api: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      call(ollama_ai, prompt, tools \\ [])



        
          
        

    

  


  

Calls the Ollama Chat Completion API struct with configuration, plus
either a simple message or the list of messages to act as the prompt.
NOTE: This function can be used directly, but the primary interface
should be through LangChain.Chains.LLMChain. The ChatOllamaAI module is more focused on
translating the LangChain data structures to and from the Ollama API.
Another benefit of using LangChain.Chains.LLMChain is that it combines the
storage of messages, adding functions, adding custom context that should be
passed to functions, and automatically applying LangChain.MessageDelta
structs as they are are received, then converting those to the full
LangChain.Message once fully complete.
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Return the params formatted for an API request.
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          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Creates a new ChatOllamaAI struct with the given attributes.
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          @spec new!(attrs :: map()) :: t() | no_return()


      


Creates a new ChatOllamaAI struct with the given attributes. Will raise an error if the changeset is invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.
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          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ChatOpenAI 
    



      
Represents the OpenAI
ChatModel.
Parses and validates inputs for making a requests from the OpenAI Chat API.
Converts responses into more specialized LangChain data structures.
	https://github.com/openai/openai-cookbook/blob/main/examples/How_to_call_functions_with_chat_models.ipynb

ContentPart Types
OpenAI supports several types of content parts that can be combined in a single message:
Text Content
Basic text content is the default and most common type:
Message.new_user!("Hello, how are you?")
Image Content
OpenAI supports both base64-encoded images and image URLs:
# Using a base64 encoded image
Message.new_user!([
  ContentPart.text!("What's in this image?"),
  ContentPart.image!("base64_encoded_image_data", media: :jpg)
])

# Using an image URL
Message.new_user!([
  ContentPart.text!("Describe this image:"),
  ContentPart.image_url!("https://example.com/image.jpg")
])
For images, you can specify the detail level which affects token usage:
	detail: "low" - Lower resolution, fewer tokens
	detail: "high" - Higher resolution, more tokens
	detail: "auto" - Let the model decide

File Content
OpenAI supports both base64-encoded files and file IDs:
# Using a base64 encoded file
Message.new_user!([
  ContentPart.text!("Process this file:"),
  ContentPart.file!("base64_encoded_file_data",
    type: :base64,
    filename: "document.pdf"
  )
])

# Using a file ID (after uploading to OpenAI)
Message.new_user!([
  ContentPart.text!("Process this file:"),
  ContentPart.file!("file-1234", type: :file_id)
])
Callbacks
See the set of available callbacks: LangChain.Chains.ChainCallbacks
Rate Limit API Response Headers
OpenAI returns rate limit information in the response headers. Those can be
accessed using the LLM callback on_llm_ratelimit_info like this:
handlers = %{
  on_llm_ratelimit_info: fn _model, headers ->
    IO.inspect(headers)
  end
}

{:ok, chat} = ChatOpenAI.new(%{callbacks: [handlers]})
When a request is received, something similar to the following will be output
to the console.
%{
  "x-ratelimit-limit-requests" => ["5000"],
  "x-ratelimit-limit-tokens" => ["160000"],
  "x-ratelimit-remaining-requests" => ["4999"],
  "x-ratelimit-remaining-tokens" => ["159973"],
  "x-ratelimit-reset-requests" => ["12ms"],
  "x-ratelimit-reset-tokens" => ["10ms"],
  "x-request-id" => ["req_1234"]
}
Token Usage
OpenAI returns token usage information as part of the response body. The
LangChain.TokenUsage is added to the metadata of the LangChain.Message
and LangChain.MessageDelta structs that are processed under the :usage
key.
The OpenAI documentation instructs to provide the stream_options with the
include_usage: true for the information to be provided.
chat = ChatOpenAI.new!(%{stream: true, stream_options: %{include_usage: true}})
The TokenUsage data is accumulated for MessageDelta structs and the final usage information will be on the LangChain.Message.
NOTE: Of special note is that the TokenUsage information is returned once
for all "choices" in the response. The LangChain.TokenUsage data is added to
each message, but if your usage requests multiple choices, you will see the
same usage information for each choice but it is duplicated and only one
response is meaningful.
Tool Choice
OpenAI's ChatGPT API supports forcing a tool to be used.
	https://platform.openai.com/docs/api-reference/chat/create#chat-create-tool_choice

This is supported through the tool_choice options. It takes a plain Elixir
map to provide the configuration.
By default, the LLM will choose a tool call if a tool is available and it
determines it is needed. That's the "auto" mode.
Parallel Tool Calls
By default, OpenAI models may decide to make multiple tool calls at once,
including calling the same tool multiple times. You can limit this behavior by
setting the parallel_tool_calls
option
to false.
Example
For the LLM's response to make a tool call of the "get_weather" function.
ChatOpenAI.new(%{
  model: "...",
  tool_choice: %{"type" => "function", "function" => %{"name" => "get_weather"}}
})
Log Probabilities
OpenAI can return log probability information for output tokens, which is
useful for evaluating model confidence, building classifiers, or debugging
token selection.
Enable with the logprobs option. Optionally set top_logprobs to receive
the N most likely tokens (0-20) at each position:
chat = ChatOpenAI.new!(%{
  model: "gpt-4o",
  logprobs: true,
  top_logprobs: 3
})
When enabled, the logprobs data from the API response is placed in the
metadata field under the "logprobs" key. This works for both
non-streaming (LangChain.Message) and streaming (LangChain.MessageDelta)
responses:
# Non-streaming
{:ok, [%Message{metadata: %{"logprobs" => logprobs}}]} =
  ChatOpenAI.call(chat, [message], [])

# Streaming - logprobs appear on each delta chunk
chat = ChatOpenAI.new!(%{model: "gpt-4o", stream: true, logprobs: true})
# Each MessageDelta will have metadata: %{"logprobs" => ...}

# logprobs contains the raw OpenAI response structure:
# %{
#   "content" => [
#     %{
#       "token" => "Hello",
#       "logprob" => -0.0002,
#       "bytes" => [72, 101, 108, 108, 111],
#       "top_logprobs" => [
#         %{"token" => "Hello", "logprob" => -0.0002, ...},
#         %{"token" => "Hi", "logprob" => -8.53, ...},
#         ...
#       ]
#     },
#     ...
#   ]
# }
When logprobs is not enabled or the response contains no logprobs data,
metadata will be nil.
See the OpenAI documentation
for full details on the response structure.
Azure OpenAI Support
To use ChatOpenAI with Microsoft's Azure hosted OpenAI models, the
endpoint must be overridden and the API key needs to be provided in some
way. The MS Quickstart guide for REST
access
may be helpful.
In order to use it, you must have an Azure account and from the console, a
model must be deployed for your account. Use the Azure AI Foundry and Azure
OpenAI Service to deploy the model you want to use. The entire URL is used as
the endpoint and the provided key is used as the api_key.
The following is an example of setting up ChatOpenAI for use with an Azure
hosted model.
endpoint = System.fetch_env!("AZURE_OPENAI_ENDPOINT")
api_key = System.fetch_env!("AZURE_OPENAI_KEY")

llm =
  ChatOpenAI.new!(%{
    endpoint: endpoint,
    api_key: api_key,
    seed: 0,
    temperature: 1,
    stream: false
  })
The URL itself specifies the model to use and the model attribute is
disregarded.
A fake example URL for the endpoint value:
https://some-subdomain.cognitiveservices.azure.com/openai/deployments/gpt-4o-mini/chat/completions?api-version=2024-08-01-preview"
Reasoning Model Support
OpenAI made some significant API changes with the introduction of their
"reasoning" models. This includes the o1 and o1-mini models.
To enable this mode, set :reasoning_mode to true:
model = ChatOpenAI.new!(%{reasoning_mode: true})
Setting reasoning_mode to true does at least the two following things:
	Set :developer as the role for system messages. The OpenAI documentation
says API calls to o1 and newer models must use the role: :developer
instead of role: :system and errors if not set correctly.
	The :reasoning_effort option included in LLM requests. This setting is
only permitted on a reasoning model. The :reasoning_effort values support
the "low", "medium" (default), and "high" options specified in the OpenAI
documentation. This instructs the LLM on how much time, and tokens, should
be spent on thinking through and reasoning about the request and the
response.

Connection Retry Behavior
The retry_count option controls how many times a request is retried when
a pooled HTTP connection turns out to be stale (server closed it between
requests). This is a transport-level issue where retrying with a fresh
connection is the correct response.
Only closed-connection errors are retried. Timeouts, rate limits (429),
overloaded (529), authentication errors, and invalid requests all return
immediately -- they are not problems that a simple retry will fix.
	retry_count	Total HTTP requests
	0	1 (no retries)
	1	2 (1 initial + 1 retry)
	2 (default)	3 (1 initial + 2 retries)

Req's built-in HTTP retry is disabled to prevent the two retry layers from
compounding. See GitHub issue #503.
When running LLM calls from a background job queue (e.g., Oban) that has its
own retry logic, set retry_count: 0 so there are no hidden retries:
ChatOpenAI.new!(%{model: "...", retry_count: 0})
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        call(openai, prompt, tools \\ [])

      


        Calls the OpenAI API passing the ChatOpenAI struct with configuration, plus
either a simple message or the list of messages to act as the prompt.



    


    
      
        content_part_for_api(model, part)

      


        Convert a ContentPart to the expected map of data for the OpenAI API.



    


    
      
        content_parts_for_api(model, content_parts)

      


        Convert a list of ContentParts to the expected map of data for the OpenAI API.



    


    
      
        decode_stream(arg, done \\ [])

      


        Decode a streamed response from an OpenAI-compatible server. Parses a string
of received content into an Elixir map data structure using string keys.



    


    
      
        for_api(model, msg)

      


        Convert a LangChain Message-based structure to the expected map of data for
the OpenAI API. This happens within the context of the model configuration as
well. The additional context is needed to correctly convert a role to either
:system or :developer.



    


    
      
        for_api(openai, messages, tools)

      


        Return the params formatted for an API request.



    


    
      
        new(attrs \\ %{})

      


        Setup a ChatOpenAI client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatOpenAI client configuration and return it or raise an error if invalid.



    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.
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          @type t() :: %LangChain.ChatModels.ChatOpenAI{
  api_key: term(),
  callbacks: term(),
  endpoint: term(),
  frequency_penalty: term(),
  json_response: term(),
  json_schema: term(),
  logprobs: term(),
  max_tokens: term(),
  model: term(),
  n: term(),
  org_id: term(),
  parallel_tool_calls: term(),
  reasoning_effort: term(),
  reasoning_mode: term(),
  receive_timeout: term(),
  req_config: term(),
  retry_count: term(),
  seed: term(),
  stream: term(),
  stream_options: term(),
  temperature: term(),
  tool_choice: term(),
  top_logprobs: term(),
  user: term(),
  verbose_api: term(),
  verbosity: term()
}
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Calls the OpenAI API passing the ChatOpenAI struct with configuration, plus
either a simple message or the list of messages to act as the prompt.
Optionally pass in a list of tools available to the LLM for requesting
execution in response.
Optionally pass in a callback function that can be executed as data is
received from the API.
NOTE: This function can be used directly, but the primary interface
should be through LangChain.Chains.LLMChain. The ChatOpenAI module is more
focused on translating the LangChain data structures to and from the OpenAI
API.
Another benefit of using LangChain.Chains.LLMChain is that it combines the
storage of messages, adding tools, adding custom context that should be
passed to tools, and automatically applying LangChain.MessageDelta
structs as they are are received, then converting those to the full
LangChain.Message once fully complete.

  



  
    
      
    
    
      content_part_for_api(model, part)



        
          
        

    

  


  

Convert a ContentPart to the expected map of data for the OpenAI API.

  



  
    
      
    
    
      content_parts_for_api(model, content_parts)



        
          
        

    

  


  

Convert a list of ContentParts to the expected map of data for the OpenAI API.

  



    

  
    
      
    
    
      decode_stream(arg, done \\ [])



        
          
        

    

  


  

      

          @spec decode_stream(
  {String.t(), String.t()},
  list()
) :: {[%{required(String.t()) => any()}], String.t()}


      


Decode a streamed response from an OpenAI-compatible server. Parses a string
of received content into an Elixir map data structure using string keys.
If a partial response was received, meaning the JSON text is split across
multiple data frames, then the incomplete portion is returned as-is in the
buffer. The function will be successively called, receiving the incomplete
buffer data from a previous call, and assembling it to parse.
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          @spec for_api(
  struct(),
  LangChain.Message.t()
  | LangChain.PromptTemplate.t()
  | LangChain.Message.ToolCall.t()
  | LangChain.Message.ToolResult.t()
  | LangChain.Message.ContentPart.t()
  | LangChain.Function.t()
) :: %{required(String.t()) => any()} | [%{required(String.t()) => any()}]


      


Convert a LangChain Message-based structure to the expected map of data for
the OpenAI API. This happens within the context of the model configuration as
well. The additional context is needed to correctly convert a role to either
:system or :developer.
NOTE: The ChatOpenAI model's functions are reused in other modules. For this
reason, model is more generally defined as a struct.

  



  
    
      
    
    
      for_api(openai, messages, tools)



        
          
        

    

  


  

      

          @spec for_api(
  t() | LangChain.Message.t() | LangChain.Function.t(),
  message :: [map()],
  LangChain.ChatModels.ChatModel.tools()
) :: %{required(atom()) => any()}


      


Return the params formatted for an API request.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatOpenAI client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatOpenAI client configuration and return it or raise an error if invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.
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          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ChatOpenAIResponses 
    



      
Represents the OpenAI Responses API
Parses and validates inputs for making requests to the OpenAI Responses API.
Converts responses into more specialized LangChain data structures.
ContentPart Types
OpenAI's Responses API supports several types of content parts that can be combined in a single message:
Text Content
Basic text content is the default and most common type:
Message.new_user!("Hello, how are you?")
Image Content
OpenAI supports both base64-encoded images and image URLs:
# Using a base64 encoded image
Message.new_user!([
  ContentPart.text!("What's in this image?"),
  ContentPart.image!("base64_encoded_image_data", media: :jpg)
])

# Using an image URL
Message.new_user!([
  ContentPart.text!("Describe this image:"),
  ContentPart.image_url!("https://example.com/image.jpg")
])

# Using a file ID (after uploading to OpenAI)
Message.new_user!([
  ContentPart.text!("Describe this image:"),
  ContentPart.image!("file-1234", type: :file_id)
])
For images, you can specify the detail level which affects token usage:
	detail: "low" - Lower resolution, fewer tokens
	detail: "high" - Higher resolution, more tokens
	detail: "auto" - Let the model decide

File Content
OpenAI supports both base64-encoded files and file IDs:
# Using a base64 encoded file
Message.new_user!([
  ContentPart.text!("Process this file:"),
  ContentPart.file!("base64_encoded_file_data",
    type: :base64,
    filename: "document.pdf"
  )
])

# Using a file ID (after uploading to OpenAI)
Message.new_user!([
  ContentPart.text!("Process this file:"),
  ContentPart.file!("file-1234", type: :file_id)
])
Callbacks
See the set of available callbacks: LangChain.Chains.ChainCallbacks
Rate Limit API Response Headers
OpenAI returns rate limit information in the response headers. Those can be
accessed using the LLM callback on_llm_ratelimit_info like this:
handlers = %{
  on_llm_ratelimit_info: fn _model, headers ->
    IO.inspect(headers)
  end
}

{:ok, chat} = ChatOpenAI.new(%{callbacks: [handlers]})
When a request is received, something similar to the following will be output
to the console.
%{
  "x-ratelimit-limit-requests" => ["5000"],
  "x-ratelimit-limit-tokens" => ["160000"],
  "x-ratelimit-remaining-requests" => ["4999"],
  "x-ratelimit-remaining-tokens" => ["159973"],
  "x-ratelimit-reset-requests" => ["12ms"],
  "x-ratelimit-reset-tokens" => ["10ms"],
  "x-request-id" => ["req_1234"]
}
Token Usage
OpenAI returns token usage information as part of the response body. The
LangChain.TokenUsage is added to the metadata of the LangChain.Message
and LangChain.MessageDelta structs that are processed under the :usage
key.
The OpenAI documentation instructs to provide the stream_options with the
include_usage: true for the information to be provided.
The TokenUsage data is accumulated for MessageDelta structs and the final usage information will be on the LangChain.Message.
NOTE: Of special note is that the TokenUsage information is returned once
for all "choices" in the response. The LangChain.TokenUsage data is added to
each message, but if your usage requests multiple choices, you will see the
same usage information for each choice but it is duplicated and only one
response is meaningful.
Native Tools (Web Search)
Open AI's Responses API also supports built-in tools. Among those, we support Web Search currently.
Example
To optionally permit the model to use web search:
native_web_tool = NativeTool.new!(%{name: "web_search_preview", configuration: %{}})

%{llm: ChatOpenAIResponses.new!(%{model: "gpt-4o"})}
|> LLMChain.new!()
|> LLMChain.add_message(Message.new_user!("Can you tell me something that happened today in Texas?"))
|> LLMChain.add_tools(web_tool)
|> LLMChain.run()
You may provide additional configuration per the OpenAI documentation:
web_config = %{
  search_context_size: "medium",
  user_location: %{
    type: "approximate",
    city: "Humble",
    country: "US",
    region: "Texas",
    timezone: "America/Chicago"
  }
}
native_web_tool = NativeTool.new!(%{name: "web_search_preview", configuration: web_config)
You may reference a prior web_search_call in subsequent runs as:
Message.new_assistant!([
  ContentPart.new!(%{
    type: :unsupported,
      options: %{
        id: "ws_123456789", # ID as provided from Open AI
        status: "completed",
        type: "web_search_call"
      }
    }
  ),
  ContentPart.text!("The Astros won today 5-4...")
])
Note: Not all Open AI models support web_search_preview. OpenAI will return an error if you request web_search_preview for when using a model that doesn't support it.
Tool Choice
OpenAI's ChatGPT API supports forcing a tool to be used.
	https://platform.openai.com/docs/api-reference/chat/create#chat-create-tool_choice

This is supported through the tool_choice options. It takes a plain Elixir
map to provide the configuration.
By default, the LLM will choose a tool call if a tool is available and it
determines it is needed. That's the "auto" mode.
Example
For the LLM's response to make a tool call of the "get_weather" function.
ChatOpenAI.new(%{
  model: "...",
  tool_choice: %{"type" => "function", "function" => %{"name" => "get_weather"}}
})
...or to force a native tool (such as web search):
ChatOpenAI.new(%{
  model: "...",
  tool_choice: "web_search_preview"
})
Verbosity
The verbosity option controls the length of the model's response. Accepted
values are "low", "medium", and "high". When omitted, the API uses its
default behavior.
This is sent as part of the text parameter in the Responses API and can be
combined with JSON response formats.
Only supported for gpt-5 or newer models
Example
ChatOpenAIResponses.new!(%{model: "gpt-5", verbosity: "low"})
WebSocket Transport
Instead of HTTP, requests can be sent over a persistent WebSocket connection
for lower latency. Use connect_websocket!/1 to open a connection and
disconnect_websocket!/1 to close it:
model =
  ChatOpenAIResponses.new!(%{model: "gpt-4o"})
  |> ChatOpenAIResponses.connect_websocket!()

{:ok, chain} =
  %{llm: model}
  |> LLMChain.new!()
  |> LLMChain.add_message(Message.new_user!("Hello"))
  |> LLMChain.run()

ChatOpenAIResponses.disconnect_websocket!(model)
The WebSocket connection is reused across multiple LLM calls within the same
chain run (e.g. multi-turn tool calling with :while_needs_response).
Lifecycle Management
The application is responsible for managing the WebSocket lifecycle.
connect_websocket!/1 starts a LangChain.WebSocket GenServer via
start_link/1, linking it to the calling process. The PID is stored in
the model struct's :websocket field. There is no supervisor, automatic
reconnection, or health monitoring built in.
This means:
	If the calling process exits, the WebSocket is terminated (process link).
	The WebSocket PID cannot be serialized. If the model struct is persisted
to a database and restored later, the :websocket field will be stale.
	The server may close idle connections at any time. There is no automatic
reconnection.
	There is no retry logic for WebSocket failures (unlike the HTTP transport).

The WebSocket transport is best suited for short-lived, synchronous
sessions where you control the full lifecycle. It is not currently safe
for long-lived agent processes, human-in-the-loop workflows with
interruptions, or any scenario where the model struct is serialized and
restored across process boundaries.
For long-running or interruptible workloads, use the default HTTP transport.
Known Limitation: temperature and top_p
The :temperature and :top_p parameters are currently excluded from
WebSocket payloads due to an
OpenAI bug that silently closes
the connection when these are sent as decimals. A Logger.warning is
emitted when these values are dropped. This workaround will be removed
once OpenAI resolves the issue.
Connection Retry Behavior
The retry_count option controls how many times a request is retried when
a pooled HTTP connection turns out to be stale (server closed it between
requests). This is a transport-level issue where retrying with a fresh
connection is the correct response.
Only closed-connection errors are retried. Timeouts, rate limits (429),
overloaded (529), authentication errors, and invalid requests all return
immediately -- they are not problems that a simple retry will fix.
	retry_count	Total HTTP requests
	0	1 (no retries)
	1	2 (1 initial + 1 retry)
	2 (default)	3 (1 initial + 2 retries)

Req's built-in HTTP retry is disabled to prevent the two retry layers from
compounding. See GitHub issue #503.
When running LLM calls from a background job queue (e.g., Oban) that has its
own retry logic, set retry_count: 0 so there are no hidden retries:
ChatOpenAIResponses.new!(%{model: "...", retry_count: 0})
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    Functions
  


    
      
        connect_websocket(model)

      


        Open a LangChain.WebSocket connection using the model's endpoint and API key.



    


    
      
        connect_websocket!(model)

      


        Like connect_websocket/1 but raises on failure.



    


    
      
        content_part_for_api(model, part)

      


        Convert a ContentPart to the expected map of data for the OpenAI API.



    


    
      
        content_parts_for_api(model, content_parts)

      


        Convert a list of ContentParts to the expected map of data for the OpenAI API.



    


    
      
        decode_stream(arg)

      


    


    
      
        disconnect_websocket!(model)

      


        Close the WebSocket connection associated with this model.



    


    
      
        do_api_request(openai, messages, tools, retry_count \\ nil)

      


    


    
      
        for_api(model, fun)

      


    


    
      
        for_api(openai, messages, tools)

      


        Return the params formatted for an API request.



    


    
      
        native_tool_call_for_api(model, arg2)

      


    


    
      
        native_tool_calls_for_api(model, content_parts)

      


    


    
      
        new(attrs \\ %{})

      


        Setup a ChatOpenAI client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatOpenAI client configuration and return it or raise an error if invalid.



    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried with a fallback model.
Aligns with other providers.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.
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      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.ChatModels.ChatOpenAIResponses{
  api_key: term(),
  callbacks: term(),
  endpoint: term(),
  include: term(),
  json_response: term(),
  json_schema: term(),
  json_schema_name: term(),
  max_output_tokens: term(),
  model: term(),
  previous_response_id: term(),
  reasoning: term(),
  receive_timeout: term(),
  req_config: term(),
  retry_count: term(),
  store: term(),
  stream: term(),
  temperature: term(),
  tool_choice: term(),
  top_p: term(),
  truncation: term(),
  user: term(),
  verbose_api: term(),
  verbosity: term(),
  websocket: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      connect_websocket(model)



        
          
        

    

  


  

      

          @spec connect_websocket(t()) :: {:ok, t()} | {:error, String.t()}


      


Open a LangChain.WebSocket connection using the model's endpoint and API key.
Returns {:ok, model} with the :websocket field set to the WebSocket PID,
or {:error, reason} on failure.
Requires the optional mint_web_socket dependency.
Example
{:ok, model} = ChatOpenAIResponses.connect_websocket(model)

  



  
    
      
    
    
      connect_websocket!(model)



        
          
        

    

  


  

      

          @spec connect_websocket!(t()) :: t() | no_return()


      


Like connect_websocket/1 but raises on failure.
Example
model =
  ChatOpenAIResponses.new!(%{model: "gpt-4o"})
  |> ChatOpenAIResponses.connect_websocket!()

# ... use model in chains ...

ChatOpenAIResponses.disconnect_websocket!(model)

  



  
    
      
    
    
      content_part_for_api(model, part)



        
          
        

    

  


  

Convert a ContentPart to the expected map of data for the OpenAI API.

  



  
    
      
    
    
      content_parts_for_api(model, content_parts)



        
          
        

    

  


  

Convert a list of ContentParts to the expected map of data for the OpenAI API.

  



  
    
      
    
    
      decode_stream(arg)



        
          
        

    

  


  

      

          @spec decode_stream({String.t(), String.t()}) :: {[map()], String.t()}


      



  



  
    
      
    
    
      disconnect_websocket!(model)



        
          
        

    

  


  

      

          @spec disconnect_websocket!(t()) :: t()


      


Close the WebSocket connection associated with this model.
Returns the model with :websocket set to nil.
Safe to call even if the WebSocket is already closed.

  



    

  
    
      
    
    
      do_api_request(openai, messages, tools, retry_count \\ nil)



        
          
        

    

  


  

      

          @spec do_api_request(
  t(),
  [LangChain.Message.t()],
  LangChain.ChatModels.ChatModel.tools(),
  integer() | nil
) :: list() | struct() | {:error, LangChain.LangChainError.t()}


      



  



  
    
      
    
    
      for_api(model, fun)



        
          
        

    

  


  

      

          @spec for_api(
  struct(),
  LangChain.Message.t()
  | LangChain.PromptTemplate.t()
  | LangChain.Message.ToolCall.t()
  | LangChain.Message.ToolResult.t()
  | LangChain.Message.ContentPart.t()
  | LangChain.Function.t()
  | LangChain.NativeTool.t()
) :: %{required(String.t()) => any()} | [%{required(String.t()) => any()}]


      



  



  
    
      
    
    
      for_api(openai, messages, tools)



        
          
        

    

  


  

      

          @spec for_api(
  t() | LangChain.Message.t() | LangChain.Function.t(),
  message :: [map()],
  LangChain.ChatModels.ChatModel.tools()
) :: %{required(atom()) => any()}


      


Return the params formatted for an API request.

  



  
    
      
    
    
      native_tool_call_for_api(model, arg2)



        
          
        

    

  


  

      

          @spec native_tool_call_for_api(any(), any()) ::
  nil | %{id: any(), status: any(), type: <<_::120>>}


      



  



  
    
      
    
    
      native_tool_calls_for_api(model, content_parts)



        
          
        

    

  


  


  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatOpenAI client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatOpenAI client configuration and return it or raise an error if invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried with a fallback model.
Aligns with other providers.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

      

          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ChatPerplexity 
    



      
Represents the Perplexity Chat model.
This module implements a client for the Perplexity Chat API, providing functions to validate input parameters,
format API requests, and parse API responses into LangChain's structured data types.
Perplexity does not natively support tool calling in the same manner as some other chat models.
To overcome this limitation, this module employs a workaround using structured outputs via a JSON schema.
When tools are provided, the API request is augmented with a JSON schema that defines the expected format
for tool calls. The response processing logic then detects and decodes these tool call details, converting them
into corresponding ToolCall structs. This approach allows LangChain to seamlessly emulate tool calling functionality
and integrate it with its standard workflow, similar to how ChatOpenAI handles function calls.
In addition, this module supports various configuration options such as temperature, top_p, top_k,
and streaming, as well as callbacks for token usage and new message events.
Overall, this implementation provides a unified interface for interacting with the Perplexity Chat API
while working around its limitations regarding tool calling.
Tool Calls
In order to use tool calls, you need specifically prompt Perplexity as outlined in their
Prompt Guide as well as the
Structured Outputs Guide.
Provide it additional prompting like:
Rules:
1. Provide only the final answer. It is important that you do not include any explanation on the steps below.
2. Do not show the intermediate steps information.

Output a JSON object with the following fields:
- title: The article title
- keywords: An array of SEO keywords
- meta_description: The SEO meta description
Connection Retry Behavior
The retry_count option controls how many times a request is retried when
a pooled HTTP connection turns out to be stale (server closed it between
requests). This is a transport-level issue where retrying with a fresh
connection is the correct response.
Only closed-connection errors are retried. Timeouts, rate limits (429),
overloaded (529), authentication errors, and invalid requests all return
immediately -- they are not problems that a simple retry will fix.
	retry_count	Total HTTP requests
	0	1 (no retries)
	1	2 (1 initial + 1 retry)
	2 (default)	3 (1 initial + 2 retries)

Req's built-in HTTP retry is disabled to prevent the two retry layers from
compounding. See GitHub issue #503.
When running LLM calls from a background job queue (e.g., Oban) that has its
own retry logic, set retry_count: 0 so there are no hidden retries:
ChatPerplexity.new!(%{model: "...", retry_count: 0})
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    Functions
  


    
      
        decode_stream(arg, done \\ [])

      


        Decode a streamed response from the Perplexity API.



    


    
      
        do_process_response(model, data)

      


    


    
      
        for_api(chat_perplexity, msg)

      


        Convert a LangChain Message-based structure to the expected map of data for
the Perplexity API.



    


    
      
        for_api(perplexity, messages, tools)

      


        Return the params formatted for an API request.



    


    
      
        new(attrs \\ %{})

      


        Setup a ChatPerplexity client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatPerplexity client configuration and return it or raise an error if invalid.



    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.
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      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.ChatModels.ChatPerplexity{
  api_key: term(),
  callbacks: term(),
  endpoint: term(),
  frequency_penalty: term(),
  max_tokens: term(),
  model: term(),
  presence_penalty: term(),
  receive_timeout: term(),
  response_format: term(),
  retry_count: term(),
  return_images: term(),
  return_related_questions: term(),
  search_domain_filter: term(),
  search_recency_filter: term(),
  stream: term(),
  temperature: term(),
  top_k: term(),
  top_p: term(),
  verbose_api: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      decode_stream(arg, done \\ [])



        
          
        

    

  


  

      

          @spec decode_stream(
  {String.t(), String.t()},
  list()
) :: {[%{required(String.t()) => any()}], String.t()}


      


Decode a streamed response from the Perplexity API.

  



  
    
      
    
    
      do_process_response(model, data)



        
          
        

    

  


  


  



  
    
      
    
    
      for_api(chat_perplexity, msg)



        
          
        

    

  


  

      

          @spec for_api(t(), LangChain.Message.t()) :: %{required(String.t()) => any()}


      


Convert a LangChain Message-based structure to the expected map of data for
the Perplexity API.

  



  
    
      
    
    
      for_api(perplexity, messages, tools)



        
          
        

    

  


  

      

          @spec for_api(t(), [LangChain.Message.t()], LangChain.ChatModels.ChatModel.tools()) ::
  %{
    required(atom()) => any()
  }


      


Return the params formatted for an API request.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatPerplexity client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatPerplexity client configuration and return it or raise an error if invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

      

          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.ChatModels.ChatReqLLM 
    



      
ChatModel adapter using the req_llm library as the HTTP/LLM backend.
Provides access to any provider supported by req_llm (Anthropic, OpenAI, Google
Gemini, Groq, Ollama, AWS Bedrock, etc.) through the unified LangChain framework.
Model Specification
The model field takes a req_llm-format specifier string: "provider:model_id".
Usage
alias LangChain.ChatModels.ChatReqLLM
alias LangChain.Chains.LLMChain
alias LangChain.Message

# Anthropic via req_llm
llm = ChatReqLLM.new!(%{model: "anthropic:claude-haiku-4-5"})

# OpenAI
llm = ChatReqLLM.new!(%{model: "openai:gpt-4o"})

# Ollama local model
llm = ChatReqLLM.new!(%{model: "ollama:llama3", base_url: "http://localhost:11434"})

# Groq with streaming
llm = ChatReqLLM.new!(%{model: "groq:llama-3.3-70b-versatile", stream: true})

{:ok, chain} =
  %{llm: llm}
  |> LLMChain.new!()
  |> LLMChain.add_message(Message.new_user!("Hello!"))
  |> LLMChain.run()
Tool Use
Tools are translated to req_llm format automatically. The callback field in the
req_llm Tool struct is set to a stub — tool execution remains the LLMChain's
responsibility, as with all other ChatModel adapters.
Provider Options
Provider-specific options (e.g. thinking, tool_choice, seed) can be passed
via provider_opts:
ChatReqLLM.new!(%{
  model: "anthropic:claude-haiku-4-5",
  provider_opts: %{"thinking" => %{"type" => "enabled", "budget_tokens" => 2000}}
})
Connection Retry Behavior
The retry_count option controls how many times a request is retried when
a pooled HTTP connection turns out to be stale (server closed it between
requests). This is a transport-level issue where retrying with a fresh
connection is the correct response.
Only closed-connection errors are retried. Timeouts, rate limits (429),
overloaded (529), authentication errors, and invalid requests all return
immediately -- they are not problems that a simple retry will fix.
	retry_count	Total HTTP requests
	0	1 (no retries)
	1	2 (1 initial + 1 retry)
	2 (default)	3 (1 initial + 2 retries)

Req's built-in HTTP retry is disabled to prevent the two retry layers from
compounding. See GitHub issue #503.
When running LLM calls from a background job queue (e.g., Oban) that has its
own retry logic, set retry_count: 0 so there are no hidden retries:
ChatReqLLM.new!(%{model: "...", retry_count: 0})
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    Functions
  


    
      
        call(model, prompt, functions \\ [])

      


        Call the LLM via req_llm with a prompt or list of messages.



    


    
      
        content_part_to_req_llm(content_part)

      


        Convert a LangChain ContentPart to a ReqLLM.Message.ContentPart.



    


    
      
        do_process_response(model, response)

      


        Convert a ReqLLM.Response to a LangChain.Message.



    


    
      
        function_to_req_llm_tool(fun)

      


        Convert a single LangChain.Function to a ReqLLM.Tool with a stub callback.



    


    
      
        functions_to_req_llm_tools(functions)

      


        Convert a list of LangChain Function structs to ReqLLM.Tool structs.



    


    
      
        message_to_req_llm_messages(msg)

      


        Convert a single LangChain Message to a list of ReqLLM.Message structs.



    


    
      
        messages_to_req_llm_context(messages)

      


        Convert a list of LangChain messages to a ReqLLM.Context.



    


    
      
        new(attrs \\ %{})

      


        Create a ChatReqLLM configuration.



    


    
      
        new!(attrs \\ %{})

      


        Create a ChatReqLLM configuration, raising on error if invalid.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried via a fallback LLM.



    


    
      
        translate_finish_reason(other)

      


        Translate a req_llm finish_reason atom to a LangChain.Message status atom.



    


    
      
        translate_stream_chunk(arg1)

      


        Translate a single ReqLLM.StreamChunk to a list of LangChain.MessageDelta structs.



    


    
      
        translate_usage(usage)

      


        Translate a req_llm usage map to a LangChain.TokenUsage struct.
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      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.ChatModels.ChatReqLLM{
  api_key: term(),
  base_url: term(),
  callbacks: term(),
  max_tokens: term(),
  model: term(),
  provider_opts: term(),
  receive_timeout: term(),
  req_opts: term(),
  retry_count: term(),
  stream: term(),
  temperature: term(),
  verbose_api: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      call(model, prompt, functions \\ [])



        
          
        

    

  


  

Call the LLM via req_llm with a prompt or list of messages.

  



  
    
      
    
    
      content_part_to_req_llm(content_part)



        
          
        

    

  


  

      

          @spec content_part_to_req_llm(LangChain.Message.ContentPart.t()) ::
  ReqLLM.Message.ContentPart.t() | nil


      


Convert a LangChain ContentPart to a ReqLLM.Message.ContentPart.
Returns nil for unsupported types (they are filtered out of the content list).

  



  
    
      
    
    
      do_process_response(model, response)



        
          
        

    

  


  

      

          @spec do_process_response(t(), ReqLLM.Response.t()) ::
  LangChain.Message.t() | {:error, LangChain.LangChainError.t()}


      


Convert a ReqLLM.Response to a LangChain.Message.

  



  
    
      
    
    
      function_to_req_llm_tool(fun)



        
          
        

    

  


  

      

          @spec function_to_req_llm_tool(LangChain.Function.t()) :: ReqLLM.Tool.t()


      


Convert a single LangChain.Function to a ReqLLM.Tool with a stub callback.
The stub callback is never invoked in normal LangChain operation — the tool
definition is only used for schema generation (telling the LLM what tools exist).

  



  
    
      
    
    
      functions_to_req_llm_tools(functions)



        
          
        

    

  


  

      

          @spec functions_to_req_llm_tools([LangChain.Function.t()] | nil) :: [ReqLLM.Tool.t()]


      


Convert a list of LangChain Function structs to ReqLLM.Tool structs.
Each tool gets a stub callback — tool execution remains the LLMChain's responsibility.

  



  
    
      
    
    
      message_to_req_llm_messages(msg)



        
          
        

    

  


  

      

          @spec message_to_req_llm_messages(LangChain.Message.t()) :: [ReqLLM.Message.t()]


      


Convert a single LangChain Message to a list of ReqLLM.Message structs.
Most roles map 1-to-1. The :tool role expands to one message per ToolResult.

  



  
    
      
    
    
      messages_to_req_llm_context(messages)



        
          
        

    

  


  

      

          @spec messages_to_req_llm_context([LangChain.Message.t()]) :: ReqLLM.Context.t()


      


Convert a list of LangChain messages to a ReqLLM.Context.
Tool messages are expanded: a single LangChain :tool message (which may carry
multiple ToolResult structs) becomes one ReqLLM.Message per result, matching
the one-result-per-message convention expected by OpenAI-compatible providers.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Create a ChatReqLLM configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Create a ChatReqLLM configuration, raising on error if invalid.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried via a fallback LLM.

  



  
    
      
    
    
      translate_finish_reason(other)



        
          
        

    

  


  

      

          @spec translate_finish_reason(atom() | nil) :: atom()


      


Translate a req_llm finish_reason atom to a LangChain.Message status atom.

  



  
    
      
    
    
      translate_stream_chunk(arg1)



        
          
        

    

  


  

      

          @spec translate_stream_chunk(ReqLLM.StreamChunk.t()) :: [LangChain.MessageDelta.t()]


      


Translate a single ReqLLM.StreamChunk to a list of LangChain.MessageDelta structs.
Returns an empty list for chunks that produce no LangChain deltas (e.g. empty content,
non-terminal metadata).

  



  
    
      
    
    
      translate_usage(usage)



        
          
        

    

  


  

      

          @spec translate_usage(map() | nil) :: LangChain.TokenUsage.t() | nil


      


Translate a req_llm usage map to a LangChain.TokenUsage struct.

  


        

      


  

    
LangChain.ChatModels.ChatVertexAI 
    



      
Parses and validates inputs for making a request for the Google AI  Chat API.
Converts response into more specialized LangChain data structures.
Example Usage:
alias LangChain.Chains.LLMChain
alias LangChain.Message
alias LangChain.Message.ContentPart
alias LangChain.ChatModels.ChatVertexAI

config = %{
      model: "gemini-2.0-flash",
      api_key: ..., # vertex requires gcloud auth token https://cloud.google.com/vertex-ai/generative-ai/docs/start/quickstarts/quickstart-multimodal#rest
      temperature: 1.0,
      top_p: 0.8,
      receive_timeout: ...
    }
 model = ChatVertexAI.new!(config)

    %{llm: model, verbose: false, stream: false}
    |> LLMChain.new!()
    |> LLMChain.add_message(
      Message.new_user!([
        ContentPart.new!(%{type: :text, content: "Analyse the provided file and share a summary"}),
        ContentPart.new!(%{
          type: :file_url,
          content: ...,
          options: [media: ...]
        })
      ])
    )
    |> LLMChain.run()
The above call will return summary of the media content.
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    Functions
  


    
      
        call(openai, prompt, tools \\ [])

      


        Calls the Google AI API passing the ChatVertexAI struct with configuration,
plus either a simple message or the list of messages to act as the prompt.



    


    
      
        complete_final_delta(data)

      


    


    
      
        do_process_response(model, response, message_type \\ Message)

      


    


    
      
        for_api(vertex_ai, messages, functions)

      


    


    
      
        get_message_contents(message)

      


        Return the content parts for the message.



    


    
      
        new(attrs \\ %{})

      


        Setup a ChatVertexAI client configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a ChatVertexAI client configuration and return it or raise an error if invalid.



    


    
      
        restore_from_map(data)

      


        Restores the model from the config.



    


    
      
        retry_on_fallback?(arg1)

      


        Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.



    


    
      
        serialize_config(model)

      


        Generate a config map that can later restore the model's configuration.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.ChatModels.ChatVertexAI{
  api_key: term(),
  callbacks: term(),
  endpoint: term(),
  json_response: term(),
  json_schema: term(),
  model: term(),
  receive_timeout: term(),
  req_config: term(),
  stream: term(),
  temperature: term(),
  thinking_config: term(),
  top_k: term(),
  top_p: term(),
  verbose_api: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      call(openai, prompt, tools \\ [])



        
          
        

    

  


  

Calls the Google AI API passing the ChatVertexAI struct with configuration,
plus either a simple message or the list of messages to act as the prompt.
Optionally pass in a list of tools available to the LLM for requesting
execution in response.
NOTE: This function can be used directly, but the primary interface
should be through LangChain.Chains.LLMChain. The ChatVertexAI module is
more focused on translating the LangChain data structures to and from the
OpenAI API.
Another benefit of using LangChain.Chains.LLMChain is that it combines the
storage of messages, adding tools, adding custom context that should be passed
to tools, and automatically applying LangChain.MessageDelta structs as they
are are received, then converting those to the full LangChain.Message once
fully complete.

  



  
    
      
    
    
      complete_final_delta(data)



        
          
        

    

  


  


  



    

  
    
      
    
    
      do_process_response(model, response, message_type \\ Message)



        
          
        

    

  


  


  



  
    
      
    
    
      for_api(vertex_ai, messages, functions)



        
          
        

    

  


  


  



  
    
      
    
    
      get_message_contents(message)



        
          
        

    

  


  

      

          @spec get_message_contents(LangChain.MessageDelta.t() | LangChain.Message.t()) ::
  [%{required(String.t()) => any()}] | nil


      


Return the content parts for the message.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a ChatVertexAI client configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a ChatVertexAI client configuration and return it or raise an error if invalid.

  



  
    
      
    
    
      restore_from_map(data)



        
          
        

    

  


  

Restores the model from the config.

  



  
    
      
    
    
      retry_on_fallback?(arg1)



        
          
        

    

  


  

      

          @spec retry_on_fallback?(LangChain.LangChainError.t()) :: boolean()


      


Determine if an error should be retried. If true, a fallback LLM may be
used. If false, the error is understood to be more fundamental with the
request rather than a service issue and it should not be retried or fallback
to another service.

  



  
    
      
    
    
      serialize_config(model)



        
          
        

    

  


  

      

          @spec serialize_config(t()) :: %{required(String.t()) => any()}


      


Generate a config map that can later restore the model's configuration.

  


        

      


  

    
LangChain.Chains.DataExtractionChain 
    



      
Defines an LLMChain for performing data extraction from a body of text.
Provide the schema for desired information to be parsed into. It is treated as
though there are 0 to many instances of the data structure being described so
information is returned as an array.
The result is always a list. If the LLM returns a single map instead of an
array, it is automatically wrapped in a list so callers can rely on a
consistent return type.
Originally based on:
	https://github.com/langchain-ai/langchainjs/blob/main/langchain/src/chains/openai_functions/extraction.ts#L43

Example
# JSONSchema definition of data we want to capture or extract.
schema_parameters = %{
  type: "object",
  properties: %{
    person_name: %{type: "string"},
    person_age: %{type: "number"},
    person_hair_color: %{type: "string"},
    dog_name: %{type: "string"},
    dog_breed: %{type: "string"}
  },
  required: []
}

# Model setup
{:ok, chat} = ChatOpenAI.new(%{temperature: 0})

# run the chain on the text information
data_prompt =
  "Alex is 5 feet tall. Claudia is 4 feet taller than Alex and jumps higher than him.
  Claudia is a brunette and Alex is blonde. Alex's dog Frosty is a labrador and likes to play hide and seek."

{:ok, result} = LangChain.Chains.DataExtractionChain.run(chat, schema_parameters, data_prompt)

# Example result
[
  %{
    "dog_breed" => "labrador",
    "dog_name" => "Frosty",
    "person_age" => nil,
    "person_hair_color" => "blonde",
    "person_name" => "Alex"
  },
  %{
    "dog_breed" => nil,
    "dog_name" => nil,
    "person_age" => nil,
    "person_hair_color" => "brunette",
    "person_name" => "Claudia"
  }
]
If the LLM returns a single map (e.g. when only one entity is found), it is
wrapped in a list automatically:
# Single-entity result normalised to a list
[
  %{
    "person_name" => "Alex",
    "person_age" => nil,
    ...
  }
]
The schema_parameters in the previous example can also be expressed using a
list of LangChain.FunctionParam structs. An equivalent version looks like
this:
alias LangChain.FunctionParam

schema_parameters = [
  FunctionParam.new!(%{name: "person_name", type: :string}),
  FunctionParam.new!(%{name: "person_age", type: :number}),
  FunctionParam.new!(%{name: "person_hair_color", type: :string}),
  FunctionParam.new!(%{name: "dog_name", type: :string}),
  FunctionParam.new!(%{name: "dog_breed", type: :string})
]
|> FunctionParam.to_parameters_schema()

      


      
        Summary


  
    Functions
  


    
      
        build_extract_function(json_schema)

      


        Build the function to expose to the LLM that can be called for data
extraction.



    


    
      
        normalize_extraction_info(info)

      


        Coerces the extraction tool's info argument to a list of rows.



    


    
      
        run(llm, json_schema, prompt, opts \\ [])

      


        Run the data extraction chain.



    





      


      
        Functions


        


  
    
      
    
    
      build_extract_function(json_schema)



        
          
        

    

  


  

      

          @spec build_extract_function(json_schema :: map()) ::
  LangChain.Function.t() | no_return()


      


Build the function to expose to the LLM that can be called for data
extraction.

  



  
    
      
    
    
      normalize_extraction_info(info)



        
          
        

    

  


  

      

          @spec normalize_extraction_info(term()) ::
  {:ok, [any()]} | {:error, LangChain.LangChainError.t()}


      


Coerces the extraction tool's info argument to a list of rows.
Models sometimes return one JSON object instead of a one-element array; run/4
uses this so callers always get {:ok, list}.

  



    

  
    
      
    
    
      run(llm, json_schema, prompt, opts \\ [])



        
          
        

    

  


  

      

          @spec run(
  LangChain.ChatModels.ChatOpenAI.t(),
  json_schema :: map(),
  prompt :: [any()],
  opts :: Keyword.t()
) :: {:ok, result :: [any()]} | {:error, LangChain.LangChainError.t()}


      


Run the data extraction chain.

  


        

      


  

    
LangChain.Chains.LLMChain 
    



      
Define an LLMChain. This is the heart of the LangChain library.
The chain deals with tools, a tool map, delta tracking, tracking the messages
exchanged during a run, the last_message tracking, conversation messages, and
verbose logging. Messages and tool results support multi-modal ContentParts,
enabling richer responses (text, images, files, thinking, etc.). ToolResult
content can be a list of ContentParts. The chain also supports
async_tool_timeout and improved fallback handling.
Callbacks
Callbacks are fired as specific events occur in the chain as it is running.
The set of events are defined in LangChain.Chains.ChainCallbacks.
To be notified of an event you care about, register a callback handler with
the chain. Multiple callback handlers can be assigned. The callback handler
assigned to the LLMChain is not provided to an LLM chat model. For callbacks
on a chat model, set them there.
Registering a callback handler
A handler is a map with key name for the callback to fire. A function is
assigned to the map key. Refer to the documentation for each function as they
arguments vary.
If we want to be notified when an LLM Assistant chat response message has been
processed and it is complete, this is how we could receive that event in our
running LiveView:
live_view_pid = self()

handler = %{
  on_message_processed: fn _chain, message ->
    send(live_view_pid, {:new_assistant_response, message})
  end
}

LLMChain.new!(%{...})
|> LLMChain.add_callback(handler)
|> LLMChain.run()
In the LiveView, a handle_info function executes with the received message.
Fallbacks
When running a chain, the :with_fallbacks option can be used to provide a
list of fallback chat models to try when a failure is encountered.
When working with language models, you may often encounter issues from the
underlying APIs, whether these be rate limiting, downtime, or something else.
Therefore, as you go to move your LLM applications into production it becomes
more and more important to safeguard against these. That's what fallbacks are
designed to provide.
A fallback is an alternative plan that may be used in an emergency.
A before_fallback function can be provided to alter or return a different
chain to use with the fallback LLM model. This is important because often, the
prompts needed for will differ for a fallback LLM. This means if your OpenAI
completion fails, a different prompt may be needed when retrying it with an
Anthropic fallback.
Fallback for LLM API Errors
This is perhaps the most common use case for fallbacks. A request to an LLM
API can fail for a variety of reasons - the API could be down, you could have
hit rate limits, any number of things. Therefore, using fallbacks can help
protect against these types of failures.
Fallback Examples
A simple fallback that tries a different LLM chat model
fallback_llm = ChatAnthropic.new!(%{stream: false})

{:ok, updated_chain} =
  %{llm: ChatOpenAI.new!(%{stream: false})}
  |> LLMChain.new!()
  |> LLMChain.add_message(Message.new_system!("OpenAI system prompt"))
  |> LLMChain.add_message(Message.new_user!("Why is the sky blue?"))
  |> LLMChain.run(with_fallbacks: [fallback_llm])
Note the with_fallbacks: [fallback_llm] option when running the chain.
This example uses the :before_fallback option to provide a function that can
modify or return an alternate chain when used with a certain LLM. Also note
the utility function LangChain.Utils.replace_system_message!/2 is used for
swapping out the system message when falling back to a different LLM.
fallback_llm = ChatAnthropic.new!(%{stream: false})

{:ok, updated_chain} =
  %{llm: ChatOpenAI.new!(%{stream: false})}
  |> LLMChain.new!()
  |> LLMChain.add_message(Message.new_system!("OpenAI system prompt"))
  |> LLMChain.add_message(Message.new_user!("Why is the sky blue?"))
  |> LLMChain.run(
    with_fallbacks: [fallback_llm],
    before_fallback: fn chain ->
      case chain.llm do
        %ChatAnthropic{} ->
          # replace the system message
          %LLMChain{
            chain
            | messages:
                Utils.replace_system_message!(
                  chain.messages,
                  Message.new_system!("Anthropic system prompt")
                )
          }

        _open_ai ->
          chain
      end
    end
  )
See LangChain.Chains.LLMChain.run/2 for more details.
Run Until Tool Used
The run_until_tool_used/3 function makes it easy to instruct an LLM to use a
set of tools and then call a specific tool to present the results. This is
particularly useful for complex workflows where you want the LLM to perform
multiple operations and then finalize with a specific action.
This works well for receiving a final structured output after multiple tools
are used.
When the specified tool is successfully called, the chain stops processing and
returns the result. This prevents unnecessary additional LLM calls and
provides a clear termination point for your workflow.
{:ok, %LLMChain{} = updated_chain, %ToolResult{} = tool_result} =
  %{llm: ChatOpenAI.new!(%{stream: false})}
  |> LLMChain.new!()
  |> LLMChain.add_tools([special_search, report_results])
  |> LLMChain.add_message(Message.new_system!())
  |> LLMChain.add_message(Message.new_user!("..."))
  |> LLMChain.run_until_tool_used("final_summary")
The function returns a tuple with three elements:
	:ok - Indicating success
	The updated chain with all messages and tool calls
	The specific tool result that matched the requested tool name

Using Multiple Tool Names
You can also provide a list of tool names to stop when any one of them is called:
{:ok, %LLMChain{} = updated_chain, %ToolResult{} = tool_result} =
  %{llm: ChatOpenAI.new!(%{stream: false})}
  |> LLMChain.new!()
  |> LLMChain.add_tools([search_tool, summary_tool, report_tool])
  |> LLMChain.add_message(Message.new_system!())
  |> LLMChain.add_message(Message.new_user!("..."))
  |> LLMChain.run_until_tool_used(["summary_tool", "report_tool"])
This variant is useful when you have multiple tools that could serve as valid
endpoints for your workflow, and you want the LLM to choose the most appropriate
one based on the context.
To prevent runaway function calls, a default max_runs value of 25 is set.
You can adjust this as needed:
# Allow up to 50 runs before timing out
LLMChain.run_until_tool_used(chain, "final_summary", max_runs: 50)
The function also supports fallbacks, allowing you to gracefully handle LLM
failures:
LLMChain.run_until_tool_used(chain, "final_summary",
  max_runs: 10,
  with_fallbacks: [fallback_llm],
  before_fallback: fn chain ->
    # Modify chain before using fallback LLM
    chain
  end
)
See LangChain.Chains.LLMChain.run_until_tool_used/3 for more details.
Async Tool Timeout
When tools are defined with async: true, they execute in parallel using Elixir's
Task.async/1. The async_tool_timeout setting controls how long to wait for
these parallel tasks to complete.
Important: This timeout only applies to tools with async: true. Synchronous
tools (the default) run inline and are not subject to this timeout.
Default Behavior
The default is :infinity, meaning async tools can run indefinitely. This is
appropriate for human-interactive agents where the user can manually stop
execution if needed.
For automated or unattended agents, consider setting a finite timeout.
Configuration Levels
Timeout can be configured at three levels (highest precedence first):
	Chain-level - Set when creating an LLMChain:
LLMChain.new!(%{
  llm: model,
  async_tool_timeout: 10 * 60 * 1000  # 10 minutes
})

	Application-level - Set in config/runtime.exs:
config :langchain, async_tool_timeout: 5 * 60 * 1000  # 5 minutes

	Library default - :infinity (no timeout)


When to Use Async Tools
Mark a tool as async: true when:
	The operation may take significant time (web requests, file processing)

	Multiple such operations can run in parallel safely

	The tool has no side effects that depend on ordering
  Function.new!(%{
name: "web_search",
async: true,  # Enables parallel execution
function: fn args, ctx -> ... end
  })


Timeout Values
	:infinity - No timeout (wait forever)
	Integer - Milliseconds (e.g., 300_000 for 5 minutes)


      


      
        Summary


  
    Types
  


    
      
        message_processor()

      


        A message processor is an arity 2 function that takes an
LangChain.Chains.LLMChain and a LangChain.Message. It is used to
"pre-process" the received message from the LLM. Processors can be chained
together to perform a sequence of transformations.



    


    
      
        processor_return()

      


        The expected return types for a Message processor function. When successful,
it returns a :cont with an Message to use as a replacement. When it
fails, a :halt is returned along with an updated LLMChain.t() and a new
user message to be returned to the LLM reporting the error.



    


    
      
        t()

      


    





  
    Functions
  


    
      
        add_callback(chain, additional_callback)

      


        Add another callback to the list of callbacks.



    


    
      
        add_message(chain, new_message)

      


        Add a received Message struct to the chain. The LLMChain tracks the
last_message received and the complete list of messages exchanged. Depending
on the message role, the chain may be in a pending or incomplete state where
a response from the LLM is anticipated.



    


    
      
        add_messages(chain, messages)

      


        Add a set of Message structs to the chain. This enables quickly building a chain
for submitting to an LLM.



    


    
      
        add_tools(chain, tools)

      


        Add a tool to an LLMChain.



    


    
      
        apply_deltas(chain, deltas)

      


        Apply a list of deltas to the chain. When the final delta is received that
completes the message, the LLMChain is updated to clear the delta and the
last_message and list of messages are updated. The message is processed and
fires any registered callbacks.



    


    
      
        apply_prompt_templates(chain, templates, inputs)

      


        Apply a set of PromptTemplates to the chain. The list of templates can also
include Messages with no templates. Provide the inputs to apply to the
templates for rendering as a message. The prepared messages are applied to the
chain.



    


    
      
        cancel_delta(chain, message_status)

      


        Remove an incomplete MessageDelta from delta and add a Message with the
desired status to the chain.



    


    
      
        cancel_delta(chain, message_status, error)

      


        Same as cancel_delta/2 but stores an optional error in the message's
metadata under :streaming_error. This preserves the error reason through the
chain so higher layers (like the Sagents Agent and AgentServer) can detect and
surface it.



    


    
      
        common_validation(changeset)

      


    


    
      
        delta_to_message_when_complete(chain)

      


        Convert any hanging delta of the chain to a message and append to the chain.



    


    
      
        drop_delta(chain)

      


        Drop the current delta. This is useful when needing to ignore a partial or
complete delta because the message may be handled in a different way.



    


    
      
        execute_step(chain)

      


        Execute a single LLM call step.



    


    
      
        execute_tool_call(call, function, opts \\ [])

      


        Execute the tool call with the tool. Returns the tool's message response.



    


    
      
        execute_tool_calls(chain, context \\ nil)

      


        If the last_message from the Assistant includes one or more ToolCalls, then the linked
tool is executed. If there is no last_message or the last_message is
not a tool_call, the LLMChain is returned with no action performed.
This makes it safe to call any time.



    


    
      
        execute_tool_calls_with_decisions(chain, tool_calls, decisions)

      


        Execute tool calls with human decisions (approve, edit, reject).



    


    
      
        increment_current_failure_count(chain)

      


        Increments the internal current_failure_count. Returns and incremented and
updated struct.



    


    
      
        merge_delta(chain, new_delta)

      


        Merge a received MessageDelta struct into the chain's current delta. The
LLMChain tracks the current merged MessageDelta state. This is able to merge
in TokenUsage received after the final delta.



    


    
      
        merge_deltas(chain, deltas)

      


        Merge a list of deltas into the chain.



    


    
      
        message_processors(chain, processors)

      


        Register a set of processors to be applied to received assistant messages.



    


    
      
        new(attrs \\ %{})

      


        Start a new LLMChain configuration.



    


    
      
        new!(attrs \\ %{})

      


        Start a new LLMChain configuration and return it or raise an error if invalid.



    


    
      
        process_message(chain, message)

      


        Process a newly message received from the LLM. Messages with a role of
:assistant may be processed through the message_processors before being
generally available or being notified through a callback.



    


    
      
        quick_prompt(chain, text)

      


        Convenience function for setting the prompt text for the LLMChain using
prepared text.



    


    
      
        replace_tool_result(chain, tool_call_id, new_result)

      


        Replace a tool result in the chain's messages by tool_call_id.



    


    
      
        reset_current_failure_count(chain)

      


        Reset the internal current_failure_count to 0. Useful after receiving a
successfully returned and processed message from the LLM.



    


    
      
        reset_current_failure_count_if(chain, fun)

      


        Reset the internal current_failure_count to 0 if the function provided returns
true. Helps to make the change conditional.



    


    
      
        run(chain, opts \\ [])

      


        Run the chain on the LLM using messages and any registered functions. This
formats the request for a ChatLLMChain where messages are passed to the API.



    


    
      
        run_until_tool_used(chain, tool_name, opts \\ [])

      


        Run the chain until a specific tool call is made. This makes it easy for an
LLM to make multiple tool calls and call a specific tool to return a result,
signaling the end of the operation.



    


    
      
        update_custom_context(chain, context_update, opts \\ [])

      


        Update the LLMChain's custom_context map. Passing in a context_update map
will by default merge the map into the existing custom_context.



    





      


      
        Types


        


  
    
      
    
    
      message_processor()



        
          
        

    

  


  

      

          @type message_processor() :: (t(), LangChain.Message.t() -> processor_return())


      


A message processor is an arity 2 function that takes an
LangChain.Chains.LLMChain and a LangChain.Message. It is used to
"pre-process" the received message from the LLM. Processors can be chained
together to perform a sequence of transformations.
The return of the processor is a tuple with a keyword and a message. The
keyword is either :cont or :halt. If :cont is returned, the
message is used as the next message in the chain. If :halt is returned, the
halting message is returned to the LLM as an error and no further processors
will handle the message.
An example of this is the LangChain.MessageProcessors.JsonProcessor which
parses the message content as JSON and returns the parsed data as a map. If
the content is not valid JSON, the processor returns a halting message with an
error message for the LLM to respond to.

  



  
    
      
    
    
      processor_return()



        
          
        

    

  


  

      

          @type processor_return() ::
  {:cont, LangChain.Message.t()} | {:halt, t(), LangChain.Message.t()}


      


The expected return types for a Message processor function. When successful,
it returns a :cont with an Message to use as a replacement. When it
fails, a :halt is returned along with an updated LLMChain.t() and a new
user message to be returned to the LLM reporting the error.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Chains.LLMChain{
  _tool_map: term(),
  async_tool_timeout: term(),
  callbacks: term(),
  current_failure_count: term(),
  custom_context: term(),
  delta: term(),
  exchanged_messages: term(),
  last_message: term(),
  llm: term(),
  max_retry_count: term(),
  message_processors: term(),
  messages: term(),
  needs_response: term(),
  tools: term(),
  verbose: term(),
  verbose_deltas: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_callback(chain, additional_callback)



        
          
        

    

  


  

      

          @spec add_callback(t(), LangChain.Chains.ChainCallbacks.chain_callback_handler()) ::
  t()


      


Add another callback to the list of callbacks.

  



  
    
      
    
    
      add_message(chain, new_message)



        
          
        

    

  


  

      

          @spec add_message(t(), LangChain.Message.t()) :: t()


      


Add a received Message struct to the chain. The LLMChain tracks the
last_message received and the complete list of messages exchanged. Depending
on the message role, the chain may be in a pending or incomplete state where
a response from the LLM is anticipated.
For assistant messages with tool_calls, the tool_calls are automatically
augmented with display_text from the corresponding Function definitions.
This ensures display_text is available to all downstream consumers.

  



  
    
      
    
    
      add_messages(chain, messages)



        
          
        

    

  


  

      

          @spec add_messages(t(), [LangChain.Message.t()]) :: t()


      


Add a set of Message structs to the chain. This enables quickly building a chain
for submitting to an LLM.

  



  
    
      
    
    
      add_tools(chain, tools)



        
          
        

    

  


  

      

          @spec add_tools(
  t(),
  LangChain.NativeTool.t() | LangChain.Function.t() | [LangChain.Function.t()]
) ::
  t() | no_return()


      


Add a tool to an LLMChain.

  



  
    
      
    
    
      apply_deltas(chain, deltas)



        
          
        

    

  


  

      

          @spec apply_deltas(t(), list()) ::
  {:ok, t()} | {:error, t(), LangChain.LangChainError.t()}


      


Apply a list of deltas to the chain. When the final delta is received that
completes the message, the LLMChain is updated to clear the delta and the
last_message and list of messages are updated. The message is processed and
fires any registered callbacks.

  



  
    
      
    
    
      apply_prompt_templates(chain, templates, inputs)



        
          
        

    

  


  

      

          @spec apply_prompt_templates(
  t(),
  [LangChain.Message.t() | LangChain.PromptTemplate.t()],
  %{
    required(atom()) => any()
  }
) :: t() | no_return()


      


Apply a set of PromptTemplates to the chain. The list of templates can also
include Messages with no templates. Provide the inputs to apply to the
templates for rendering as a message. The prepared messages are applied to the
chain.

  



  
    
      
    
    
      cancel_delta(chain, message_status)



        
          
        

    

  


  

Remove an incomplete MessageDelta from delta and add a Message with the
desired status to the chain.

  



  
    
      
    
    
      cancel_delta(chain, message_status, error)



        
          
        

    

  


  

Same as cancel_delta/2 but stores an optional error in the message's
metadata under :streaming_error. This preserves the error reason through the
chain so higher layers (like the Sagents Agent and AgentServer) can detect and
surface it.

  



  
    
      
    
    
      common_validation(changeset)



        
          
        

    

  


  


  



  
    
      
    
    
      delta_to_message_when_complete(chain)



        
          
        

    

  


  

      

          @spec delta_to_message_when_complete(t()) ::
  {:ok, t()} | {:error, t(), LangChain.LangChainError.t()}


      


Convert any hanging delta of the chain to a message and append to the chain.
If the delta is nil, the chain is returned unmodified.

  



  
    
      
    
    
      drop_delta(chain)



        
          
        

    

  


  

      

          @spec drop_delta(t()) :: t()


      


Drop the current delta. This is useful when needing to ignore a partial or
complete delta because the message may be handled in a different way.

  



  
    
      
    
    
      execute_step(chain)



        
          
        

    

  


  

      

          @spec execute_step(t()) :: {:ok, t()} | {:error, t(), LangChain.LangChainError.t()}


      


Execute a single LLM call step.
This is the core primitive that modes use to call the LLM. It:
	Sends the chain's messages and tools to the LLM
	Processes the LLM's response (message or streaming deltas)
	Adds the response to the chain's messages
	Sets needs_response based on whether tool calls are pending

Returns {:ok, updated_chain} or {:error, chain, reason}.
This function does NOT execute tool calls — use execute_tool_calls/1 for that.
Usage in Custom Modes
def run(chain, opts) do
  case LLMChain.execute_step(chain) do
    {:ok, updated_chain} ->
      updated_chain = LLMChain.execute_tool_calls(updated_chain)
      if updated_chain.needs_response, do: run(updated_chain, opts), else: {:ok, updated_chain}

    {:error, _chain, _reason} = error ->
      error
  end
end

  



    

  
    
      
    
    
      execute_tool_call(call, function, opts \\ [])



        
          
        

    

  


  

      

          @spec execute_tool_call(
  LangChain.Message.ToolCall.t(),
  LangChain.Function.t(),
  Keyword.t()
) ::
  LangChain.Message.ToolResult.t()


      


Execute the tool call with the tool. Returns the tool's message response.

  



    

  
    
      
    
    
      execute_tool_calls(chain, context \\ nil)



        
          
        

    

  


  

      

          @spec execute_tool_calls(t(), context :: nil | %{required(atom()) => any()}) :: t()


      


If the last_message from the Assistant includes one or more ToolCalls, then the linked
tool is executed. If there is no last_message or the last_message is
not a tool_call, the LLMChain is returned with no action performed.
This makes it safe to call any time.
The context is additional data that will be passed to the executed tool.
The value given here will override any custom_context set on the LLMChain.
If not set, the global custom_context is used.

  



  
    
      
    
    
      execute_tool_calls_with_decisions(chain, tool_calls, decisions)



        
          
        

    

  


  

      

          @spec execute_tool_calls_with_decisions(t(), [LangChain.Message.ToolCall.t()], [map()]) ::
  t()


      


Execute tool calls with human decisions (approve, edit, reject).
This is used for Human-in-the-Loop workflows where tool calls need human approval
before execution. Each decision controls how the corresponding tool call is handled:
	:approve - Execute the tool with original arguments
	:edit - Execute the tool with modified arguments from the decision
	:reject - Create an error result without executing the tool

Returns the updated chain with tool results added and callbacks fired.
Parameters
	chain - The LLMChain instance
	tool_calls - List of ToolCall structs to execute
	decisions - List of decision maps, one per tool call. Each decision must have:	:type - One of :approve, :edit, or :reject
	:arguments - (optional, required for :edit) The modified arguments map



Examples
decisions = [
  %{type: :approve},
  %{type: :edit, arguments: %{"path" => "modified.txt"}},
  %{type: :reject}
]

updated_chain = LLMChain.execute_tool_calls_with_decisions(chain, tool_calls, decisions)

  



  
    
      
    
    
      increment_current_failure_count(chain)



        
          
        

    

  


  

      

          @spec increment_current_failure_count(t()) :: t()


      


Increments the internal current_failure_count. Returns and incremented and
updated struct.

  



  
    
      
    
    
      merge_delta(chain, new_delta)



        
          
        

    

  


  

      

          @spec merge_delta(
  t(),
  LangChain.MessageDelta.t()
  | LangChain.TokenUsage.t()
  | {:error, LangChain.LangChainError.t()}
) :: t()


      


Merge a received MessageDelta struct into the chain's current delta. The
LLMChain tracks the current merged MessageDelta state. This is able to merge
in TokenUsage received after the final delta.

  



  
    
      
    
    
      merge_deltas(chain, deltas)



        
          
        

    

  


  

      

          @spec merge_deltas(t(), list()) :: t() | {:error, t(), LangChain.LangChainError.t()}


      


Merge a list of deltas into the chain.

  



  
    
      
    
    
      message_processors(chain, processors)



        
          
        

    

  


  

      

          @spec message_processors(t(), [message_processor()]) :: t()


      


Register a set of processors to be applied to received assistant messages.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Start a new LLMChain configuration.
{:ok, chain} = LLMChain.new(%{
  llm: %ChatOpenAI{model: "gpt-3.5-turbo", stream: true},
  messages: [%Message.new_system!("You are a helpful assistant.")]
})

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Start a new LLMChain configuration and return it or raise an error if invalid.
chain = LLMChain.new!(%{
  llm: %ChatOpenAI{model: "gpt-3.5-turbo", stream: true},
  messages: [%Message.new_system!("You are a helpful assistant.")]
})

  



  
    
      
    
    
      process_message(chain, message)



        
          
        

    

  


  

      

          @spec process_message(t(), LangChain.Message.t()) :: t()


      


Process a newly message received from the LLM. Messages with a role of
:assistant may be processed through the message_processors before being
generally available or being notified through a callback.

  



  
    
      
    
    
      quick_prompt(chain, text)



        
          
        

    

  


  

      

          @spec quick_prompt(t(), String.t()) :: t()


      


Convenience function for setting the prompt text for the LLMChain using
prepared text.

  



  
    
      
    
    
      replace_tool_result(chain, tool_call_id, new_result)



        
          
        

    

  


  

      

          @spec replace_tool_result(t(), String.t(), LangChain.Message.ToolResult.t()) :: t()


      


Replace a tool result in the chain's messages by tool_call_id.
Delegates to Message.replace_tool_result/3.

  



  
    
      
    
    
      reset_current_failure_count(chain)



        
          
        

    

  


  

      

          @spec reset_current_failure_count(t()) :: t()


      


Reset the internal current_failure_count to 0. Useful after receiving a
successfully returned and processed message from the LLM.

  



  
    
      
    
    
      reset_current_failure_count_if(chain, fun)



        
          
        

    

  


  

      

          @spec reset_current_failure_count_if(t(), (-> boolean())) :: t()


      


Reset the internal current_failure_count to 0 if the function provided returns
true. Helps to make the change conditional.

  



    

  
    
      
    
    
      run(chain, opts \\ [])



        
          
        

    

  


  

      

          @spec run(t(), Keyword.t()) ::
  {:ok, t()}
  | {:ok, t(), term()}
  | {:pause, t()}
  | {:interrupt, t(), term()}
  | {:error, t(), LangChain.LangChainError.t()}


      


Run the chain on the LLM using messages and any registered functions. This
formats the request for a ChatLLMChain where messages are passed to the API.
When successful, it returns {:ok, updated_chain}
Options
	:mode - It defaults to run the chain one time, stopping after receiving a
response from the LLM. Supports :until_success, :while_needs_response,
:step, or a module implementing the LangChain.Chains.LLMChain.Mode
behaviour.

	mode: :until_success - (for non-interactive processing done by the LLM
where it may repeatedly fail and need to re-try) Repeatedly evaluates a
received message through any message processors, returning any errors to the
LLM until it either succeeds or exceeds the max_retry_count. This includes
evaluating received ToolCalls until they succeed. If an LLM makes 3
ToolCalls in a single message and 2 succeed while 1 fails, the success
responses are returned to the LLM with the failure response of the remaining
ToolCall, giving the LLM an opportunity to resend the failed ToolCall,
and only the failed ToolCall until it succeeds or exceeds the
max_retry_count. In essence, once we have a successful response from the
LLM, we don't return any more to it and don't want any further responses.

	mode: :while_needs_response - (for interactive chats that make
ToolCalls) Repeatedly evaluates functions and submits to the LLM so long
as we still expect to get a response. Best fit for conversational LLMs where
a ToolResult is used by the LLM to continue. After all ToolCall messages
are evaluated, the ToolResult messages are returned to the LLM giving it
an opportunity to use the ToolResult information in an assistant response
message. In essence, this mode always gives the LLM the last word.

	mode: :step - (for step-by-step execution control) Executes one step of
the chain: makes an LLM call, processes the message, executes any tool
calls, and then stops. This allows the caller to inspect messages and
modify the chain between steps before deciding whether to continue by
calling run again. Perfect for scenarios where you need to examine
each message, update context, or modify the chain state before proceeding.

	mode: MyCustomMode - Pass a module implementing the
LangChain.Chains.LLMChain.Mode behaviour to use a custom execution loop.
The module's run/2 callback receives the chain and the full opts keyword
list.

	should_continue? - (for automated stepped execution with conditional
stopping) Needs to be used with mode: :step, this option accepts a function
that receives the updated chain after each step and returns a boolean
indicating whether to continue. This internally handles the loop logic,
making stepped execution more streamlined for scenarios where you need
to inspect the chain state to determine when to stop (e.g., max iterations,
completion conditions, error thresholds). The function signature is
(LLMChain.t() -> boolean()).

	with_fallbacks: [...] - Provide a list of chat models to use as a fallback
when one fails. This helps a production system remain operational when an
API limit is reached, an LLM service is overloaded or down, or something
else new an exciting goes wrong.
When all fallbacks fail, a %LangChainError{type: "all_fallbacks_failed"}
is returned in the error response.

	before_fallback: fn chain -> modified_chain end - A before_fallback
function is called before the LLM call is made. NOTE: When provided, it
also fires for the first attempt. This allows a chain to be modified or
replaced before running against the configured LLM. This is helpful, for
example, when a different system prompt is needed for Anthropic vs OpenAI.


Mode Examples
Use Case: A chat with an LLM where functions are available to the LLM:
LLMChain.run(chain, mode: :while_needs_response)
This will execute any LLM called functions, returning the result to the LLM,
and giving it a chance to respond to the results.
Use Case: An application that exposes a function to the LLM, but we want
to stop once the function is successfully executed. When errors are
encountered, the LLM should be given error feedback and allowed to try again.
LLMChain.run(chain, mode: :until_success)
Use Case: Automated stepped execution with a continuation function.
When you want step-by-step control but prefer the loop to be handled
internally based on a condition function.
should_continue_fn = fn updated_chain ->
  # Continue while we need a response and haven't hit max iterations
  updated_chain.needs_response && Enum.count(updated_chain.exchanged_messages) < 10
end

{:ok, final_chain} = LLMChain.run(chain, mode: :step, should_continue?: should_continue_fn)
Use Case: Step-by-step execution where you need control of the loop.
In case you want to inspect the result of each step and decide whether to
continue or not, This is useful for debugging, to stop when you receive a
signal of a guardrail or a specific condition.
{:ok, updated_chain} = LLMChain.run(chain, mode: :step)
# Inspect the result, check tool calls, etc.
if should_continue?(updated_chain) do
  # Optionally modify the chain before continuing
  modified_chain = updated_chain
    |> LLMChain.update_custom_context(%{iteration_count: get_iteration_count() + 1})
    |> LLMChain.add_message(Message.new_user!("Continue with the next step"))

  {:ok, final_chain} = LLMChain.run(modified_chain, mode: :step)
end
Use Case: Custom execution mode:
LLMChain.run(chain, mode: MyApp.Modes.Custom)

  



    

  
    
      
    
    
      run_until_tool_used(chain, tool_name, opts \\ [])



        
          
        

    

  


  

      

          @spec run_until_tool_used(t(), [String.t()] | String.t(), Keyword.t()) ::
  {:ok, t(), LangChain.Message.t()}
  | {:error, t(), LangChain.LangChainError.t()}


      


Run the chain until a specific tool call is made. This makes it easy for an
LLM to make multiple tool calls and call a specific tool to return a result,
signaling the end of the operation.
This function accepts either a single tool name as a string, or a list of tool
names. When provided with a list, the chain stops when any one of the specified
tools is called.
Examples
With a single tool name:
{:ok, %LLMChain{} = updated_chain, %ToolResult{} = tool_result} =
  chain
  |> LLMChain.run_until_tool_used("final_summary")
With multiple tool names:
{:ok, %LLMChain{} = updated_chain, %ToolResult{} = tool_result} =
  chain
  |> LLMChain.run_until_tool_used(["summary_tool", "report_tool"])
Options
	max_runs: The maximum number of times to run the chain. To prevent runaway
calls, it defaults to 25. When exceeded, a %LangChainError{type: "exceeded_max_runs"}
is returned in the error response.

	with_fallbacks: [...] - Provide a list of chat models to use as a fallback
when one fails. This helps a production system remain operational when an
API limit is reached, an LLM service is overloaded or down, or something
else new an exciting goes wrong.
When all fallbacks fail, a %LangChainError{type: "all_fallbacks_failed"}
is returned in the error response.

	before_fallback: fn chain -> modified_chain end - A before_fallback
function is called before the LLM call is made. NOTE: When provided, it
also fires for the first attempt. This allows a chain to be modified or
replaced before running against the configured LLM. This is helpful, for
example, when a different system prompt is needed for Anthropic vs OpenAI.



  



    

  
    
      
    
    
      update_custom_context(chain, context_update, opts \\ [])



        
          
        

    

  


  

      

          @spec update_custom_context(
  t(),
  context_update :: %{required(atom()) => any()},
  opts :: Keyword.t()
) ::
  t() | no_return()


      


Update the LLMChain's custom_context map. Passing in a context_update map
will by default merge the map into the existing custom_context.
Use the :as option to:
	:merge - Merge update changes in. Default.
	:replace - Replace the context with the context_update.


  


        

      


  

    
LangChain.Chains.SummarizeConversationChain 
    



      
When an AI conversation has many back-and-forth messages (from user to
assistant to user to assistant, etc.), the number of messages and the total
token count can be large. Large token counts present the following problems:
	Increased cost/price per generation
	Increased generation times
	Risk of exceeding the total token limit, resulting in an error

This chain is run as a separate process to summarize and condense a separate
conversation chain. It is assumed that the chain the user sees in the UI
retains all their original messages and they are not seeing the full, raw
message list.
We don't want to perform more work than we need to, so we'll only kick off the
summary process once the number of messages has reached some threshold, then
we'll retain a configured number of the most recent messages to help retain
continuity for the conversation.
Options
	:llm - The LLM to use for performing the summarization. There is no need for streaming.
	:keep_count - The number of raw messages to retain. It will be the
most recent messages and defaults to 2 (a user and assistant message).
	:threshold_count - The total number of messages (excluding the system
message) that must be present before the summarizing operation is performed.
Running the summarization on a short conversation chain will return the
chain unchanged and not make any calls to an LLM.
	:override_system_prompt - When the system prompt should be customized for the instructions on how to summarize, this can be used to provide a customized replacement of the system prompt.
	:messages - When explicit control of multiple messages is needed, they can be provided as a list. They can be LangChain.PromptTemplates and the concatenated list of messages will be in the @conversation param. When this is used, any value in  :override_system_prompt is ignored.

Examples
A basic example that processes the messages in a separate LLMChain, returning
an updated chain with summarized contents.
{:ok, summarized_chain} =
  %{
    llm: ChatOpenAI.new!(%{model: "gpt-4o-mini", stream: false}),
    keep_count: 2,
    threshold_count: 6
  }
  |> SummarizeConversationChain.new!()
  |> SummarizeConversationChain.summarize(chain_to_summarize)
Using a :with_fallback option to still try and summarize if the LLM errors from the Azure host OpenAI.
# Azure configured OpenAI LLM
fallback_llm =
  ChatOpenAI.new!(%{
    stream: false,
    endpoint: System.fetch_env!("AZURE_OPENAI_ENDPOINT"),
    api_key: System.fetch_env!("AZURE_OPENAI_KEY")
  })

{:ok, summarized_chain} =
  %{
    llm: ChatOpenAI.new!(%{model: "gpt-4o-mini", stream: false}),
    keep_count: 2,
    threshold_count: 6
  }
  |> SummarizeConversationChain.new!()
  |> SummarizeConversationChain.evaluate(chain_to_summarize, with_fallbacks: [fallback_llm])
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    Functions
  


    
      
        combine_messages_for_summary_text(summarizer, to_summarize)

      


        Create a single text message to represent the current set of messages being
summarized from the to_summarize chain. Uses the settings from SummarizeConversationChain.
A nil is returned when the threshold has not been reached for running the
summary procedure.



    


    
      
        new(attrs \\ %{})

      


        Start a new SummarizeConversationChain configuration.



    


    
      
        new!(attrs \\ %{})

      


        Start a new SummarizeConversationChain and return it or raise an error if invalid.



    


    
      
        run(summarizer, text_to_summarize, opts \\ [])

      


        Run a SummarizeConversationChain to summarize a text representation of a sequence of user and assistant messages.



    


    
      
        summarize(summarizer, to_summarize, opts \\ [])

      


        Summarize the to_summarize LLMChain using the
%SummarizeConversationChain{} configuration and opts. Returns a new,
potentially modified LLMChain after completing the summarization process.
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      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Chains.SummarizeConversationChain{
  keep_count: term(),
  llm: term(),
  messages: term(),
  override_system_prompt: term(),
  threshold_count: term(),
  verbose: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      combine_messages_for_summary_text(summarizer, to_summarize)



        
          
        

    

  


  

      

          @spec combine_messages_for_summary_text(t(), LangChain.Chains.LLMChain.t()) ::
  nil | String.t()


      


Create a single text message to represent the current set of messages being
summarized from the to_summarize chain. Uses the settings from SummarizeConversationChain.
A nil is returned when the threshold has not been reached for running the
summary procedure.
This combines the user and assistant messages into a single string that can be summarized. This does not summarize a system message and does not include the last n messages for the keep_count.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Start a new SummarizeConversationChain configuration.
{:ok, summarizer} = SummarizeConversationChain.new(%{
  llm: %ChatOpenAI{model: "gpt-3.5-turbo", stream: false},
  keep_count: 2,
  threshold_count: 6
})

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Start a new SummarizeConversationChain and return it or raise an error if invalid.
chain = SummarizeConversationChain.new!(%{
  llm: %ChatOpenAI{model: "gpt-3.5-turbo", stream: false},
  keep_count: 2,
  threshold_count: 6
})

  



    

  
    
      
    
    
      run(summarizer, text_to_summarize, opts \\ [])



        
          
        

    

  


  

      

          @spec run(t(), String.t(), opts :: Keyword.t()) ::
  {:ok, LangChain.Chains.LLMChain.t()}
  | {:error, LangChain.Chains.LLMChain.t(), LangChain.LangChainError.t()}


      


Run a SummarizeConversationChain to summarize a text representation of a sequence of user and assistant messages.
new_title = SummarizeConversationChain.new!(%{
  llm: %ChatOpenAI{model: "gpt-3.5-turbo", stream: false},
  keep_count: 2,
  threshold_count: 6
})
|> SummarizeConversationChain.run(text_to_summarize)

  



    

  
    
      
    
    
      summarize(summarizer, to_summarize, opts \\ [])



        
          
        

    

  


  

      

          @spec summarize(t(), LangChain.Chains.LLMChain.t(), opts :: Keyword.t()) ::
  LangChain.Chains.LLMChain.t()


      


Summarize the to_summarize LLMChain using the
%SummarizeConversationChain{} configuration and opts. Returns a new,
potentially modified LLMChain after completing the summarization process.
If the threshold_count is greater than the current number of summarizable
messages (ie user and assistant roles), then nothing is modified and the
original LLMChain is returned.
Options
	:with_fallbacks - An optional set of fallback LLMs to use if the
summarization process fails. See LangChain.Chains.LLMChain.run/2 for
details.


  


        

      


  

    
LangChain.Chains.TextToTitleChain 
    



      
A convenience chain for turning a user's prompt text into a summarized title
for the anticipated conversation.
Basic Examples
A basic example that generates a title
llm = ChatOpenAI.new!(%{model: "gpt-3.5-turbo", stream: false, seed: 0})
user_text = "Let's start a new blog post about the magical properties of pineapple cookies."

%{
  llm: llm,
  input_text: user_text
}
|> TextToTitleChain.new!()
|> TextToTitleChain.evaluate()

#=> "Magical Properties of Pineapple Cookies Blog Post"
Examples using Title Examples
Want to get more consistent titles?
LLMs are pretty bad at following instructions for text length. However, we can
provide examples titles for the LLM to follow in format style and length. We
get the added benefit of getting more consistently formatted titles.
This is the same example, however now we provide other title examples to the
LLM to follow for consistency.
   llm = ChatOpenAI.new!(%{model: "gpt-3.5-turbo", stream: false, seed: 0})
user_text = "Let's start a new blog post about the magical properties of
pineapple cookies."

%{
  llm: llm,
  input_text: user_text,
  examples: [
    "Blog Post: Making Delicious and Healthy Smoothies",
    "System Email: Notifying Users of Planned Downtime"
  ]
}
|> TextToTitleChain.new!()
|> TextToTitleChain.evaluate()

#=> "Blog Post: Exploring the Magic of Pineapple Cookies"
Overriding the System Prompt
For more explicit control of how titles are generated, an override_system_prompt can be provided.
%{
  llm: llm,
  input_text: user_text,
  override_system_prompt: ~s|
    You expertly summarize the User Text into a short 3 or 4 word title to represent a conversation in a positive way.|
}
|> TextToTitleChain.new!()
|> TextToTitleChain.evaluate()
Using a Fallback
If the primary LLM fails to respond successfully, one or more fallback LLMs can be specified.
%{
  llm: primary_llm,
  input_text: user_text
}
|> TextToTitleChain.new!()
|> TextToTitleChain.evaluate(with_fallbacks: [fallback_llm])
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    Functions
  


    
      
        evaluate(chain, opts \\ [])

      


        Runs the TextToTitleChain and evaluates the result to return the final answer.



    


    
      
        new(attrs \\ %{})

      


        Start a new TextToTitleChain configuration.



    


    
      
        new!(attrs \\ %{})

      


        Start a new TextToTitleChain and return it or raise an error if invalid.



    


    
      
        run(chain, opts \\ [])

      


        Run a simple LLMChain to summarize the user's prompt into a title for the
conversation. Uses the provided model. Recommend faster, simpler LLMs without
streaming.
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          @type t() :: %LangChain.Chains.TextToTitleChain{
  examples: term(),
  fallback_title: term(),
  input_text: term(),
  llm: term(),
  override_system_prompt: term(),
  verbose: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      evaluate(chain, opts \\ [])



        
          
        

    

  


  

      

          @spec evaluate(t(), Keyword.t()) :: String.t()


      


Runs the TextToTitleChain and evaluates the result to return the final answer.
If unable to generate a title, the fallback_title is returned.
Option
	:with_fallbacks - Supports the with_fallbacks: [fallback_llm] where one or more additional LLMs can be specified as a backup when the preferred LLM fails.


  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Start a new TextToTitleChain configuration.
{:ok, chain} = TextToTitleChain.new(%{
  llm: %ChatOpenAI{model: "gpt-3.5-turbo", stream: false},
  input_text: "Let's create a marketing blog post about our new product 'Fuzzy Furries'"
})

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Start a new TextToTitleChain and return it or raise an error if invalid.
chain = TextToTitleChain.new!(%{
  llm: %ChatOpenAI{model: "gpt-3.5-turbo", stream: false},
  input_text: "Let's create a marketing blog post about our new product 'Fuzzy Furries'"
})

  



    

  
    
      
    
    
      run(chain, opts \\ [])



        
          
        

    

  


  

      

          @spec run(t(), Keyword.t()) ::
  {:ok, LangChain.Chains.LLMChain.t()}
  | {:error, LangChain.Chains.LLMChain.t(), LangChain.LangChainError.t()}


      


Run a simple LLMChain to summarize the user's prompt into a title for the
conversation. Uses the provided model. Recommend faster, simpler LLMs without
streaming.
If it fails to summarize to a title, it returns the default text.
new_title = TextToTitleChain.new!(%{
  llm: %ChatOpenAI{model: "gpt-3.5-turbo", stream: false},
  input_text: "Let's create a marketing blog post about our new product 'Fuzzy Furries'"
})
|> TextToTitleChain.run()

  


        

      


  

    
LangChain.Chains.LLMChain.Mode behaviour
    



      
Behaviour for LLMChain execution modes.
A mode controls the execution loop of an LLMChain - how many times the LLM
is called, when tools are executed, and under what conditions the loop
terminates.
Built-in Modes
	LangChain.Chains.LLMChain.Modes.WhileNeedsResponse - loop while needs_response is true
	LangChain.Chains.LLMChain.Modes.UntilSuccess - loop until successful tool execution or assistant response
	LangChain.Chains.LLMChain.Modes.Step - single step with optional continuation
	LangChain.Chains.LLMChain.Modes.UntilToolUsed - loop until a specific tool is called

Custom Modes
Implement this behaviour to define custom execution loops. The simplest
approach is to import LangChain.Chains.LLMChain.Mode.Steps and compose
the provided step functions into a pipeline. Each step follows a consistent
contract:
	{:continue, chain} - keep processing, pipe into the next step
	Any other tuple (:ok, :pause, :error) — terminal result, passed through unchanged

This means a pipeline short-circuits automatically when any step returns a
terminal value.
Minimal Example
defmodule MyApp.Modes.Custom do
  @behaviour LangChain.Chains.LLMChain.Mode

  @impl true
  def run(chain, opts) do
    case LLMChain.execute_step(chain) do
      {:ok, updated} ->
        updated = LLMChain.execute_tool_calls(updated)
        if updated.needs_response, do: run(updated, opts), else: {:ok, updated}
      error -> error
    end
  end
end
Composable Example Using Steps
The built-in modes are all composed from Steps functions. You can do the
same to build a mode that adds custom logic at any point in the pipeline.
For example, a mode that loops like WhileNeedsResponse but adds a custom
check after each tool execution round:
defmodule MyApp.Modes.WithAudit do
  @behaviour LangChain.Chains.LLMChain.Mode
  import LangChain.Chains.LLMChain.Mode.Steps

  @impl true
  def run(chain, opts) do
    chain = ensure_mode_state(chain)

    {:continue, chain}
    |> execute_tools()
    |> call_llm()
    |> check_max_runs(opts)
    |> audit_step(opts)
    |> continue_or_done(&run/2, opts)
  end

  # A custom step - same contract as the built-in steps:
  # accept {:continue, chain} and return {:continue, chain} or a terminal.
  defp audit_step({:continue, chain}, _opts) do
    run_count = get_run_count(chain)
    Logger.info("LLM call ##{run_count} completed")
    {:continue, chain}
  end

  defp audit_step(terminal, _opts), do: terminal
end
The pattern is always the same: start with {:continue, chain}, pipe
through as many steps as needed, and end with continue_or_done/3 to
decide whether to loop.
See LangChain.Chains.LLMChain.Mode.Steps for the full list of available
step functions. The built-in modes (WhileNeedsResponse, UntilSuccess,
Step, UntilToolUsed) also serve as practical examples to reference.
Return Types
	{:ok, chain} - normal completion
	{:ok, chain, extra} - completion with additional data
	{:pause, chain} - execution paused at a clean checkpoint; resumable
	{:error, chain, reason} - execution failed
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        run_result()

      


    





  
    Callbacks
  


    
      
        run(chain, opts)

      


        Execute the chain according to this mode's logic.



    





      


      
        Types


        


  
    
      
    
    
      run_result()



        
          
        

    

  


  

      

          @type run_result() ::
  {:ok, LangChain.Chains.LLMChain.t()}
  | {:ok, LangChain.Chains.LLMChain.t(), term()}
  | {:pause, LangChain.Chains.LLMChain.t()}
  | {:interrupt, LangChain.Chains.LLMChain.t(), term()}
  | {:error, LangChain.Chains.LLMChain.t(), LangChain.LangChainError.t()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      run(chain, opts)



        
          
        

    

  


  

      

          @callback run(chain :: LangChain.Chains.LLMChain.t(), opts :: Keyword.t()) :: run_result()


      


Execute the chain according to this mode's logic.
The opts keyword list contains all options passed to LLMChain.run/2,
allowing modes to define their own options.

  


        

      


  

    
LangChain.Chains.LLMChain.Mode.Steps 
    



      
Pipe-friendly building blocks for composing custom execution modes.
Every step function follows the pipeline convention:
	Input/output: {:continue, chain} means keep processing
	Any other tuple (:ok, :pause, :error) is a terminal — passed through unchanged
	Step functions take the pipeline result as first arg, optional config as second

Example: Custom Mode
defmodule MyApp.Modes.Simple do
  @behaviour LangChain.Chains.LLMChain.Mode
  import LangChain.Chains.LLMChain.Mode.Steps

  @impl true
  def run(chain, opts) do
    chain = ensure_mode_state(chain)

    {:continue, chain}
    |> call_llm()
    |> execute_tools()
    |> check_max_runs(opts)
    |> continue_or_done(&run/2, opts)
  end
end

      


      
        Summary


  
    Types
  


    
      
        pipeline_result()

      


    





  
    Functions
  


    
      
        call_llm(terminal)

      


        Call the LLM (single step). Wraps LLMChain.execute_step/1.



    


    
      
        check_max_runs(terminal, opts)

      


        Check if max runs have been exceeded.



    


    
      
        check_pause(terminal, opts)

      


        Check if execution should pause (e.g., node draining).



    


    
      
        check_tool_interrupts(terminal, opts)

      


        Check if any tool results in the most recent tool message are interrupts.



    


    
      
        check_until_tool(terminal, opts)

      


        Check if a target tool was called in the most recent tool results.



    


    
      
        continue_or_done(terminal, run_fn, opts)

      


        Decide whether to loop or return.



    


    
      
        ensure_mode_state(chain)

      


        Initialize mode_state in custom_context if not already present.



    


    
      
        execute_tools(terminal)

      


        Execute pending tool calls. Wraps LLMChain.execute_tool_calls/1.



    


    
      
        get_run_count(chain)

      


        Get the current run count from mode_state.
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      pipeline_result()



        
          
        

    

  


  

      

          @type pipeline_result() ::
  {:continue, LangChain.Chains.LLMChain.t()}
  | {:ok, LangChain.Chains.LLMChain.t()}
  | {:ok, LangChain.Chains.LLMChain.t(), term()}
  | {:pause, LangChain.Chains.LLMChain.t()}
  | {:error, LangChain.Chains.LLMChain.t(), term()}
  | {:interrupt, LangChain.Chains.LLMChain.t(), term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call_llm(terminal)



        
          
        

    

  


  

Call the LLM (single step). Wraps LLMChain.execute_step/1.
On success, increments mode_state.run_count in custom_context.

  



  
    
      
    
    
      check_max_runs(terminal, opts)



        
          
        

    

  


  

Check if max runs have been exceeded.
Reads run_count from custom_context.mode_state and compares against
:max_runs in opts (default: 25).

  



  
    
      
    
    
      check_pause(terminal, opts)



        
          
        

    

  


  

Check if execution should pause (e.g., node draining).
Reads :should_pause? from opts — a zero-arity function that returns boolean.

  



  
    
      
    
    
      check_tool_interrupts(terminal, opts)



        
          
        

    

  


  

Check if any tool results in the most recent tool message are interrupts.
Returns {:interrupt, chain, interrupt_data} if any tool results have
is_interrupt: true. The interrupt_data is extracted from the first
interrupted result (for single interrupts) or aggregated (for multiple).
This step is generic — it doesn't know why a tool interrupted. The
consumer (e.g., Sagents) interprets the interrupt data.

  



  
    
      
    
    
      check_until_tool(terminal, opts)



        
          
        

    

  


  

Check if a target tool was called in the most recent tool results.
Reads :tool_names from opts — a list of tool name strings.
If a matching tool result is found, returns {:ok, chain, tool_result}.

  



  
    
      
    
    
      continue_or_done(terminal, run_fn, opts)



        
          
        

    

  


  

Decide whether to loop or return.
	{:continue, chain} with needs_response: true → call run_fn.(chain, opts) (loop)
	{:continue, chain} with needs_response: false → {:ok, chain} (done)
	Any terminal result → pass through as-is


  



  
    
      
    
    
      ensure_mode_state(chain)



        
          
        

    

  


  

Initialize mode_state in custom_context if not already present.
Call this at the top of your mode's run/2 to set up run_count tracking.
On the first call, creates mode_state: %{run_count: 0}.
On recursive calls (mode_state already exists), returns chain unchanged.

  



  
    
      
    
    
      execute_tools(terminal)



        
          
        

    

  


  

Execute pending tool calls. Wraps LLMChain.execute_tool_calls/1.

  



  
    
      
    
    
      get_run_count(chain)



        
          
        

    

  


  

Get the current run count from mode_state.

  


        

      


  

    
LangChain.Chains.LLMChain.Modes.Step 
    



      
Execution mode that runs a single step at a time.
A "step" is: execute any pending tool calls, then call the LLM.
If no tools were pending, just call the LLM.
Options
	:should_continue? — Function (LLMChain.t() -> boolean()) called after
each step. If it returns true, another step runs. If false or not
provided, the mode returns after one step.

Usage
# Single step
LLMChain.run(chain, mode: :step)

# Auto-loop with condition
LLMChain.run(chain, mode: :step,
  should_continue?: fn chain ->
    chain.needs_response && length(chain.exchanged_messages) < 10
  end)

      




  

    
LangChain.Chains.LLMChain.Modes.UntilSuccess 
    



      
Execution mode that loops until a successful result.
Calls the LLM, executes tool calls, and repeats until:
	The last message is an assistant response (success)
	The last message is a tool result with no errors (success)
	Max retry count is exceeded (error)

Options
	:force_recurse — When true, forces recursion even after a successful
result. Used internally by UntilToolUsed mode. Default: false.

Usage
LLMChain.run(chain, mode: :until_success)

      




  

    
LangChain.Chains.LLMChain.Modes.UntilToolUsed 
    



      
Execution mode that loops until a specific tool is called.
Repeatedly calls the LLM and executes tools until a tool result
matching one of the target tool names is found.
Options
	:tool_names — (required) List of tool name strings to watch for.
	:max_runs — Maximum LLM calls before error. Default: 25.

Usage
LLMChain.run(chain,
  mode: LangChain.Chains.LLMChain.Modes.UntilToolUsed,
  tool_names: ["submit"],
  max_runs: 25
)
# => {:ok, chain, %ToolResult{name: "submit", ...}}

      




  

    
LangChain.Chains.LLMChain.Modes.WhileNeedsResponse 
    



      
Execution mode that loops while the chain needs a response.
After each LLM call, if the response contains tool calls, this mode:
	Executes the pending tool calls
	Calls the LLM again with the tool results
	Repeats until needs_response is false (no more tool calls)

The LLM always gets the last word after tool execution.
Usage
LLMChain.run(chain, mode: :while_needs_response)
# or
LLMChain.run(chain, mode: LangChain.Chains.LLMChain.Modes.WhileNeedsResponse)

      




  

    
LangChain.Message 
    



      
Models a complete Message for a chat LLM.
Roles
	:system - a system message. Typically just one and it occurs first as a
primer for how the LLM should behave.

	:user - The user or application responses. Typically represents the
"human" element of the exchange.

	:assistant - Responses coming back from the LLM. This includes one or more
"tool calls", requesting that the system execute a tool on behalf of the LLM
and return the response.

	:tool - A message for returning the result of executing a tool request.


Tools
A tool_call comes from the :assistant role. The tool_id identifies which
of the available tool's to execute.
Create a message of role :tool to provide the system responses for one or
more tool requests. A ToolResult handles the response back to the LLM.
User Content Parts
Some LLMs support multi-modal messages. This means the user's message content
can be text and/or image data. Within the LLMs, these are often referred to as
"Vision", meaning you can provide text like "Please identify the what this is
an image of" and provide an image.
User Content Parts are implemented through LangChain.Message.ContentPart. A
list of them can be supplied as the "content" for a message. Only a few LLMs
support it, and they may require using specific models trained for it. See the
documentation for the LLM or service for details on their level of support.
Assistant Content Parts
Assistant Content Parts are implemented through
LangChain.Message.ContentPart. A list of them can be supplied as the
"content" for a message. Only a few LLMs support it, and they may require
using specific models trained for it. See the documentation for the LLM or
service for details on their level of support.
An example of this is Anthropic's Claude 3.7 Sonnet and it's "thinking"
content parts. The service may also return redacted_thinking content parts
that can be sent back to maintain continuity of the conversation.
This also supports the idea of an assistant returning an image along with
text.
Processed Content
The processed_content field is a handy place to store the results of
processing a message and needing to hold on to the processed value and store
it with the message.
This is particularly helpful for a LangChain.MessageProcessors.JsonProcessor
that can process an assistant message and store the processed value on the
message itself.
It is intended for assistant messages when a message processor is applied.
This contains the results of the processing. This allows the content to
reflect what was actually returned from the LLM so it can easily be sent back
to the LLM as a part of the entire conversation.
Examples
A basic system message example:
alias LangChain.Message

Message.new_system!("You are a helpful assistant.")
A basic user message:
Message.new_user!("Who is Prime Minister of the moon?")
A multi-part user message:
alias LangChain.Message.ContentPart

Message.new_user!([
  ContentPart.text!("What is in this picture?"),
  ContentPart.image_url!("https://upload.wikimedia.org/wikipedia/commons/thumb/d/dd/Gfp-wisconsin-madison-the-nature-boardwalk.jpg/2560px-Gfp-wisconsin-madison-the-nature-boardwalk.jpg")
]
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        t()

      


    





  
    Functions
  


    
      
        all_citations(message)

      


        Returns all citations across all content parts of a message.



    


    
      
        append_tool_result(message, result)

      


        Append a ToolResult to a message. A result can only be added to a :tool
role message.



    


    
      
        is_empty?(message)

      


        Determines if a message is considered "empty" and likely indicates a failure.



    


    
      
        is_tool_call?(message)

      


        Return if a Message is a tool_call.



    


    
      
        is_tool_related?(message)

      


        Return if a Message is tool related. It may be a tool call or a tool result.



    


    
      
        new(attrs \\ %{})

      


        Build a new message and return an :ok/:error tuple with the result.



    


    
      
        new!(attrs \\ %{})

      


        Build a new message and return it or raise an error if invalid.



    


    
      
        new_assistant(attrs)

      


        Create a new assistant message which represents a response from the AI or LLM.



    


    
      
        new_assistant!(content)

      


        Create a new assistant message which represents a response from the AI or LLM.



    


    
      
        new_system(content \\ "You are a helpful assistant.")

      


        Create a new system message which can prime the AI/Assistant for how to
respond.



    


    
      
        new_system!(content \\ "You are a helpful assistant.")

      


        Create a new system message which can prime the AI/Assistant for how to
respond.



    


    
      
        new_tool_result(attrs \\ %{})

      


        Create a new tool message to represent the result of a tool's execution.



    


    
      
        new_tool_result!(attrs \\ %{})

      


        Create a new tool response message to return the result of an executed
tool.



    


    
      
        new_user(content)

      


        Create a new user message which represents a human message or a message from
the application.



    


    
      
        new_user!(content)

      


        Create a new user message which represents a human message or a message from
the application.



    


    
      
        replace_tool_result(messages, tool_call_id, new_result)

      


        Replace a tool result in a list of messages by tool_call_id.



    


    
      
        tool_had_errors?(message)

      


        Return true if the message is a tool response and any of the ToolResults
ended in an error. Returns false if not a tool response or all
ToolResults succeeded.



    


    
      
        validate_tool_results_list_type(changeset)

      


    


    
      
        validate_tool_results_required(changeset)
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      status()



        
          
        

    

  


  

      

          @type status() :: :complete | :cancelled | :length


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Message{
  content: term(),
  index: term(),
  metadata: term(),
  name: term(),
  processed_content: term(),
  role: term(),
  status: term(),
  tool_calls: term(),
  tool_results: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      all_citations(message)



        
          
        

    

  


  

      

          @spec all_citations(t()) :: [LangChain.Message.Citation.t()]


      


Returns all citations across all content parts of a message.

  



  
    
      
    
    
      append_tool_result(message, result)



        
          
        

    

  


  

      

          @spec append_tool_result(t(), LangChain.Message.ToolResult.t()) :: t() | no_return()


      


Append a ToolResult to a message. A result can only be added to a :tool
role message.

  



  
    
      
    
    
      is_empty?(message)



        
          
        

    

  


  

      

          @spec is_empty?(t()) :: boolean()


      


Determines if a message is considered "empty" and likely indicates a failure.
This is particularly useful for detecting failure patterns with Anthropic models
where the LLM may return empty responses when it encounters issues.
Examples
iex> alias LangChain.Message
iex> Message.is_empty?(%Message{role: :assistant, content: [], tool_calls: [], status: :complete})
true

iex> alias LangChain.Message
iex> Message.is_empty?(%Message{role: :assistant, content: "Hello", tool_calls: [], status: :complete})
false

iex> alias LangChain.Message
iex> Message.is_empty?(%Message{role: :user, content: [], status: :complete})
false

  



  
    
      
    
    
      is_tool_call?(message)



        
          
        

    

  


  

Return if a Message is a tool_call.

  



  
    
      
    
    
      is_tool_related?(message)



        
          
        

    

  


  

Return if a Message is tool related. It may be a tool call or a tool result.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new message and return an :ok/:error tuple with the result.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new message and return it or raise an error if invalid.

  



  
    
      
    
    
      new_assistant(attrs)



        
          
        

    

  


  

      

          @spec new_assistant(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Create a new assistant message which represents a response from the AI or LLM.

  



  
    
      
    
    
      new_assistant!(content)



        
          
        

    

  


  

      

          @spec new_assistant!(String.t() | map() | [LangChain.Message.ContentPart.t()]) ::
  t() | no_return()


      


Create a new assistant message which represents a response from the AI or LLM.
Examples
# Create a simple text message
iex> new_assistant!("I'll help you with that.")
%LangChain.Message{role: :assistant, content: [LangChain.Message.ContentPart.text!("I'll help you with that.")], tool_calls: []}

# Create with content parts
iex> new_assistant!([
...>   LangChain.Message.ContentPart.text!("Here's my response"),
...>   LangChain.Message.ContentPart.text!("And some additional thoughts")
...> ])
%LangChain.Message{role: :assistant, content: [%LangChain.Message.ContentPart{content: "Here's my response"}, %LangChain.Message.ContentPart{content: "And some additional thoughts"}], tool_calls: []}

# Create with tool calls
iex> new_assistant!(%{
...>   tool_calls: [
...>     LangChain.Message.ToolCall.new!(%{call_id: "1", name: "calculator", arguments: %{x: 2, y: 3}})
...>   ]
...> })
%LangChain.Message{role: :assistant, tool_calls: [%LangChain.Message.ToolCall{call_id: "1", name: "calculator", arguments: %{x: 2, y: 3}, status: :complete}]}

  



    

  
    
      
    
    
      new_system(content \\ "You are a helpful assistant.")



        
          
        

    

  


  

      

          @spec new_system(
  content ::
    String.t()
    | LangChain.Message.ContentPart.t()
    | [LangChain.Message.ContentPart.t()]
) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Create a new system message which can prime the AI/Assistant for how to
respond.

  



    

  
    
      
    
    
      new_system!(content \\ "You are a helpful assistant.")



        
          
        

    

  


  

      

          @spec new_system!(
  content ::
    String.t()
    | LangChain.Message.ContentPart.t()
    | [LangChain.Message.ContentPart.t()]
) :: t() | no_return()


      


Create a new system message which can prime the AI/Assistant for how to
respond.

  



    

  
    
      
    
    
      new_tool_result(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new_tool_result(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Create a new tool message to represent the result of a tool's execution.
Attributes
	:tool_results - a list of tool ToolResult structs.
	:content - Text content returned from the LLM.


  



    

  
    
      
    
    
      new_tool_result!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new_tool_result!(attrs :: map()) :: t() | no_return()


      


Create a new tool response message to return the result of an executed
tool.
Attributes
	:tool_results - a list of tool ToolResult structs.
	:content - Text content returned from the LLM.


  



  
    
      
    
    
      new_user(content)



        
          
        

    

  


  

      

          @spec new_user(
  content ::
    String.t()
    | [LangChain.Message.ContentPart.t() | LangChain.PromptTemplate.t()]
) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Create a new user message which represents a human message or a message from
the application.

  



  
    
      
    
    
      new_user!(content)



        
          
        

    

  


  

      

          @spec new_user!(
  content ::
    String.t()
    | [LangChain.Message.ContentPart.t() | LangChain.PromptTemplate.t()]
) :: t() | no_return()


      


Create a new user message which represents a human message or a message from
the application.

  



  
    
      
    
    
      replace_tool_result(messages, tool_call_id, new_result)



        
          
        

    

  


  

      

          @spec replace_tool_result([t()], String.t(), LangChain.Message.ToolResult.t()) :: [
  t()
]


      


Replace a tool result in a list of messages by tool_call_id.
Finds the :tool message containing a ToolResult with the given
tool_call_id and replaces it with new_result. Updates tool_results
on the message.
Returns the message list unchanged if no matching tool_call_id is found.
Examples
messages = [assistant_msg, tool_msg]
new_result = ToolResult.new!(%{tool_call_id: "call-1", content: "done"})
updated = Message.replace_tool_result(messages, "call-1", new_result)

  



  
    
      
    
    
      tool_had_errors?(message)



        
          
        

    

  


  

      

          @spec tool_had_errors?(t()) :: boolean()


      


Return true if the message is a tool response and any of the ToolResults
ended in an error. Returns false if not a tool response or all
ToolResults succeeded.

  



  
    
      
    
    
      validate_tool_results_list_type(changeset)



        
          
        

    

  


  


  



  
    
      
    
    
      validate_tool_results_required(changeset)



        
          
        

    

  


  


  


        

      


  

    
LangChain.Message.ContentPart 
    



      
Models a ContentPart. ContentParts are now used for multi-modal support in
both messages and tool results. This enables richer responses, allowing text,
images, files, and thinking blocks to be combined in a single message or tool
result.
Types
	:text - The message part is text.
	:image_url - The message part is a URL to an image.
	:image - The message part is image data that is base64 encoded text.
	:file - The message part is file data that is base64 encoded text.
	:file_url - The message part is a URL to a file.
	:thinking - A thinking block from a reasoning model like Anthropic.
	:unsupported - A part that is not supported but may need to be present.
This includes Anthropic's redacted_thinking block which has no value in
being displayed because it is encrypted, but can be provided back to the LLM
to maintain reasoning continuity. The specific parts of the data are stored
in :options.

Fields
	:content - Text content.

	:options - Options are a keyword list of values that may be specific to
the LLM for a particular message type. For example, multi-modal message
(ones that include image data) use the :media option to specify the
mimetype information. Options may also contain key-value settings like
cache_control: true for models like Anthropic that support caching.
When receiving content parts like with Anthropic Claude's thinking model,
the options may contain LLM specific data that is recommended to be
preserved like a signature or redacted_thinking data used by the LLM.


Image mime types
The :media option is used to specify the mime type of the image. Various
LLMs handle this differently or perhaps not at all.
Examples:
	media: :jpg - turns into "image/jpeg" or "image/jpg", depending on
what the LLM accepts.
	media: :png - turns into "image/png"
	media: "image/webp" - stays as "image/webp". Any specified string value
is passed through unchanged. This allows for future formats to be supported
quickly.
	When omitted, the LLM may error or some will accept it but may require the
base64 encoded content data to be prefixed with the mime type information.
Basically, you must handle the content needs yourself.


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        citations(content_part)

      


        Returns the citations for this content part, defaulting to empty list.



    


    
      
        content_to_string(content, type \\ :text)

      


        Convert "content" to a string. Content may be nil, a string, or a list of ContentParts.



    


    
      
        file!(content, opts \\ [])

      


        Create a new ContentPart that contains a file encoded as base64 data.



    


    
      
        file_url!(content, opts \\ [])

      


        Create a new ContentPart that contains a URL to an file. Raises an exception if not valid.



    


    
      
        has_citations?(content_part)

      


        Returns true if this content part has any citations.



    


    
      
        image!(content, opts \\ [])

      


        Create a new ContentPart that contains an image encoded as base64 data. Raises
an exception if not valid.



    


    
      
        image_url!(content, opts \\ [])

      


        Create a new ContentPart that contains a URL to an image. Raises an exception if not valid.



    


    
      
        merge_part(primary, new_part)

      


        Merge two ContentPart structs for the same index in a MessageDelta. The
first ContentPart is the primary one that smaller deltas are merged into.
The primary is what is being accumulated.



    


    
      
        new(attrs \\ %{})

      


        Build a new message and return an :ok/:error tuple with the result.



    


    
      
        new!(attrs \\ %{})

      


        Build a new message and return it or raise an error if invalid.



    


    
      
        parts_to_string(parts, type \\ :text)

      


        Helper function for easily getting plain text from a list of ContentParts.



    


    
      
        set_option_on_last_part(content_parts, option_key, option_value)

      


        Sets an option on the last text part in a list of ContentParts. Returns the updated content parts.



    


    
      
        text!(content, opts \\ [])

      


        Create a new ContentPart that contains text. Raises an exception if not valid.



    


    
      
        thinking!(content, opts \\ [])

      


        Create a new ContentPart that contains thinking text. Raises an exception if not valid.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Message.ContentPart{
  citations: term(),
  content: term(),
  options: term(),
  type: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      citations(content_part)



        
          
        

    

  


  

      

          @spec citations(t()) :: [LangChain.Message.Citation.t()]


      


Returns the citations for this content part, defaulting to empty list.

  



    

  
    
      
    
    
      content_to_string(content, type \\ :text)



        
          
        

    

  


  

      

          @spec content_to_string(content :: String.t() | [t()] | nil, type :: atom()) ::
  nil | String.t()


      


Convert "content" to a string. Content may be nil, a string, or a list of ContentParts.

  



    

  
    
      
    
    
      file!(content, opts \\ [])



        
          
        

    

  


  

      

          @spec file!(String.t(), Keyword.t()) :: t() | no_return()


      


Create a new ContentPart that contains a file encoded as base64 data.

  



    

  
    
      
    
    
      file_url!(content, opts \\ [])



        
          
        

    

  


  

      

          @spec file_url!(String.t(), Keyword.t()) :: t() | no_return()


      


Create a new ContentPart that contains a URL to an file. Raises an exception if not valid.

  



  
    
      
    
    
      has_citations?(content_part)



        
          
        

    

  


  

      

          @spec has_citations?(t()) :: boolean()


      


Returns true if this content part has any citations.

  



    

  
    
      
    
    
      image!(content, opts \\ [])



        
          
        

    

  


  

      

          @spec image!(String.t(), Keyword.t()) :: t() | no_return()


      


Create a new ContentPart that contains an image encoded as base64 data. Raises
an exception if not valid.
Options
	:media - Provide the "media type" for the image. Examples: "image/jpeg",
"image/png", etc. ChatGPT does not require this but other LLMs may.
	:detail - if the LLM supports it, most images must be resized or cropped
before given to the LLM for analysis. A detail option may specify the level
detail of the image to present to the LLM. The higher the detail, the more
tokens consumed. Currently only supported by OpenAI and the values of "low",
"high", and "auto".

ChatGPT requires media type information to prefix the base64 content. Setting
the media: "image/jpeg" type will do that. Otherwise the data must be
provided with the required prefix.
Anthropic requires the media type information to be submitted as separate
information with the JSON request. This media option provides an abstraction
to normalize the behavior.

  



    

  
    
      
    
    
      image_url!(content, opts \\ [])



        
          
        

    

  


  

      

          @spec image_url!(String.t(), Keyword.t()) :: t() | no_return()


      


Create a new ContentPart that contains a URL to an image. Raises an exception if not valid.

  



  
    
      
    
    
      merge_part(primary, new_part)



        
          
        

    

  


  

      

          @spec merge_part(nil | t(), t()) :: t()


      


Merge two ContentPart structs for the same index in a MessageDelta. The
first ContentPart is the primary one that smaller deltas are merged into.
The primary is what is being accumulated.
A set of ContentParts can be merged like this:
Enum.reduce(list_of_content_parts, nil, fn new_part, acc ->
  ContentPart.merge_part(acc, new_part)
end)

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new message and return an :ok/:error tuple with the result.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new message and return it or raise an error if invalid.
Example
ContentPart.new!(%{type: :text, content: "Greetings!"})

ContentPart.new!(%{type: :image_url, content: "https://example.com/images/house.jpg"})

ContentPart.new!(%{type: :thinking, content: "I've been asked...", options: [signature: "SIGNATURE_DATA"]}

ContentPart.new!(%{type: :unsupported, content: "redacted_data", options: [type: "redacted_thinking"]}

  



    

  
    
      
    
    
      parts_to_string(parts, type \\ :text)



        
          
        

    

  


  

      

          @spec parts_to_string([t() | nil], type :: atom()) :: nil | String.t()


      


Helper function for easily getting plain text from a list of ContentParts.
This function processes a list of ContentParts and joins the text parts together
using "
" characters. Only parts where type: :text are used. All other parts
are ignored.
Examples
iex> parts = [
...>   text!("Hello"),
...>   image!("base64data"),
...>   text!("world")
...> ]
iex> parts_to_string(parts)
"Hello\n\nworld"

iex> parts_to_string([])
nil

  



  
    
      
    
    
      set_option_on_last_part(content_parts, option_key, option_value)



        
          
        

    

  


  

      

          @spec set_option_on_last_part([t()], atom(), any()) :: [t()]


      


Sets an option on the last text part in a list of ContentParts. Returns the updated content parts.

  



    

  
    
      
    
    
      text!(content, opts \\ [])



        
          
        

    

  


  

Create a new ContentPart that contains text. Raises an exception if not valid.

  



    

  
    
      
    
    
      thinking!(content, opts \\ [])



        
          
        

    

  


  

      

          @spec thinking!(String.t(), Keyword.t()) :: t() | no_return()


      


Create a new ContentPart that contains thinking text. Raises an exception if not valid.

  


        

      


  

    
LangChain.Message.ToolCall 
    



      
Represents an LLM's request to use tool. It specifies the tool to execute and
may provide arguments for the tool to use.
Example
ToolCall.new!(%{
  call_id: "call_123",
  name: "give_greeting"
  arguments: %{"name" => "Howard"}
})

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        complete(tool_call)

      


        Ensure the ToolCall's status is set to :complete. The process of completing
it parses the tool arguments, which may be invalid. Any problems parsing are
returned as a changeset error.



    


    
      
        execution_status(tool_call, default \\ "identified")

      


        Get the execution status from a ToolCall's metadata.



    


    
      
        merge(primary, call_part)

      


        The left side, or primary, is the ToolCall that is being accumulated. The
call_part is being merged into the primary.



    


    
      
        new(attrs \\ %{})

      


        Build a new ToolCall and return an :ok/:error tuple with the result.



    


    
      
        new!(attrs \\ %{})

      


        Build a new ToolCall and return it or raise an error if invalid.



    


    
      
        set_execution_status(tool_call, status)

      


        Set the execution status on a ToolCall's metadata.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Message.ToolCall{
  arguments: term(),
  call_id: term(),
  display_text: term(),
  index: term(),
  metadata: term(),
  name: term(),
  status: term(),
  type: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      complete(tool_call)



        
          
        

    

  


  

      

          @spec complete(t()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Ensure the ToolCall's status is set to :complete. The process of completing
it parses the tool arguments, which may be invalid. Any problems parsing are
returned as a changeset error.

  



    

  
    
      
    
    
      execution_status(tool_call, default \\ "identified")



        
          
        

    

  


  

      

          @spec execution_status(t(), String.t()) :: String.t()


      


Get the execution status from a ToolCall's metadata.
Returns the status string ("identified", "executing", "completed", "failed")
or the default value if not set.

  



  
    
      
    
    
      merge(primary, call_part)



        
          
        

    

  


  

      

          @spec merge(nil | t(), t()) :: t()


      


The left side, or primary, is the ToolCall that is being accumulated. The
call_part is being merged into the primary.
Used to process streamed deltas where a single tool call can be split over
many smaller parts.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new ToolCall and return an :ok/:error tuple with the result.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new ToolCall and return it or raise an error if invalid.

  



  
    
      
    
    
      set_execution_status(tool_call, status)



        
          
        

    

  


  

      

          @spec set_execution_status(t(), String.t()) :: t()


      


Set the execution status on a ToolCall's metadata.

  


        

      


  

    
LangChain.Message.ToolResult 
    



      
Represents a the result of running a requested tool. The LLM's requests a tool
use through a ToolCall. A ToolResult returns the answer or result from the
application back to the AI.
Content
The content can be a string or a list of ContentParts for multi-modal
responses (text, images, etc.) that gets returned to the LLM as the result.
Processed Content
The processed_content field is optional. When you want to keep the results
of the Elixir function call as a native Elixir data structure,
processed_content can hold it.
Advanced use: You can use the options field for LLM-specific features like
cache control.
To do this, the Elixir function's result should be a {:ok, "String response for LLM", native_elixir_data}. See LangChain.Function for details and
examples.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs \\ %{})

      


        Build a new ToolResult and return an :ok/:error tuple with the result.



    


    
      
        new!(attrs \\ %{})

      


        Build a new ToolResult and return it or raise an error if invalid.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Message.ToolResult{
  content: term(),
  display_text: term(),
  interrupt_data: term(),
  is_error: term(),
  is_interrupt: term(),
  name: term(),
  options: term(),
  processed_content: term(),
  tool_call_id: term(),
  type: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new ToolResult and return an :ok/:error tuple with the result.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new ToolResult and return it or raise an error if invalid.

  


        

      


  

    
LangChain.MessageDelta 
    



      
Models a "delta" message from a chat LLM. A delta is a small chunk, or piece
of a much larger complete message. A series of deltas are used to construct
the complete message.
Delta messages must be applied in order for them to be valid. Delta messages
can be combined and transformed into a LangChain.Message once the final
piece is received.
Roles
	:unknown - The role data is missing for the delta.
	:assistant - Responses coming back from the LLM.

Tool Usage
Tools can be used or called by the assistant (LLM). A tool call is also split
across many message deltas and must be fully assembled before it can be
executed.
Metadata
The metadata field is a map that can contain any additional information
about the message delta. It is used to store token usage, model, and other
LLM-specific information.
Content Fields
The content field may contain:
	A string (for backward compatibility)
	A LangChain.Message.ContentPart struct
	An empty list [] that is received from some services like Anthropic, which
is a signal that the content will be a list of content parts

The module uses two content-related fields:
	content - The raw content received from the LLM. This can be either a
string (for backward compatibility), a LangChain.Message.ContentPart
struct, or a [] indicating it will be a list of content parts. This field
is cleared (set to nil) after merging into merged_content.

	merged_content - The accumulated list of ContentParts after merging
deltas. This is the source of truth for the message content and is used when
converting to a LangChain.Message. When merging deltas:
	For string content, it's converted to a ContentPart of type :text
	For ContentPart content, it's merged based on the index field
	Multiple content parts can be maintained in the list to support
multi-modal responses (text, images, audio) or separate thinking content
from final text




      


      
        Summary
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        t()

      


    





  
    Functions
  


    
      
        accumulate_token_usage(primary, delta_part)

      


        Accumulates token usage from delta messages. Uses LangChain.TokenUsage.add/2 to combine
the usage data from both deltas.



    


    
      
        all_tools_terminal?(message_delta)

      


        Check whether every ToolCall in the delta has reached a terminal
execution status. Returns true only when there is at least one tool
call AND every call has metadata["execution_status"] set to
"completed" or "failed".



    


    
      
        content_to_string(delta, type \\ :text)

      


        Convert the MessageDelta's merged content to a string. Specify the type of
content to convert so it can return just the text parts or thinking parts,
etc. Defaults to :text.



    


    
      
        merge_delta(primary, delta_part)

      


        Merge two MessageDelta structs. The first MessageDelta is the primary
one that smaller deltas are merged into.



    


    
      
        merge_deltas(deltas)

      


        Merges a list of MessageDeltas into a single MessageDelta. The deltas
are merged in order, with each delta being merged into the result of the
previous merge.



    


    
      
        merge_deltas(accumulated_delta, deltas)

      


        Merges a list of MessageDeltas into an accumulated MessageDelta. This is
useful for UI applications that accumulate deltas as they are received from
a streaming LLM response.



    


    
      
        migrate_to_content_parts(delta)

      


        Migrates a MessageDelta's string content to use LangChain.Message.ContentPart.
This is for backward compatibility with models that don't yet support ContentPart streaming.



    


    
      
        new(attrs \\ %{})

      


        Create a new MessageDelta that represents a message chunk.



    


    
      
        new!(attrs \\ %{})

      


        Create a new MessageDelta that represents a message chunk and return it or
raise an error if invalid.



    


    
      
        set_tool_display_text(delta, call_id, display_text)

      


        Set the display_text on the ToolCall with the matching call_id.



    


    
      
        set_tool_execution_status(delta, call_id, status)

      


        Find the ToolCall with the matching call_id and update its
"execution_status" metadata. Delegates to
LangChain.Message.ToolCall.set_execution_status/2.



    


    
      
        to_message(delta)

      


        Convert the MessageDelta to a Message. Can only convert a fully complete
MessageDelta.



    


    
      
        upsert_tool_call(delta, new_call)

      


        Insert a ToolCall into the delta's tool_calls list, or merge its
non-nil fields onto an existing ToolCall with the same call_id.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.MessageDelta{
  content: term(),
  index: term(),
  merged_content: term(),
  metadata: term(),
  role: term(),
  status: term(),
  tool_calls: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      accumulate_token_usage(primary, delta_part)



        
          
        

    

  


  

      

          @spec accumulate_token_usage(t(), t()) :: t()


      


Accumulates token usage from delta messages. Uses LangChain.TokenUsage.add/2 to combine
the usage data from both deltas.
Example
iex> alias LangChain.TokenUsage
iex> alias LangChain.MessageDelta
iex> delta1 = %MessageDelta{
...>   metadata: %{
...>     usage: %TokenUsage{input: 10, output: 5}
...>   }
...> }
iex> delta2 = %MessageDelta{
...>   metadata: %{
...>     usage: %TokenUsage{input: 5, output: 15}
...>   }
...> }
iex> result = MessageDelta.accumulate_token_usage(delta1, delta2)
iex> result.metadata.usage.input
15
iex> result.metadata.usage.output
20

  



  
    
      
    
    
      all_tools_terminal?(message_delta)



        
          
        

    

  


  

      

          @spec all_tools_terminal?(t()) :: boolean()


      


Check whether every ToolCall in the delta has reached a terminal
execution status. Returns true only when there is at least one tool
call AND every call has metadata["execution_status"] set to
"completed" or "failed".
Returns false for nil or empty tool_calls — there is nothing to
gate on yet.
Intended for UI flows that keep a streaming delta visible while any
tool is still mid-execution and only clear it once all tools have
terminated, so sibling tool calls don't lose their UI state when one
finishes before another.
Examples
iex> alias LangChain.Message.ToolCall
iex> done = %ToolCall{call_id: "a", metadata: %{"execution_status" => "completed"}}
iex> running = %ToolCall{call_id: "b", metadata: %{"execution_status" => "executing"}}
iex> LangChain.MessageDelta.all_tools_terminal?(%LangChain.MessageDelta{tool_calls: [done]})
true
iex> LangChain.MessageDelta.all_tools_terminal?(%LangChain.MessageDelta{tool_calls: [done, running]})
false

  



    

  
    
      
    
    
      content_to_string(delta, type \\ :text)



        
          
        

    

  


  

      

          @spec content_to_string(t(), type :: atom()) :: nil | String.t()


      


Convert the MessageDelta's merged content to a string. Specify the type of
content to convert so it can return just the text parts or thinking parts,
etc. Defaults to :text.

  



  
    
      
    
    
      merge_delta(primary, delta_part)



        
          
        

    

  


  

      

          @spec merge_delta(nil | t(), t() | {:error, any()}) :: t()


      


Merge two MessageDelta structs. The first MessageDelta is the primary
one that smaller deltas are merged into.
The merging process:
	Migrates any string content to ContentParts for backward compatibility
	Merges the content into merged_content based on the index field
	Clears the content field (sets to nil) after merging
	Updates other fields (tool_calls, status, etc.)

Examples
iex> delta_1 =
...>   %LangChain.MessageDelta{
...>     content: nil,
...>     index: 0,
...>     tool_calls: [],
...>     role: :assistant,
...>     status: :incomplete
...>   }
iex> delta_2 =
...>   %LangChain.MessageDelta{
...>     content: "Hello",
...>     index: 0,
...>     tool_calls: [],
...>     role: :unknown,
...>     status: :incomplete
...>   }
iex> LangChain.MessageDelta.merge_delta(delta_1, delta_2)
%LangChain.MessageDelta{
  content: nil,
  merged_content: [%LangChain.Message.ContentPart{type: :text, content: "Hello"}],
  status: :incomplete,
  index: 0,
  role: :assistant,
  tool_calls: []
}
A set of deltas can be easily merged like this:
  MessageDelta.merge_deltas(list_of_delta_messages)

  



  
    
      
    
    
      merge_deltas(deltas)



        
          
        

    

  


  

      

          @spec merge_deltas([t()]) :: t()


      


Merges a list of MessageDeltas into a single MessageDelta. The deltas
are merged in order, with each delta being merged into the result of the
previous merge.
Examples
iex> deltas = [
...>   %LangChain.MessageDelta{content: "Hello", role: :assistant},
...>   %LangChain.MessageDelta{content: " world", role: :assistant},
...>   %LangChain.MessageDelta{content: "!", role: :assistant, status: :complete}
...> ]
iex> LangChain.MessageDelta.merge_deltas(deltas)
%LangChain.MessageDelta{
  content: nil,
  merged_content: [%LangChain.Message.ContentPart{type: :text, content: "Hello world!"}],
  status: :complete,
  role: :assistant
}

  



  
    
      
    
    
      merge_deltas(accumulated_delta, deltas)



        
          
        

    

  


  

      

          @spec merge_deltas(nil | t(), [t()]) :: t()


      


Merges a list of MessageDeltas into an accumulated MessageDelta. This is
useful for UI applications that accumulate deltas as they are received from
a streaming LLM response.
The first argument is the accumulated delta (or nil if no deltas have been
processed yet). The second argument is a list of new deltas to merge in.
Examples
iex> accumulated = nil
iex> batch_1 = [
...>   %LangChain.MessageDelta{content: "Hello", role: :assistant},
...>   %LangChain.MessageDelta{content: " world", role: :assistant}
...> ]
iex> accumulated = LangChain.MessageDelta.merge_deltas(accumulated, batch_1)
iex> batch_2 = [
...>   %LangChain.MessageDelta{content: "!", role: :assistant, status: :complete}
...> ]
iex> result = LangChain.MessageDelta.merge_deltas(accumulated, batch_2)
iex> result
%LangChain.MessageDelta{
  content: nil,
  merged_content: [%LangChain.Message.ContentPart{type: :text, content: "Hello world!"}],
  status: :complete,
  role: :assistant
}

  



  
    
      
    
    
      migrate_to_content_parts(delta)



        
          
        

    

  


  

      

          @spec migrate_to_content_parts(t()) :: t()


      


Migrates a MessageDelta's string content to use LangChain.Message.ContentPart.
This is for backward compatibility with models that don't yet support ContentPart streaming.
Examples
iex> delta = %LangChain.MessageDelta{content: "Hello world"}
iex> upgraded = migrate_to_content_parts(delta)
iex> upgraded.content
%LangChain.Message.ContentPart{type: :text, content: "Hello world"}

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Create a new MessageDelta that represents a message chunk.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Create a new MessageDelta that represents a message chunk and return it or
raise an error if invalid.

  



  
    
      
    
    
      set_tool_display_text(delta, call_id, display_text)



        
          
        

    

  


  

      

          @spec set_tool_display_text(t(), String.t(), String.t() | nil) :: t()


      


Set the display_text on the ToolCall with the matching call_id.
A non-nil incoming value overwrites the existing one. As a tool executes
and the caller learns more, it is reasonable to refine the display from
"Reading file" to "Reading "outline.md" (lines 60–100)", and this
helper supports that flow.
A nil incoming value is a no-op and leaves the existing display_text
alone, so the UI never goes from showing something to showing nothing.
Returns the delta unchanged if no tool call matches the given call_id.
Examples
iex> alias LangChain.Message.ToolCall
iex> delta = %LangChain.MessageDelta{
...>   role: :assistant,
...>   tool_calls: [%ToolCall{call_id: "abc", name: "search"}]
...> }
iex> updated = LangChain.MessageDelta.set_tool_display_text(delta, "abc", "Searching")
iex> hd(updated.tool_calls).display_text
"Searching"

  



  
    
      
    
    
      set_tool_execution_status(delta, call_id, status)



        
          
        

    

  


  

      

          @spec set_tool_execution_status(t(), String.t(), String.t()) :: t()


      


Find the ToolCall with the matching call_id and update its
"execution_status" metadata. Delegates to
LangChain.Message.ToolCall.set_execution_status/2.
Intended for callers like Phoenix LiveView and Sagents that track the
lifecycle of a streaming tool call (identified → executing →
completed/failed) and need to drive the UI as the agent progresses.
Returns the delta unchanged if no tool call matches the given call_id.
Examples
iex> alias LangChain.Message.ToolCall
iex> delta = %LangChain.MessageDelta{
...>   role: :assistant,
...>   tool_calls: [%ToolCall{call_id: "abc", name: "search"}]
...> }
iex> updated = LangChain.MessageDelta.set_tool_execution_status(delta, "abc", "executing")
iex> hd(updated.tool_calls).metadata
%{"execution_status" => "executing"}

  



  
    
      
    
    
      to_message(delta)



        
          
        

    

  


  

      

          @spec to_message(t()) :: {:ok, LangChain.Message.t()} | {:error, String.t()}


      


Convert the MessageDelta to a Message. Can only convert a fully complete
MessageDelta.
This is assumed to be the result of merging all the received MessageDeltas.
An error is returned if the status is :incomplete.
If the MessageDelta fails to convert to a LangChain.Message, an error is
returned with the reason.

  



  
    
      
    
    
      upsert_tool_call(delta, new_call)



        
          
        

    

  


  

      

          @spec upsert_tool_call(t(), LangChain.Message.ToolCall.t()) :: t()


      


Insert a ToolCall into the delta's tool_calls list, or merge its
non-nil fields onto an existing ToolCall with the same call_id.
Intended for streaming pipelines that learn about a tool call across
several events: the first event creates the call, later events fill in
fields like display_text or update metadata.
Merge rules when a ToolCall with the same call_id already exists:
	Non-nil scalar fields on the incoming call overwrite the existing value
(name, arguments, display_text).
	status is only promoted forward — an incoming :complete overwrites
an existing :incomplete, but never the other way around.
	metadata is shallow-merged, with incoming keys winning per-key.

A call with call_id: nil is ignored and the delta is returned unchanged
(there is no key to upsert against).
Examples
iex> alias LangChain.Message.ToolCall
iex> delta = %LangChain.MessageDelta{role: :assistant, tool_calls: []}
iex> tc = %ToolCall{call_id: "abc", name: "search"}
iex> updated = LangChain.MessageDelta.upsert_tool_call(delta, tc)
iex> updated.tool_calls
[%ToolCall{call_id: "abc", name: "search"}]

  


        

      


  

    
LangChain.MessageProcessors.JsonProcessor 
    



      
A built-in Message processor that processes a received Message for JSON
contents.
When successful, the assistant message's JSON contents are processed into a
map and set on processed_content. No additional validation or processing of
the data is done by this processor.
When JSON data is expected but not received, or the received JSON is invalid
or incomplete, a new user Message struct is returned with a text error
message for the LLM so it can try again to correct the error and return a
valid response.
There are multiple ways to extract JSON content.
When the JSON data is reliably returned as the only response, this extracts it
to an Elixir Map:
message = Message.new_assistant!(%{content: "{"value": 123}"})

# process the message for JSON content
{:cont, updated_chain, updated_message} =
  JsonProcessor.run(chain, message)
The updated message will be an assistant message where content is a map:
updated_message.content
#=> %{"value" => 123}
Some models are unable to reliably return a JSON response without adding some
commentary. For that situation, instruct the model how to format the JSON
content. Depending on the model, one of these formats may work better than
another:
# bracketing the data with XML tags
<json>
{"value": 123}
</json>

# markdown style code fences with json language
```json
{"value": 123}
```

# markdown style code fences (no language)
```
{"value": 123}
```
When the LLM adds commentary with the data, it may appear like this:
The answer to your question in JSON is:

```json
{"value": 123}
```
We can still extract the JSON data in a situation like this. We provide a
Regex to use for extracting the data from whatever starting and ending text
the LLM was instructed to use.
Examples:
~r/<json>(.*?)</json>/s
~r/```json(.*?)```/s
~r/```(.*?)```/s
The "```json" formatted one is processed like this:
{:cont, updated_chain, updated_message} =
  JsonProcessor.run(chain, message, ~r/```json(.*?)```/s)
JsonProcessor vs Tool Usage
The JsonProcessor is not compatible with tool usage. Some simpler models do
not support tool usage and the JsonProcessor can help get structured
responses out of them more easily.
The JsonProcessor is run on the assistant's response. If the response is a
ToolCall, then the response does not contain text JSON contents to process.

      


      
        Summary


  
    Functions
  


    
      
        new!()

      


        Returns a function for use in a LangChain.Chains.LLMChain.message_processors/2.



    


    
      
        new!(regex)

      


        Returns a wrapped (curried) function for use in a
LangChain.Chains.LLMChain.message_processors/2 that includes the configured
Regex to use for extracting JSON content.



    


    
      
        run(chain, message)

      


        Run the JSON Processor on a message. The response indicates what should be
done with the message.



    


    
      
        run(chain, message, regex_pattern)

      


    





      


      
        Functions


        


  
    
      
    
    
      new!()



        
          
        

    

  


  

Returns a function for use in a LangChain.Chains.LLMChain.message_processors/2.

  



  
    
      
    
    
      new!(regex)



        
          
        

    

  


  

Returns a wrapped (curried) function for use in a
LangChain.Chains.LLMChain.message_processors/2 that includes the configured
Regex to use for extracting JSON content.
The Regex pattern is used with the :all_but_first capture option to extract
just the internal capture text.

  



  
    
      
    
    
      run(chain, message)



        
          
        

    

  


  

      

          @spec run(LangChain.Chains.LLMChain.t(), LangChain.Message.t()) ::
  {:cont, LangChain.Message.t()} | {:halt, LangChain.Message.t()}


      


Run the JSON Processor on a message. The response indicates what should be
done with the message.
Response values:
	{:cont, %Message{}} - The returned message replaces the one being
processed and no additional processors are run.
	{:halt, %Message{}} - Future processors are skipped. The Message is
returned as a response to the LLM for reporting errors.


  



  
    
      
    
    
      run(chain, message, regex_pattern)



        
          
        

    

  


  


  


        

      


  

    
LangChain.PromptTemplate 
    



      
Enables defining a prompt, optionally as a template, but delaying the final
building of it until a later time when input values are substituted in.
This also supports the ability to create a Message from a PromptTemplate.
An LLM conversation is made up of a set of messages. PromptTemplates are a
tool to help build messages.
# Create a template and convert it to a message
prompt = PromptTemplate.new!(%{text: "My template", role: :user})
%LangChain.Message{} = message = PromptTemplate.to_message!(prompt)
PromptTemplates are powerful because they support Elixir's EEx templates
allowing for parameter substitution. This is helpful when we want to prepare a
template message and plan to later substitute in information from the user.
Here's an example of setting up a template using a parameter then later
providing the input value.
prompt = PromptTemplate.from_template!("What's a name for a company that makes <%= @product %>?")

# later, format the final text after after applying the values.
PromptTemplate.format(prompt, %{product: "colorful socks"})
#=> "What's a name for a company that makes colorful socks?"
Security — template text is executable Elixir code
A PromptTemplate's text is rendered with EEx.eval_string/2, which
means it is evaluated as Elixir. Any expression inside <%= … %> runs with
the full privileges of the BEAM node — it can read files, call
System.cmd/2, read environment variables, spawn processes, and exfiltrate
secrets.
Templates must be authored by developers and treated as source code.
Never construct a PromptTemplate from user input, LLM output, or any
other data that can be influenced by an attacker — doing so is equivalent
to calling Code.eval_string/1 on that input.
Untrusted data — user messages, LLM output, retrieved documents — is only
safe when supplied as assigns (the inputs map, substituted into
<%= @name %> slots). Assign values are inserted into the rendered output
as strings and are not re-evaluated as EEx.
Safe
# Template is a developer-authored string literal;
# user text flows in as an assign.
prompt =
  PromptTemplate.from_template!(
    "Summarize this for <%= @audience %>: <%= @text %>"
  )

PromptTemplate.format(prompt, %{audience: user_input, text: llm_output})
Unsafe (remote code execution)
# NEVER do this — `user_input` becomes executable Elixir code.
PromptTemplate.from_template!(user_input)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        format(template, inputs \\ %{})

      


        Format the prompt template with inputs to replace with assigns. It returns the
formatted text.



    


    
      
        format_composed(full_prompt, composed_of, inputs)

      


        Formats a PromptTemplate at two levels. Supports providing a list of
composed_of templates that are all combined into a full_template.



    


    
      
        format_text(text, inputs)

      


        Format the prompt template with inputs to replace embeds. The final replaced
text is returned.



    


    
      
        from_template(text)

      


        Build a PromptTemplate struct from a template string.



    


    
      
        from_template!(text)

      


        Build a PromptTemplate struct from a template string and return the struct or error if invalid.



    


    
      
        new(attrs)

      


        Create a new PromptTemplate struct from the given attributes.



    


    
      
        new!(attrs)

      


        Create a new PromptTemplate struct using the attributes. If invalid, an
exception is raised with the reason.



    


    
      
        to_content_part(template, inputs \\ %{})

      


        Transform a PromptTemplate to a LangChain.Message.ContentPart of type
text. Provide the inputs at the time of transformation to render the final
content.



    


    
      
        to_content_part!(template, inputs \\ %{})

      


        Transform a PromptTemplate to a LangChain.Message.ContentPart of type
text. Provide the inputs at the time of transformation to render the final
content. Raises an exception if invalid.



    


    
      
        to_message(template, inputs \\ %{})

      


        Transform a PromptTemplate to a LangChain.Message. Provide the inputs at the time of
transformation to render the final content.



    


    
      
        to_message!(template, inputs \\ %{})

      


        Transform a PromptTemplate to a LangChain.Message. Provide the inputs at the time of
transformation to render the final content. Raises an exception if invalid.



    


    
      
        to_messages!(prompts, inputs \\ %{})

      


        Transform a list of PromptTemplates into a list of LangChain.Messages.
Applies the inputs to the list of prompt templates. If any of the prompt
entries are invalid or fail, an exception is raised.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.PromptTemplate{inputs: term(), role: term(), text: term()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      format(template, inputs \\ %{})



        
          
        

    

  


  

      

          @spec format(t(), inputs :: %{required(atom()) => any()}) :: String.t()


      


Format the prompt template with inputs to replace with assigns. It returns the
formatted text.
prompt = PromptTemplate.from_template!("Suggest a good name for a company that makes <%= @product %>?")
PromptTemplate.format(prompt, %{product: "colorful socks"})
#=> "Suggest a good name for a company that makes colorful socks?"
A PromptTemplate supports storing input values on the struct. These could be
set when the template is defined. If an input value is not provided when the
format function is called, any inputs on the struct will be used.

  



  
    
      
    
    
      format_composed(full_prompt, composed_of, inputs)



        
          
        

    

  


  

      

          @spec format_composed(
  t(),
  composed_of :: %{required(atom()) => any()},
  inputs :: %{required(atom()) => any()}
) :: String.t()


      


Formats a PromptTemplate at two levels. Supports providing a list of
composed_of templates that are all combined into a full_template.
For this example, we'll use an overall template layout like this:
full_prompt =
  PromptTemplate.from_template!(~s(<%= @introduction %>

  <%= @example %>

  <%= @start %>))
This template is made up of 3 more specific templates. Let's start with the
introduction sub-template.
introduction_prompt =
  PromptTemplate.from_template!("You are impersonating <%= @person %>.")
The introduction takes a parameter for which person it should impersonate.
The desired person is not provided here and will come in later.
Let's next look at the example prompt:
example_prompt =
  PromptTemplate.from_template!(~s(Here's an example of an interaction:
    Q: <%= @example_q %>
    A: <%= @example_a %>))
This defines a sample interaction for the LLM as a model of what we're looking
for. Primarily, this template is used to define the pattern we want to use for
the interaction. Again, this template takes parameters for the sample question
and answer.
Finally, there is the start section of the overall prompt. In this example,
that might be a question presented by a user asking a question of our
impersonating AI.
start_prompt =
  PromptTemplate.from_template!(~s(Now, do this for real!
  Q: <%= @input %>
  A:))
We have the overall template defined and templates that define each of the
smaller portions. The format_composed function let's us combine those all
together and build the complete text to pass to an LLM.
  formatted_prompt =
    PromptTemplate.format_composed(
      full_prompt,
      %{
        introduction: introduction_prompt,
        example: example_prompt,
        start: start_prompt
      },
      %{
        person: "Elon Musk",
        example_q: "What's your favorite car?",
        example_a: "Tesla",
        input: "What's your favorite social media site?"
      }
    )
We provide the PromptTemplate for the overall prompt, then provide the inputs,
which are themselves prompts.
Finally, we provide a map of values for all the parameters that still need
values. For this example, this is what the final prompt looks like that is
presented to the LLM.
~s(You are impersonating Elon Musk.

Here's an example of an interaction:
Q: What's your favorite car?
A: Tesla

Now, do this for real!
Q: What's your favorite social media site?
A:)
Using a setup like this, we can easily swap out who we are impersonating and
allow the user to interact with that persona.
With everything defined, this is all it takes to now talk with an Abraham
Lincoln impersonation:
formatted_prompt =
  PromptTemplate.format_composed(
    full_prompt,
    %{
      introduction: introduction_prompt,
      example: example_prompt,
      start: start_prompt
    },
    %{
      person: "Abraham Lincoln",
      example_q: "What is your nickname?",
      example_a: "Honest Abe",
      input: "What is one of your favorite pastimes?"
    }
  )

  



  
    
      
    
    
      format_text(text, inputs)



        
          
        

    

  


  

      

          @spec format_text(text :: String.t(), inputs :: %{required(atom()) => any()}) ::
  String.t()


      


Format the prompt template with inputs to replace embeds. The final replaced
text is returned.
Operates directly on text to apply the inputs. This does not take the
PromptTemplate struct.
PromptTemplate.format_text("Hi! My name is <%= @name %>.", %{name: "Jose"})
#=> "Hi! My name is Jose."
Security
text is evaluated as EEx — it must be developer-authored. Never pass
user or LLM input here. inputs values, in contrast, are substituted as
strings and are NOT re-evaluated, so untrusted data is safe to pass as an
input. See the module documentation for details.

  



  
    
      
    
    
      from_template(text)



        
          
        

    

  


  

      

          @spec from_template(text :: String.t()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a PromptTemplate struct from a template string.
Shortcut function for building a user prompt.
{:ok, prompt} = PromptTemplate.from_template("Suggest a good name for a company that makes <%= @product %>?")
Security
text is evaluated as EEx when rendered — it must be developer-authored.
Never pass user or LLM input here. See the module documentation for
details.

  



  
    
      
    
    
      from_template!(text)



        
          
        

    

  


  

      

          @spec from_template!(text :: String.t()) :: t() | no_return()


      


Build a PromptTemplate struct from a template string and return the struct or error if invalid.
Shortcut function for building a user prompt.
prompt = PromptTemplate.from_template!("Suggest a good name for a company that makes <%= @product %>?")
Security
text is evaluated as EEx when rendered — it must be developer-authored.
Never pass user or LLM input here. See the module documentation for
details.

  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Create a new PromptTemplate struct from the given attributes.
Security
:text is evaluated as EEx when rendered — it must be developer-authored.
Never pass user or LLM input here. See the module documentation for
details.

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Create a new PromptTemplate struct using the attributes. If invalid, an
exception is raised with the reason.
Example
A template is created using a simple map with text and role keys. The
created template can be be converted to a LangChain.Message.
PromptTemplate.new!(%{text: "My template", role: :user})
Typically a PromptTemplate is used with parameter substitution as that's
it's primary purpose. EEx is used to render the final text.
PromptTemplate.new!(%{text: "My name is <%= @user_name %>. Warmly welcome me.", role: :user})
Security
:text is evaluated as EEx when rendered — it must be developer-authored.
Never pass user or LLM input here. See the module documentation for
details.

  



    

  
    
      
    
    
      to_content_part(template, inputs \\ %{})



        
          
        

    

  


  

      

          @spec to_content_part(t(), input :: %{required(atom()) => any()}) ::
  {:ok, LangChain.Message.t()} | {:error, Ecto.Changeset.t()}


      


Transform a PromptTemplate to a LangChain.Message.ContentPart of type
text. Provide the inputs at the time of transformation to render the final
content.

  



    

  
    
      
    
    
      to_content_part!(template, inputs \\ %{})



        
          
        

    

  


  

      

          @spec to_content_part!(t(), input :: %{required(atom()) => any()}) ::
  LangChain.Message.ContentPart.t() | no_return()


      


Transform a PromptTemplate to a LangChain.Message.ContentPart of type
text. Provide the inputs at the time of transformation to render the final
content. Raises an exception if invalid.

  



    

  
    
      
    
    
      to_message(template, inputs \\ %{})



        
          
        

    

  


  

      

          @spec to_message(t(), input :: %{required(atom()) => any()}) ::
  {:ok, LangChain.Message.t()} | {:error, Ecto.Changeset.t()}


      


Transform a PromptTemplate to a LangChain.Message. Provide the inputs at the time of
transformation to render the final content.

  



    

  
    
      
    
    
      to_message!(template, inputs \\ %{})



        
          
        

    

  


  

      

          @spec to_message!(t(), input :: %{required(atom()) => any()}) ::
  LangChain.Message.t() | no_return()


      


Transform a PromptTemplate to a LangChain.Message. Provide the inputs at the time of
transformation to render the final content. Raises an exception if invalid.
Example
It renders a PromptTemplate's text by applying the inputs.
template = PromptTemplate.new!(%{text: "My name is <%= @user_name %>.", role: :user})
messages = PromptTemplate.to_messages!([template], %{user_name: "Tim"})
Where the final message has the contents "My name is Tim."

  



    

  
    
      
    
    
      to_messages!(prompts, inputs \\ %{})



        
          
        

    

  


  

      

          @spec to_messages!(
  [t() | LangChain.Message.t() | String.t()],
  inputs :: %{required(atom()) => any()}
) ::
  [LangChain.Message.t()] | no_return()


      


Transform a list of PromptTemplates into a list of LangChain.Messages.
Applies the inputs to the list of prompt templates. If any of the prompt
entries are invalid or fail, an exception is raised.

  


        

      


  

    
LangChain.TokenUsage 
    



      
Contains token usage information returned from an LLM.
Example
%TokenUsage{
  input: 30,
  output: 15,
  raw: %{
    "total_tokens" => 29
  }
}
Input is the tokens from the prompt. Output is the completion or generated
tokens returned.
Refer to the raw token usage information for access to LLM-specific information that may be available.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        add(usage, usage)

      


        Combines two TokenUsage structs by adding their respective input and output values.
The raw maps are merged, with values being added if they are numeric.



    


    
      
        get(arg1)

      


        Extracts token usage information from a LangChain.Message or
LangChain.MessageDelta struct's metadata. Returns nil if no token usage
information is found.



    


    
      
        new(attrs \\ %{})

      


        Build a new TokenUsage and return an :ok/:error tuple with the result.



    


    
      
        new!(attrs \\ %{})

      


        Build a new TokenUsage and return it or raise an error if invalid.



    


    
      
        set(message, usage)

      


        Sets the token usage information on a LangChain.Message or
LangChain.MessageDelta struct in the metadata under the :usage key.



    


    
      
        set_wrapped(message, usage)

      


        Sets the token usage information on a LangChain.Message or
LangChain.MessageDelta struct when wrapped in an :ok,:error tuple in the metadata under the :usage key.



    


    
      
        total(usage)

      


        Return the total token usage amount. The total is the sum of input and output.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.TokenUsage{
  cumulative: term(),
  input: term(),
  output: term(),
  raw: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add(usage, usage)



        
          
        

    

  


  

      

          @spec add(t() | nil, t() | nil) :: t() | nil


      


Combines two TokenUsage structs by adding their respective input and output values.
The raw maps are merged, with values being added if they are numeric.
If both arguments are nil, returns nil.
If one argument is nil, returns the non-nil argument.
Example
iex> usage1 = LangChain.TokenUsage.new!(%{input: 10, output: 20, raw: %{"total_tokens" => 30}})
iex> usage2 = LangChain.TokenUsage.new!(%{input: 5, output: 15, raw: %{"total_tokens" => 20}})
iex> combined = LangChain.TokenUsage.add(usage1, usage2)
iex> combined.input
15
iex> combined.output
35
iex> combined.raw["total_tokens"]
50

  



  
    
      
    
    
      get(arg1)



        
          
        

    

  


  

      

          @spec get(any()) :: t() | nil


      


Extracts token usage information from a LangChain.Message or
LangChain.MessageDelta struct's metadata. Returns nil if no token usage
information is found.
Example
iex> message = %LangChain.Message{metadata: %{usage: %LangChain.TokenUsage{input: 10, output: 20}}}
iex> LangChain.TokenUsage.get(message)
%LangChain.TokenUsage{input: 10, output: 20}

iex> message = %LangChain.Message{metadata: %{}}
iex> LangChain.TokenUsage.get(message)
nil

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new TokenUsage and return an :ok/:error tuple with the result.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new TokenUsage and return it or raise an error if invalid.

  



  
    
      
    
    
      set(message, usage)



        
          
        

    

  


  

      

          @spec set(t() | %{metadata: %{usage: t()}}, nil | t()) ::
  t() | %{metadata: %{usage: t()}}


      


Sets the token usage information on a LangChain.Message or
LangChain.MessageDelta struct in the metadata under the :usage key.
Example
iex> message = %LangChain.Message{metadata: %{}}
iex> token_usage = %LangChain.TokenUsage{input: 10, output: 20}
iex> LangChain.TokenUsage.set(message, token_usage)
%LangChain.Message{metadata: %{usage: %LangChain.TokenUsage{input: 10, output: 20}}}

  



  
    
      
    
    
      set_wrapped(message, usage)



        
          
        

    

  


  

      

          @spec set_wrapped(
  {:ok, %{metadata: nil | map()}} | {:error, any()} | any(),
  nil | t()
) ::
  {:ok, %{metadata: %{usage: t()}}} | {:error, any()} | any()


      


Sets the token usage information on a LangChain.Message or
LangChain.MessageDelta struct when wrapped in an :ok,:error tuple in the metadata under the :usage key.

  



  
    
      
    
    
      total(usage)



        
          
        

    

  


  

      

          @spec total(t()) :: integer()


      


Return the total token usage amount. The total is the sum of input and output.

  


        

      


  

    
LangChain.Function 
    



      
Defines a "function" that can be provided to an LLM for the LLM to optionally
execute and pass argument data to.
A function is defined using a schema.
	name - The name of the function given to the LLM.
	description - A description of the function provided to the LLM. This
should describe what the function is used for or what it returns. This
information is used by the LLM to decide which function to call and for what
purpose.
	parameters - A list of Function.FunctionParam structs that are
converted to a JSONSchema format. (Use in place of parameters_schema)
	parameters_schema - A JSONSchema
structure
that describes the required data structure format for how arguments are
passed to the function. (Use if greater control or unsupported features are
needed.)
	function - An Elixir function to execute when an LLM requests to execute
the function. The function can return a string, a tuple, or a
%ToolResult{} struct for advanced control. Returning a ToolResult allows
for multi-modal responses (list of ContentParts), cache control, and
processed_content.
	parse_args - An optional 1-arity function that runs before function
to parse, coerce, and validate the raw arguments handed back by the LLM.
See "Parsing arguments before execution" below for the full contract.
	async - Boolean value that flags if this can function can be executed
asynchronously, potentially concurrently with other calls to the same
function. Defaults to false.
	options - A Keyword list of options that can be passed to the LLM. For
example, this can be used for passing caching config to Anthropic.

When passing arguments from an LLM to a function, they go through a single
map argument. This allows for multiple keys or named parameters.
Example
This example defines a function that an LLM can execute for performing basic
math calculations. NOTE: This is a partial implementation of the
LangChain.Tools.Calculator.
Function.new(%{
  name: "calculator",
  description: "Perform basic math calculations",
  parameters_schema: %{
    type: "object",
    properties: %{
      expression: %{type: "string", description: "A simple mathematical expression."}
    },
    required: ["expression"]
  },
  function:
    fn(%{"expression" => expr} = _args, _context) ->
      {:ok, "42?"}
    end)
})
The function attribute is an Elixir function that can be executed when the
function is "called" by the LLM.
The args argument is the JSON data passed by the LLM after being parsed to a
map.
The context argument is passed through as the context on a
LangChain.Chains.LLMChain. This is whatever context data is needed for the
function to do it's work.
Context examples could be data like user_id, account_id, account struct,
billing level, etc.
Function Parameters
The parameters field is a list of LangChain.FunctionParam structs. This is
a convenience for defining the parameters to the function. If it does not work
for more complex use-cases, then use the parameters_schema to declare it as
needed.
The parameters_schema is an Elixir map that follows a
JSONSchema
structure. It is used to define the required data structure format for
receiving data to the function from the LLM.
NOTE: Only use parameters or parameters_schema, not both.
Expanded Parameter Examples
Function with no arguments:
alias LangChain.Function

Function.new!(%{name: "get_current_user_info"})
Function that takes a simple required argument:
alias LangChain.FunctionParam

Function.new!(%{name: "set_user_name", parameters: [
  FunctionParam.new!(%{name: "user_name", type: :string, required: true})
]})
Function that takes an array of strings:
Function.new!(%{name: "set_tags", parameters: [
  FunctionParam.new!(%{name: "tags", type: :array, item_type: "string"})
]})
Function that takes two arguments and one is an object/map:
Function.new!(%{name: "update_preferences", parameters: [
  FunctionParam.new!(%{name: "unique_code", type: :string, required: true})
  FunctionParam.new!(%{name: "data", type: :object, object_properties: [
    FunctionParam.new!(%{name: "auto_complete_email", type: :boolean}),
    FunctionParam.new!(%{name: "items_per_page", type: :integer}),
  ]})
]})
The LangChain.FunctionParam is nestable allowing for arrays of object and
objects with nested objects.
Example that also stores the Elixir result
Sometimes we want to process a ToolCall from the LLM and keep the processed
Elixir data for ourselves. This is particularly useful when using an LLM to
perform structured data extraction. Our Elixir function may even process that
data into a newly created Ecto Schema database entry. The result of the
ToolCall that goes back to the LLM must be in a string form. That typically
means returning a JSON string of the result data.
To make it easier to process the data, return a string response to the LLM,
but keep the original Elixir data as well, our Elixir function can return
a 3-tuple result.
Function.new!(%{name: "create_invoice",
  parameters: [
    FunctionParam.new!(%{name: "vendor_name", type: :string, required: true})
    FunctionParam.new!(%{name: "total_amount", type: :string, required: true})
  ],
  function: &execute_create_invoice/2
})

# ...

def execute_create_invoice(args, %{account_id: account_id} = _context) do
  case MyApp.Invoices.create_invoice(account_id, args) do
    {:ok, invoice} ->
      {:ok, "SUCCESS", invoice}

    {:error, changeset} ->
      {:error, "ERROR: " <> LangChain.Utils.changeset_error_to_string(changeset)}
  end
end
In this example, the LangChain.Function is tied to the
MyApp.Invoices.create_invoice/2 function in our application.
The Elixir function returns a 3-tuple result. The "SUCCESS" is returned to
the LLM. In our scenario, we don't care to return a JSON version of the
invoice. The important part is we return the actual
%MyApp.Invoices.Invoice{} struct in the tuple. This is stored on the
LangChain.ToolResult's processed_content field.
This is really helpful when all we want is the final, fully processed Elixir
result. This pairs well with the LLMChain.run(chain, mode: :until_success).
This is when we want the LLM to perform some data extraction and it should be
re-run until it succeeds and we have our final, processed result in the
ToolResult.
Note: The LLM may issue one or more ToolCalls in a single assistant message.
Each Elixir function's ToolResult may contain a processed_content.
Explicit ToolResult Control
For advanced use cases where you need explicit control over the ToolResult
structure or want to set LLM-specific options, your Elixir function can return
a fully constructed %ToolResult{} struct. The content field can be a list
of ContentParts for multi-modal responses.
This approach is particularly useful when you need to:
	Set LLM-specific options (like Anthropic's cache_control)
	Set custom error states beyond simple string responses
	Customize the display_text for the ToolResult
	Provide detailed metadata in the options field

The options field can contain any LLM-specific configuration that gets
passed through to the chat model's API conversion layer. If an LLM does not
support it, it will be ignored.
Parsing arguments before execution
LangChain's built-in parameters: [%FunctionParam{}] declaration only does a
required-key presence check at execute time. parameters_schema: is treated
as a hint sent to the LLM and is not enforced on the way back in. Provider
"strict mode" closes the gap somewhat, but is best-effort and varies by
provider.
The optional :parse_args callback fills this gap. It runs after the
built-in required-key check and before the user-supplied function. The
parser receives the raw, string-keyed arguments map from the LLM and returns
one of three shapes:
:ok                                # arguments are fine, hand them to `function` as-is
{:ok, parsed_arguments :: map()}   # use these parsed/coerced arguments instead
{:error, reason :: String.t()}     # reject the call, return `reason` to the LLM
On rejection, the tool's body is not run. The error string flows through
as the tool's response, so the model sees a structured "your args were wrong"
message and can self-correct. Tool-execution callbacks (e.g.
:on_tool_response_created) and the [:langchain, :tool, :call] telemetry
span still fire, meaning failed parses are observable for telemetry, token
accounting, and trajectory analysis.
This is a "parse, don't validate" hook: tools that need typed/coerced
arguments parse once here and pattern-match the parsed result in function,
rather than re-parsing inside the body.
LangChain takes no dependency on any specific schema library. Adapters for
Zoi, NimbleOptions, Ecto.Changeset, JSV, or hand-rolled checks all
conform to the same :ok | {:ok, map()} | {:error, String.t()} contract.
defp parse_args(args) do
  case Zoi.parse(@params, args) do
    {:ok, parsed} -> {:ok, parsed}
    {:error, errors} -> {:error, format_zoi_errors(errors)}
  end
end

Function.new!(%{
  name: "...",
  parameters_schema: ReqLLM.Schema.to_json(@params),
  parse_args: &parse_args/1,
  function: &execute/2
})
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Execute the function passing in arguments and additional optional context.
This is called by a LangChain.Chains.LLMChain when a Function execution is
requested by the LLM.
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Given a list of functions, return the display_text for the named function.
If it not found, return the fallback text.
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Build a new function and return it or raise an error if invalid.
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Define a function parameter as a struct. Used to generate the expected
JSONSchema data for describing one or more arguments being passed to a
LangChain.Function.
Note: This is not intended to be a fully compliant implementation of
JSONSchema
types. This
is intended to be a convenience for working with the most common situations
when working with an LLM that understands JSONSchema.
Supports:
	simple values - string, integer, number, boolean
	enum values - enum: ["alpha", "beta"]. The values can be strings,
integers, etc.
	array values - type: :array couples with item_type: "string" to express
it is an array of.	item_type is optional. When omitted, it can be a mixed array.
	item_type: "object" allows for creating an array of objects. Use
object_properties: [...] to describe the structure of the objects.


	objects - Define the object's expected values or supported structure using
object_properties.

The function to_parameters_schema/1 is used to convert a list of
FunctionParam structs into a JSONSchema formatted data map.
Examples
Basic string field.
FunctionParam.new!(%{name: "name", type: :string})
Basic string field with description
FunctionParam.new!(%{name: "name",
                     type: :string,
                     description: "User's name"})
Basic required string field with description
FunctionParam.new!(%{name: "name", type: :string, required: true})
Required boolean field with description
FunctionParam.new!(%{name: "active", type: :boolean, required: true})
A string Enum field. The field's value can only be one of the values specified
by the enum.
FunctionParam.new!(%{name: "color",
                     type: :string,
                     enum: ["red", "yellow", "blue"],
                     description: "The specified primary color})
Array of strings field example. Defines a set of tags that an LLM may assign.
FunctionParam.new!(%{name: "tags", type: :array, item_type: "string")
A field that represents an object with nested fields.
FunctionParam.new!(%{name: "person",
                     type: :object,
                     object_properties: [
                       FunctionParam.new!(%{name: "name", type: :string, required: true}),
                       FunctionParam.new!(%{name: "age", type: :integer}),
                     ]
                  })
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Build a new FunctionParam struct.
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          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new FunctionParam struct and return it or raise an error if invalid.
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Return the list of required property names.
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          @spec to_json_schema(data :: map(), t()) :: map() | no_return()


      


Transform a FunctionParam to a JSONSchema compatible definition that is
added to the passed in data map.
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          @spec to_parameters_schema([t()]) :: %{required(String.t()) => any()}


      


Transform a list of FunctionParam structs into a map expressing the structure
in a JSONSchema compatible way.
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Defines the structure of callbacks and provides utilities for executing them.
See LangChain.Chains.ChainCallbacks for the list of callbacks that can be
used.
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          @spec fire([map()], atom(), [any()]) :: :ok | no_return()


      


Fire a named callback with the list of arguments to pass. Takes a list of
callback handlers and will execute the callback for each handler that defines
a handler function for it.
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Defines the callbacks fired by an LLMChain and LLM module.
A callback handler is a map that defines the specific callback event with a
function to execute for that event.
Example
A sample configured callback handler that forwards received data to a specific
LiveView.
live_view_pid = self()

my_handlers = %{
  on_llm_new_delta: fn _chain, new_deltas -> send(live_view_pid, {:received_delta, new_deltas}) end,
  on_message_processed: fn _chain, new_message -> send(live_view_pid, {:received_message, new_message}) end,
  on_error_message_created: fn _chain, new_message -> send(live_view_pid, {:received_message, new_message}) end
}

model = SomeLLM.new!(%{...})

chain =
  %{llm: model}
  |> LLMChain.new!()
  |> LLMChain.add_callback(my_handlers)
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        The supported set of callbacks for an LLM module.



    


    
      
        chain_error()

      


        Executed when the chain encounters a terminal error and is returning an error
result to the caller.



    


    
      
        chain_error_message_created()

      


        Executed when an LLMChain, in response to an error from the LLM, generates a
new, automated response message intended to be returned to the LLM.



    


    
      
        chain_llm_error()

      


        Executed when an individual LLM API call fails with an error.
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        Executed when an LLMChain has completed processing a received assistant
message. This fires when a message is complete either after assembling
streaming deltas or when a full message is received when not streaming.
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        Executed when processing a received message errors or fails. The erroring
message is included in the callback with the state of processing that was
completed before erroring.
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        Executed when the chain failed multiple times used up the max_retry_count
resulting in the process aborting and returning an error.



    


    
      
        chain_tool_call_identified()

      


        Executed when a tool call is identified during streaming, before execution begins.
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        Executed when a single tool execution completes successfully.
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        Executed when a single tool execution fails.
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        Executed when the chain begins executing a tool call.
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        Executed when one or more tools return an interrupt signal.
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        Executed inside the process that will run the tool, immediately before the
tool function is invoked.



    


    
      
        chain_tool_response_created()

      


        Executed when the chain uses one or more tools and the resulting ToolResults
are generated as part of a tool response message.



    


    
      
        llm_new_delta()

      


        Executed when an LLM is streaming a response and a new MessageDelta (or token)
was received.
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        Executed when an LLM is not streaming and a full message was received.
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        Executed when an LLM (typically a service) responds with rate limiting
information.



    


    
      
        llm_response_headers()

      


        Executed when an LLM response is received through an HTTP response. The entire
set of raw response headers can be received and processed.



    


    
      
        llm_token_usage()

      


        Executed when an LLM response reports the token usage in a
LangChain.TokenUsage struct. The data returned depends on the LLM.
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          @type chain_callback_handler() :: %{
  optional(:on_llm_new_delta) => llm_new_delta(),
  optional(:on_llm_new_message) => llm_new_message(),
  optional(:on_llm_ratelimit_info) => llm_ratelimit_info(),
  optional(:on_llm_token_usage) => llm_token_usage(),
  optional(:on_llm_response_headers) => llm_response_headers(),
  optional(:on_message_processed) => chain_message_processed(),
  optional(:on_message_processing_error) => chain_message_processing_error(),
  optional(:on_error_message_created) => chain_error_message_created(),
  optional(:on_tool_call_identified) => chain_tool_call_identified(),
  optional(:on_tool_execution_started) => chain_tool_execution_started(),
  optional(:on_tool_pre_execution) => chain_tool_pre_execution(),
  optional(:on_tool_execution_completed) => chain_tool_execution_completed(),
  optional(:on_tool_execution_failed) => chain_tool_execution_failed(),
  optional(:on_tool_interrupted) => chain_tool_interrupted(),
  optional(:on_tool_response_created) => chain_tool_response_created(),
  optional(:on_llm_error) => chain_llm_error(),
  optional(:on_error) => chain_error(),
  optional(:on_retries_exceeded) => chain_retries_exceeded()
}


      


The supported set of callbacks for an LLM module.
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          @type chain_error() :: (LangChain.Chains.LLMChain.t(), LangChain.LangChainError.t() ->
                    any())


      


Executed when the chain encounters a terminal error and is returning an error
result to the caller.
Unlike on_llm_error which fires on every individual LLM failure (including
transient ones), this callback fires exactly once when the chain has
exhausted all recovery options (retries, fallbacks) and is giving up.
This is the chain-level "final answer is an error" signal. Use this for
application-level error handling -- updating UI state, notifying users,
recording failures.
Examples
Scenarios where this fires:
	All retry attempts exhausted

	All fallback models failed

	Unrecoverable error (e.g., invalid request)

	Rescued exception during chain execution
  callback_handler = %{
on_error: fn _chain, error ->
  send(live_view_pid, {:chain_error, error})
end
  }

	First argument: LLMChain.t() - Chain state at time of failure

	Second argument: LangChainError.t() - The terminal error


The handler's return value is discarded.
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          @type chain_error_message_created() :: (LangChain.Chains.LLMChain.t(),
                                  LangChain.Message.t() ->
                                    any())


      


Executed when an LLMChain, in response to an error from the LLM, generates a
new, automated response message intended to be returned to the LLM.
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          @type chain_llm_error() :: (LangChain.Chains.LLMChain.t(),
                      LangChain.LangChainError.t() ->
                        any())


      


Executed when an individual LLM API call fails with an error.
This fires on every LLM call failure, including transient errors that may
be retried or recovered from via fallbacks. It provides visibility into errors
that would otherwise be invisible when retries succeed.
Use this callback for diagnostic/observational purposes -- logging, metrics,
debug dashboards. The chain may continue executing after this callback fires.
Examples
Common scenarios where this fires:
	Rate limit errors (may be retried)
	Overloaded/server errors (may fall back to another model)
	Authentication errors (terminal)
	Network timeouts (may be retried)

In a retry loop: fires once per failed attempt, not just when retries are
exhausted. In a fallback chain: fires for each model that fails before the
next one is tried.
callback_handler = %{
  on_llm_error: fn _chain, error ->
    Logger.warning("LLM call failed: #{inspect(error)}")
  end
}
	First argument: LLMChain.t() - Current chain state
	Second argument: LangChainError.t() - The error from the LLM call

The handler's return value is discarded.
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          @type chain_message_processed() :: (LangChain.Chains.LLMChain.t(),
                              LangChain.Message.t() ->
                                any())


      


Executed when an LLMChain has completed processing a received assistant
message. This fires when a message is complete either after assembling
streaming deltas or when a full message is received when not streaming.
This is the best way to be notified when a message is "done" and should be
handled by the application.
The handler's return value is discarded.
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          @type chain_message_processing_error() :: (LangChain.Chains.LLMChain.t(),
                                     LangChain.Message.t() ->
                                       any())


      


Executed when processing a received message errors or fails. The erroring
message is included in the callback with the state of processing that was
completed before erroring.
The handler's return value is discarded.

  



  
    
      
    
    
      chain_retries_exceeded()



        
          
        

    

  


  

      

          @type chain_retries_exceeded() :: (LangChain.Chains.LLMChain.t() -> any())


      


Executed when the chain failed multiple times used up the max_retry_count
resulting in the process aborting and returning an error.
The handler's return value is discarded.
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          @type chain_tool_call_identified() :: (LangChain.Chains.LLMChain.t(),
                                 LangChain.Message.ToolCall.t(),
                                 LangChain.Function.t() ->
                                   any())


      


Executed when a tool call is identified during streaming, before execution begins.
This fires as soon as we have enough information to identify the tool (at minimum, the name field).
The tool call may be incomplete - call_id might not be available yet, and arguments may be partial.
This callback provides early notification for UI feedback like "Searching web..." while the LLM
is still streaming the complete tool call.
Timing:
	Fires: As soon as tool name is detected in streaming deltas
	Before: Tool arguments are fully received
	Before: Tool execution begins

Arguments:
	First: LLMChain.t() - Current chain state
	Second: ToolCall.t() - Tool call struct (may be incomplete, but has name)
	Third: Function.t() - Function definition (includes display_text)

The handler's return value is discarded.
Example
callback_handler = %{
  on_tool_call_identified: fn _chain, tool_call, func ->
    IO.puts("Tool identified: #{func.display_text || tool_call.name}")
  end
}
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          @type chain_tool_execution_completed() :: (LangChain.Chains.LLMChain.t(),
                                     LangChain.Message.ToolCall.t(),
                                     LangChain.Message.ToolResult.t() ->
                                       any())


      


Executed when a single tool execution completes successfully.
Fires after individual tool execution, before results are aggregated.
Useful for showing per-tool success indicators.
	First argument: LLMChain.t()
	Second argument: ToolCall that was executed
	Third argument: ToolResult that was generated

The handler's return value is discarded.
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          @type chain_tool_execution_failed() :: (LangChain.Chains.LLMChain.t(),
                                  LangChain.Message.ToolCall.t(),
                                  term() ->
                                    any())


      


Executed when a single tool execution fails.
Fires when tool execution raises an exception or returns an error result.
	First argument: LLMChain.t()
	Second argument: ToolCall that failed
	Third argument: Error reason or exception

The handler's return value is discarded.

  



  
    
      
    
    
      chain_tool_execution_started()



        
          
        

    

  


  

      

          @type chain_tool_execution_started() :: (LangChain.Chains.LLMChain.t(),
                                   LangChain.Message.ToolCall.t(),
                                   LangChain.Function.t() ->
                                     any())


      


Executed when the chain begins executing a tool call.
This fires immediately before tool execution starts, allowing UIs to show
real-time feedback like "Searching the web..." or "Creating file...".
Note: This callback fires in the parent chain process, before any per-tool
async Task is spawned. For code that must run inside the per-tool process
(e.g. propagating tenancy/OTel/Sentry context across the async boundary), use
:on_tool_pre_execution instead.
	First argument: LLMChain.t()
	Second argument: ToolCall struct being executed
	Third argument: Function struct for the tool (includes display_text)

The handler's return value is discarded.

  



  
    
      
    
    
      chain_tool_interrupted()



        
          
        

    

  


  

      

          @type chain_tool_interrupted() :: (LangChain.Chains.LLMChain.t(),
                             [LangChain.Message.ToolResult.t()] ->
                               any())


      


Executed when one or more tools return an interrupt signal.
Fires once per tool execution batch with all interrupted results.
The tool is paused and awaiting external input to continue.
	First argument: LLMChain.t()
	Second argument: List of ToolResult structs with is_interrupt: true

The handler's return value is discarded.

  



  
    
      
    
    
      chain_tool_pre_execution()



        
          
        

    

  


  

      

          @type chain_tool_pre_execution() :: (LangChain.Chains.LLMChain.t(),
                               LangChain.Message.ToolCall.t(),
                               LangChain.Function.t() ->
                                 any())


      


Executed inside the process that will run the tool, immediately before the
tool function is invoked.
Unlike :on_tool_execution_started (which fires in the parent chain process
before any async Task is spawned), :on_tool_pre_execution fires in whichever
process actually runs the tool:
	For async: true tools — fires inside the spawned Task.async/1.
	For async: false tools — fires in the chain's own process.
	For tools executed via execute_tool_calls_with_decisions/3 — fires in
the chain's own process.

This is the correct hook for code that depends on per-process state — for
example, re-applying tenant/observability context that lives in the process
dictionary across an async Task boundary.
	First argument: LLMChain.t()
	Second argument: ToolCall struct about to be executed
	Third argument: Function struct for the tool

The handler's return value is discarded.

  



  
    
      
    
    
      chain_tool_response_created()



        
          
        

    

  


  

      

          @type chain_tool_response_created() :: (LangChain.Chains.LLMChain.t(),
                                  LangChain.Message.t() ->
                                    any())


      


Executed when the chain uses one or more tools and the resulting ToolResults
are generated as part of a tool response message.
The handler's return value is discarded.

  



  
    
      
    
    
      llm_new_delta()



        
          
        

    

  


  

      

          @type llm_new_delta() :: (LangChain.Chains.LLMChain.t(),
                    [LangChain.MessageDelta.t()] ->
                      any())


      


Executed when an LLM is streaming a response and a new MessageDelta (or token)
was received.
	:index is optionally present if the LLM supports sending n versions of a
response.

The return value is discarded.

  



  
    
      
    
    
      llm_new_message()



        
          
        

    

  


  

      

          @type llm_new_message() :: (LangChain.Chains.LLMChain.t(), LangChain.Message.t() ->
                        any())


      


Executed when an LLM is not streaming and a full message was received.
The return value is discarded.

  



  
    
      
    
    
      llm_ratelimit_info()



        
          
        

    

  


  

      

          @type llm_ratelimit_info() :: (LangChain.Chains.LLMChain.t(),
                         info :: %{required(String.t()) => any()} ->
                           any())


      


Executed when an LLM (typically a service) responds with rate limiting
information.
The specific rate limit information depends on the LLM. It returns a map with
all the available information included.
The return value is discarded.

  



  
    
      
    
    
      llm_response_headers()



        
          
        

    

  


  

      

          @type llm_response_headers() :: (LangChain.Chains.LLMChain.t(),
                           response_headers :: map() ->
                             any())


      


Executed when an LLM response is received through an HTTP response. The entire
set of raw response headers can be received and processed.
The return value is discarded.
Example
A function declaration that matches the signature.
def handle_llm_response_headers(chain, response_headers) do
  # This demonstrates how to send the response headers to a
  # LiveView assuming the LiveView's pid was stored in the chain's
  # custom_context.
  send(chain.custom_context.live_view_pid, {:req_response_headers, response_headers})

  IO.inspect(response_headers)
end

  



  
    
      
    
    
      llm_token_usage()



        
          
        

    

  


  

      

          @type llm_token_usage() :: (LangChain.Chains.LLMChain.t(), LangChain.TokenUsage.t() ->
                        any())


      


Executed when an LLM response reports the token usage in a
LangChain.TokenUsage struct. The data returned depends on the LLM.
The return value is discarded.

  


        

      


  

    
LangChain.Chains.RoutingChain 
    



      
Run a router based on a user's initial prompt to determine what category best
matches from the given options. If there is no good match, the value "DEFAULT"
is returned.
Here's an example:
routes = [
  PromptRoute.new!(%{
    name: "marketing_email",
    description: "Create a marketing focused email",
    chain: marketing_email_chain
  }),
  PromptRoute.new!(%{
    name: "blog_post",
    description: "Create a blog post that will be linked from the company's landing page",
    chain: blog_post_chain
  }),
]

selected_route =
  RoutingChain.new!(%{
    llm: ChatOpenAI.new!(%{model: "gpt-40-mini", stream: false}),
    input_text: "Let's create a marketing blog post about our new product 'Fuzzy Furies'",
    routes: routes,
    default_route: PromptRoute.new!(%{name: "DEFAULT", chain: fallback_chain})
  })
  |> RoutingChain.evaluate()

# The PromptRoute for the `blog_post` should be returned as the `selected_route`.
The llm is the model used to make the determination of which route is the
best match. A smaller, faster LLM may be a great choice for the routing
decision, then a more complex LLM may be used for a selected route.
The default_route is required and is used as a fallback if the user's prompt
doesn't match any of the specified routes. It may also be used in some
fallback error situations as well.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        evaluate(chain, opts \\ [])

      


        Runs the RoutingChain and evaluates the result to return the selected chain.



    


    
      
        new(attrs \\ %{})

      


        Start a new RoutingChain.



    


    
      
        new!(attrs \\ %{})

      


        Start a new RoutingChain and return it or raise an error if invalid.



    


    
      
        run(chain, opts \\ [])

      


        Run a simple RoutingChain to analyze the input_text and determine which of the
given routes is the best match.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Chains.RoutingChain{
  default_route: term(),
  input_text: term(),
  llm: term(),
  routes: term(),
  verbose: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      evaluate(chain, opts \\ [])



        
          
        

    

  


  

      

          @spec evaluate(t(), Keyword.t()) :: LangChain.Routing.PromptRoute.t()


      


Runs the RoutingChain and evaluates the result to return the selected chain.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Start a new RoutingChain.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Start a new RoutingChain and return it or raise an error if invalid.

  



    

  
    
      
    
    
      run(chain, opts \\ [])



        
          
        

    

  


  

      

          @spec run(t(), Keyword.t()) ::
  {:ok, LangChain.Chains.LLMChain.t()}
  | {:error, LangChain.Chains.LLMChain.t(), LangChain.LangChainError.t()}


      


Run a simple RoutingChain to analyze the input_text and determine which of the
given routes is the best match.
A simpler, faster LLM may be a great fit for running the analysis. If it fails
to find a good match, the default_route is used. The default_route's name
is supplied to the LLM as well. The name "DEFAULT" is suggested for this
route.

  


        

      


  

    
LangChain.Routing.PromptRoute 
    



      
Defines a route or direction a prompting interaction with an LLM can take.
This helps add complexity and specificity to an LLM's instructions without
using many tokens and helps avoid combining many things into a single prompt
setup. This works by letting the user's initial prompt define how the next
prompt is setup. A first pass is run on the prompt to determine which of the
provided PromptRoutes is the best match.
To better understand, let's see example of taking the user's input and
classifying what supported activity or specialty it is best matched with.
User prompt:
Let's create a marketing focused blog post comparing three types of our
trailer hitch products.

We want our assistant to use different prompts for the different types of
activities it's capable of doing. Let's define the activities like this:
[
  PromptRoute.new!(%{
    name: "marketing_email",
    description: "Create a marketing focused email",
    chain: marketing_email_chain
  }),
  PromptRoute.new!(%{
    name: "blog_post",
    description: "Create a blog post that will be linked from the company's landing page",
    chain: blog_post_chain
  }),
  PromptRoute.new!(%{
    name: "support_triage",
    description: "Triage a customer support request for severity and requested resolution",
    chain: support_triage_chain
  })
]
Given the user's prompt and the routes we provided, it will choose
"blog_post". This leads to an LLMChain being setup for that purpose where the
user's initial prompt can be re-run against the prompts we define for that
route.
When a chain is linked to each route, we can specify the model to use, the
prompt templates we want, and associate functions that can be used to
accomplish the task.
The selected LLMChain can then be run through a UI for chat interactions where
the user and AI work together.
The name will be returned by the LLM when a particular route is selected.
The description is given to the LLM to help it determine if the route should
be selected based on the current input prompt.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        get_selected(route_name, routes)

      


        Return the selected route based on the route name.



    


    
      
        new(attrs \\ %{})

      


        Build a new PromptRoute struct.



    


    
      
        new!(attrs \\ %{})

      


        Build a new PromptRoute struct and return it or raise an error if invalid.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Routing.PromptRoute{
  chain: term(),
  description: term(),
  name: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      get_selected(route_name, routes)



        
          
        

    

  


  

      

          @spec get_selected(route_name :: String.t(), [t()]) :: nil | t()


      


Return the selected route based on the route name.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new PromptRoute struct.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new PromptRoute struct and return it or raise an error if invalid.

  


        

      


  

    
LangChain.FileUploader behaviour
    



      
Behaviour for uploading files to LLM providers.
Provides a unified interface for uploading files to OpenAI, Anthropic,
and Google Gemini. Each provider returns a LangChain.FileUploader.FileResult
containing the file reference needed for subsequent API calls.
Usage
# OpenAI
{:ok, uploader} = LangChain.FileUploader.FileOpenAI.new(%{api_key: "sk-..."})
{:ok, result} = LangChain.FileUploader.upload(uploader, file_bytes, %{
  filename: "doc.pdf",
  mime_type: "application/pdf"
})
result.file_id
#=> "file-abc123"

# Google Gemini
{:ok, uploader} = LangChain.FileUploader.FileGoogle.new(%{api_key: "AI..."})
{:ok, result} = LangChain.FileUploader.upload(uploader, file_bytes, %{
  filename: "doc.pdf",
  mime_type: "application/pdf"
})
result.file_uri
#=> "https://generativelanguage.googleapis.com/v1beta/files/..."
File Metadata
The file_meta map passed to upload/3 accepts the following keys:
	:filename (required) - The name to give the uploaded file.
	:mime_type (required) - The MIME type of the file content.
	:purpose - Provider-specific purpose string. Used by OpenAI
(e.g. "user_data", "assistants"). Ignored by other providers.
	:display_name - A human-readable display name. Used by Google.
Falls back to :filename if not provided.


      


      
        Summary


  
    Types
  


    
      
        delete_result()

      


    


    
      
        file_meta()

      


    


    
      
        get_result()

      


    


    
      
        list_result()

      


    


    
      
        upload_result()

      


    





  
    Callbacks
  


    
      
        delete(config, file_ref)

      


        Delete a previously uploaded file by its ID or URI.



    


    
      
        get(config, file_ref)

      


        Retrieve metadata for a previously uploaded file by its ID.



    


    
      
        list(config)

      


        List files previously uploaded to the provider.



    


    
      
        upload(config, file_bytes, file_meta)

      


        Upload file bytes to the provider and return a FileResult on success.



    





  
    Functions
  


    
      
        delete(uploader, file_ref)

      


        Delete a file using any configured uploader implementation.



    


    
      
        get(uploader, file_ref)

      


        Retrieve file metadata using any configured uploader implementation.



    


    
      
        list(uploader)

      


        List files using any configured uploader implementation.



    


    
      
        upload(uploader, file_bytes, file_meta)

      


        Upload a file using any configured uploader implementation.



    





      


      
        Types


        


  
    
      
    
    
      delete_result()



        
          
        

    

  


  

      

          @type delete_result() :: :ok | {:error, LangChain.LangChainError.t()}


      



  



  
    
      
    
    
      file_meta()



        
          
        

    

  


  

      

          @type file_meta() :: %{
  :filename => String.t(),
  :mime_type => String.t(),
  optional(:purpose) => String.t(),
  optional(:display_name) => String.t()
}


      



  



  
    
      
    
    
      get_result()



        
          
        

    

  


  

      

          @type get_result() ::
  {:ok, LangChain.FileUploader.FileResult.t()}
  | {:error, LangChain.LangChainError.t()}


      



  



  
    
      
    
    
      list_result()



        
          
        

    

  


  

      

          @type list_result() ::
  {:ok, [LangChain.FileUploader.FileResult.t()]}
  | {:error, LangChain.LangChainError.t()}


      



  



  
    
      
    
    
      upload_result()



        
          
        

    

  


  

      

          @type upload_result() ::
  {:ok, LangChain.FileUploader.FileResult.t()}
  | {:error, LangChain.LangChainError.t()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      delete(config, file_ref)


        (optional)


        
          
        

    

  


  

      

          @callback delete(
  config :: struct(),
  file_ref :: LangChain.FileUploader.FileResult.t() | String.t()
) ::
  delete_result()


      


Delete a previously uploaded file by its ID or URI.

  



  
    
      
    
    
      get(config, file_ref)


        (optional)


        
          
        

    

  


  

      

          @callback get(
  config :: struct(),
  file_ref :: LangChain.FileUploader.FileResult.t() | String.t()
) ::
  get_result()


      


Retrieve metadata for a previously uploaded file by its ID.

  



  
    
      
    
    
      list(config)


        (optional)


        
          
        

    

  


  

      

          @callback list(config :: struct()) :: list_result()


      


List files previously uploaded to the provider.

  



  
    
      
    
    
      upload(config, file_bytes, file_meta)



        
          
        

    

  


  

      

          @callback upload(config :: struct(), file_bytes :: binary(), file_meta :: file_meta()) ::
  upload_result()


      


Upload file bytes to the provider and return a FileResult on success.

  


        

      

      
        Functions


        


  
    
      
    
    
      delete(uploader, file_ref)



        
          
        

    

  


  

      

          @spec delete(
  struct(),
  LangChain.FileUploader.FileResult.t() | String.t()
) :: delete_result()


      


Delete a file using any configured uploader implementation.
Returns an error if the provider does not implement delete/2.

  



  
    
      
    
    
      get(uploader, file_ref)



        
          
        

    

  


  

      

          @spec get(
  struct(),
  LangChain.FileUploader.FileResult.t() | String.t()
) :: get_result()


      


Retrieve file metadata using any configured uploader implementation.
Returns an error if the provider does not implement get/2.

  



  
    
      
    
    
      list(uploader)



        
          
        

    

  


  

      

          @spec list(struct()) :: list_result()


      


List files using any configured uploader implementation.
Returns an error if the provider does not implement list/1.

  



  
    
      
    
    
      upload(uploader, file_bytes, file_meta)



        
          
        

    

  


  

      

          @spec upload(struct(), binary(), file_meta()) :: upload_result()


      


Upload a file using any configured uploader implementation.
Delegates to the provider module's upload/3 callback.

  


        

      


  

    
LangChain.FileUploader.FileAnthropic 
    



      
Uploads files to Anthropic's Files API.
Requires the files-api-2025-04-14 beta header, which is automatically included.
Usage
{:ok, uploader} = LangChain.FileUploader.FileAnthropic.new(%{api_key: "sk-ant-..."})

{:ok, result} = LangChain.FileUploader.upload(uploader, file_bytes, %{
  filename: "document.pdf",
  mime_type: "application/pdf"
})

result.file_id
#=> "file-abc123"
The returned file_id can be used with ContentPart.file!/2 to reference
the uploaded file in messages:
ContentPart.file!(result.file_id, type: :file_id)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs \\ %{})

      


        Setup an Anthropic file uploader configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup an Anthropic file uploader configuration and return it or raise an error if invalid.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.FileUploader.FileAnthropic{
  api_key: term(),
  api_version: term(),
  endpoint: term(),
  receive_timeout: term(),
  req_opts: term()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup an Anthropic file uploader configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup an Anthropic file uploader configuration and return it or raise an error if invalid.

  


        

      


  

    
LangChain.FileUploader.FileGoogle 
    



      
Uploads files to Google Gemini's File API.
Google uses a two-step resumable upload protocol internally, but this is
abstracted away — callers simply call upload/3.
Usage
{:ok, uploader} = LangChain.FileUploader.FileGoogle.new(%{api_key: "AI..."})

{:ok, result} = LangChain.FileUploader.upload(uploader, file_bytes, %{
  filename: "document.pdf",
  mime_type: "application/pdf"
})

result.file_id
#=> "files/abc-123"

result.file_uri
#=> "https://generativelanguage.googleapis.com/v1beta/files/abc-123"
Google identifies files by resource name (e.g. "files/abc-123"), which is
stored as file_id in the returned FileResult. The file_uri is also
available for use with ContentPart.file_url!/2.
Note: Files uploaded to Gemini expire after 48 hours.
Client-side direct upload
Step 2 can be performed by a browser or mobile client instead of your server.
Call request_upload_url/5 with the client's origin and forward the returned
URL to the client — the client then PUTs the file bytes to that URL directly.
{:ok, upload_url} =
  FileGoogle.request_upload_url(uploader, "doc.pdf", "application/pdf", 12_345,
    origin: "https://app.example.com"
  )
The :origin option is required for browser uploads because Google uses it
to set Access-Control-Allow-Origin on the step 2 response.

      


      
        Summary
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        t()

      


    





  
    Functions
  


    
      
        delete(uploader, file_name)

      


        Delete a file by its resource name.



    


    
      
        get(uploader, file_name)

      


        Retrieve file metadata by its resource name.



    


    
      
        new(attrs \\ %{})

      


        Setup a Google file uploader configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup a Google file uploader configuration and return it or raise an error if invalid.



    


    
      
        request_upload_url(uploader, display_name, mime_type, byte_count, opts \\ [])

      


        Request a presigned upload URL from Google's resumable upload endpoint (step 1 of 2).



    


    
      
        upload_file_bytes(uploader, upload_url, file_bytes, byte_count)

      


        Upload raw file bytes to a presigned upload URL (step 2 of 2).



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.FileUploader.FileGoogle{
  api_key: term(),
  endpoint: term(),
  receive_timeout: term(),
  req_opts: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      delete(uploader, file_name)



        
          
        

    

  


  

Delete a file by its resource name.
file_name must be the Google resource name in the form "files/{id}",
e.g. "files/abc-123". This is the file_id value stored in FileResult.

  



  
    
      
    
    
      get(uploader, file_name)



        
          
        

    

  


  

Retrieve file metadata by its resource name.
file_name must be the Google resource name in the form "files/{id}",
e.g. "files/abc-123". This is the file_id value stored in FileResult.

  



    

  
    
      
    
    
      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a Google file uploader configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a Google file uploader configuration and return it or raise an error if invalid.

  



    

  
    
      
    
    
      request_upload_url(uploader, display_name, mime_type, byte_count, opts \\ [])



        
          
        

    

  


  

      

          @spec request_upload_url(t(), String.t(), String.t(), non_neg_integer(), keyword()) ::
  {:ok, String.t()} | {:error, LangChain.LangChainError.t()}


      


Request a presigned upload URL from Google's resumable upload endpoint (step 1 of 2).
Returns {:ok, upload_url} on success, or {:error, LangChainError.t()} on failure.
The returned URL can be passed to upload_file_bytes/4 to complete the upload, or
forwarded directly to a client (e.g. a browser or mobile app) so it can upload
the file bytes itself without routing them through your server.
Options
	:origin — When step 2 will be performed by a browser or mobile client,
pass the client's origin (scheme + host, e.g. "https://app.example.com").
Google uses this origin to set Access-Control-Allow-Origin on the step 2
response, allowing the cross-origin upload to succeed. Omit when step 2 is
performed server-side.


  



  
    
      
    
    
      upload_file_bytes(uploader, upload_url, file_bytes, byte_count)



        
          
        

    

  


  

      

          @spec upload_file_bytes(t(), String.t(), binary(), non_neg_integer()) ::
  {:ok, LangChain.FileUploader.FileResult.t()}
  | {:error, LangChain.LangChainError.t()}


      


Upload raw file bytes to a presigned upload URL (step 2 of 2).
upload_url is obtained from request_upload_url/4. Returns {:ok, FileResult.t()} on
success, or {:error, LangChainError.t()} on failure.

  


        

      


  

    
LangChain.FileUploader.FileOpenAI 
    



      
Uploads files to OpenAI's Files API.
Usage
{:ok, uploader} = LangChain.FileUploader.FileOpenAI.new(%{api_key: "sk-..."})

{:ok, result} = LangChain.FileUploader.upload(uploader, file_bytes, %{
  filename: "document.pdf",
  mime_type: "application/pdf"
})

result.file_id
#=> "file-abc123"
The purpose field defaults to "user_data" and can be overridden per-call
via the file_meta map or globally via the default_purpose schema field.
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        new(attrs \\ %{})

      


        Setup an OpenAI file uploader configuration.



    


    
      
        new!(attrs \\ %{})

      


        Setup an OpenAI file uploader configuration and return it or raise an error if invalid.
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          @type t() :: %LangChain.FileUploader.FileOpenAI{
  api_key: term(),
  default_purpose: term(),
  endpoint: term(),
  receive_timeout: term(),
  req_opts: term()
}
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      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup an OpenAI file uploader configuration.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup an OpenAI file uploader configuration and return it or raise an error if invalid.

  


        

      


  

    
LangChain.FileUploader.FileResult 
    



      
Represents the result of a file upload to an LLM provider.
Different providers return different types of file references:
	OpenAI and Anthropic return a file_id string
	Google Gemini returns a file_uri URL

At least one of file_id or file_uri will always be present.
The raw field contains the full provider response for accessing
provider-specific fields not covered by the struct.
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        new(attrs)

      


        Build a new FileResult and return an :ok/:error tuple with the result.



    


    
      
        new!(attrs)

      


        Build a new FileResult and return it or raise an error if invalid.
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          @type t() :: %LangChain.FileUploader.FileResult{
  file_id: term(),
  file_uri: term(),
  filename: term(),
  mime_type: term(),
  provider: term(),
  raw: term(),
  size_bytes: term()
}
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          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new FileResult and return an :ok/:error tuple with the result.

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new FileResult and return it or raise an error if invalid.

  


        

      


  

    
LangChain.Images 
    



      
Functions for working with LangChain.GeneratedImage files.
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        save_images(images, path, filename_prefix)

      


        Save a list of %GeneratedImage{} images.



    


    
      
        save_to_file(image, target_path)

      


        Save the generated image file to a local directory. If the GeneratedFile is an
URL, it is first downloaded then saved. If the is a Base64 encoded image, it
is decoded and saved.
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          @spec save_images(
  [LangChain.Images.GeneratedImage.t()],
  path :: String.t(),
  filename_prefix :: String.t()
) :: {:ok, [String.t()]} | {:error, String.t()}


      


Save a list of %GeneratedImage{} images.
Pipe friendly for handling the result a LangChain.Images.OpenAIImage.call/1
where it handles a success or passes the error result through.
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          @spec save_to_file(LangChain.Images.GeneratedImage.t(), String.t()) ::
  :ok | {:error, String.t()}


      


Save the generated image file to a local directory. If the GeneratedFile is an
URL, it is first downloaded then saved. If the is a Base64 encoded image, it
is decoded and saved.

  


        

      


  

    
LangChain.Images.GeneratedImage 
    



      
Represents a generated image where we have either the base64 encoded contents
or a temporary URL to it.
Example
Created when an image generation request completes and we have an image.
GeneratedImage.new!(%{
  image_type: :png,
  type: :url,
  content: "https://example.com/my_image.png",
  prompt: "The prompt used for image generation"
})
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        new(attrs \\ %{})

      


        Build a new GeneratedImage and return an :ok/:error tuple with the result.



    


    
      
        new!(attrs \\ %{})

      


        Build a new GeneratedImage and return it or raise an error if invalid.
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          @type t() :: %LangChain.Images.GeneratedImage{
  content: term(),
  created_at: term(),
  image_type: term(),
  metadata: term(),
  prompt: term(),
  type: term()
}
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      new(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Build a new GeneratedImage and return an :ok/:error tuple with the result.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

      

          @spec new!(attrs :: map()) :: t() | no_return()


      


Build a new GeneratedImage and return it or raise an error if invalid.

  


        

      


  

    
LangChain.Images.OpenAIImage 
    



      
Represents the OpenAI Images API
endpoint for working
with DALL-E-2 and DALL-E-3.
Parses and validates inputs for making a request from the OpenAI Image API.
Converts responses into more specialized LangChain data structures and
provide functions for saving generated images.
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        call(openai)

      


        Calls the OpenAI API passing the OpenAIImage struct with configuration.



    


    
      
        for_api(openai)

      


        Return the params formatted for an API request.



    


    
      
        new(attrs)

      


        Setup a OpenAIImage client configuration.



    


    
      
        new!(attrs)

      


        Setup a OpenAIImage client configuration and return it or raise an error if
invalid.
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          @type t() :: %LangChain.Images.OpenAIImage{
  api_key: term(),
  endpoint: term(),
  model: term(),
  n: term(),
  output_format: term(),
  prompt: term(),
  quality: term(),
  receive_timeout: term(),
  response_format: term(),
  retry_count: term(),
  size: term(),
  style: term(),
  user: term()
}
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          @spec call(t()) :: {:ok, [LangChain.Images.GeneratedImage.t()]} | {:error, String.t()}


      


Calls the OpenAI API passing the OpenAIImage struct with configuration.
When successful, it returns {:ok, generated_images} where that is a list of
LangChain.Images.GeneratedImage structs.
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          @spec for_api(t()) :: %{required(atom()) => any()}


      


Return the params formatted for an API request.
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          @spec new(attrs :: map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Setup a OpenAIImage client configuration.
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          @spec new!(attrs :: map()) :: t() | no_return()


      


Setup a OpenAIImage client configuration and return it or raise an error if
invalid.

  


        

      


  

    
LangChain.TextSplitter.CharacterTextSplitter 
    



      
The CharacterTextSplitter is a length based text splitter
that divides text based on specified characters.
This splitter provides consistent chunk sizes.
It operates as follows:
	It splits the text at specified separator characters.
	It takes a chunk_size parameter that determines the maximum number of tokens
in each chunk.
	If no separator is found within the chunk_size,
it will create a chunk larger than the specified size.

The purpose is to prepare text for processing
by large language models with limited context windows,
or where a shorter context window is desired.
A CharacterTextSplitter is defined using a schema.
	separator - String that splits a given text.
	chunk_size - Integer number of tokens that a chunk should have.
	chunk_overlap - Integer number of tokens that two consecutive chunks should share.
	keep_separator - Either :discard_separator, :start or :end. If :discard_separator, the separator is discarded from the output chunks. :start and :end keep the separator at the start or end of the output chunks. Defaults to :discard_separator.
	is_separator_regex - Boolean defaulting to false. If true, the separator string is not escaped. Defaults to false
	tokenizer - Function that takes a string and returns the number of tokens. Defaults to &String.length/1.


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs \\ %{})

      


        Build a new CharacterTextSplitter and return an :ok/:error tuple with the result.



    


    
      
        new!(attrs \\ %{})

      


        Build a new CharacterTextSplitter and return it or raise an error if invalid.



    


    
      
        split_text(text_splitter, text)

      


        Splits text based on a given character.
By default, the separator character is discarded
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          @type t() :: %LangChain.TextSplitter.CharacterTextSplitter{
  chunk_overlap: term(),
  chunk_size: term(),
  is_separator_regex: term(),
  keep_separator: term(),
  separator: term(),
  tokenizer: term()
}
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Build a new CharacterTextSplitter and return an :ok/:error tuple with the result.

  



    

  
    
      
    
    
      new!(attrs \\ %{})



        
          
        

    

  


  

Build a new CharacterTextSplitter and return it or raise an error if invalid.

  



  
    
      
    
    
      split_text(text_splitter, text)



        
          
        

    

  


  

Splits text based on a given character.
By default, the separator character is discarded
iex> text_splitter = CharacterTextSplitter.new!(%{separator: " ", chunk_size: 3, chunk_overlap: 0})
iex> text = "foo bar baz"
iex> CharacterTextSplitter.split_text(text_splitter, text)
["foo", "bar", "baz"]
We can keep the separator at the end of a chunk, providing the
keep_separator: :end option:
iex> text_splitter = CharacterTextSplitter.new!(%{separator: ".", chunk_size: 3, chunk_overlap: 0, keep_separator: :end})
iex> text = "foo.bar.baz"
iex> CharacterTextSplitter.split_text(text_splitter, text)
["foo.", "bar.", "baz"]
In order to keep the separator at the beginning of a chunk, provide the
keep_separator: :start option:
iex> text_splitter = CharacterTextSplitter.new!(%{separator: ".", chunk_size: 3, chunk_overlap: 0, keep_separator: :start})
iex> text = "foo.bar.baz"
iex> CharacterTextSplitter.split_text(text_splitter, text)
["foo", ".bar", ".baz"]
The last two examples used a regex special character as a separator.
Plain strings are escaped and parsed as regex before splitting.
If you want to use a complex regex as separator you can,
but make sure to pass the is_separator_regex: true option:
iex> text_splitter = CharacterTextSplitter.new!(%{separator: Regex.escape("."), chunk_size: 3, chunk_overlap: 0, keep_separator: :start, is_separator_regex: true})
iex> text = "foo.bar.baz"
iex> CharacterTextSplitter.split_text(text_splitter, text)
["foo", ".bar", ".baz"]
You can control the overlap of chunks trhough the chunk_overlap parameter:
iex> text_splitter = CharacterTextSplitter.new!(%{separator: " ", chunk_size: 7, chunk_overlap: 3})
iex> text = "foo bar baz"
iex> CharacterTextSplitter.split_text(text_splitter, text)
["foo bar", "bar baz"]

  


        

      


  

    
LangChain.TextSplitter.LanguageSeparators 
    



      
Separators lists for programming and markdown languages.
Useful to use with LangChain.TextSplitter.RecursiveCharacterTextSplitter.
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LangChain.TextSplitter.RecursiveCharacterTextSplitter 
    



      
The RecursiveCharacterTextSplitter is the recommended spliltter for generic text.
It splits the text based on a list of characters.
It uses each of these characters sequentially, until the text is split
into small enough chunks. The default list is [" ", " ", " ", ""].
The purpose is to prepare text for processing
by large language models with limited context windows,
or where a shorter context window is desired.
The main characterstinc of this splitter is that tries to keep
paragraphs, sentences or code functions together as long as possible.
LangChain.TextSplitter.LanguageSeparators provide separator lists for some programming and markup languages.
To use these Separators, it's recommended to set the is_separator_regex option to true.
How it works:
	It splits the text at the first specified separator characters
from the given separators list.
It uses LangChain.TextSplitter.CharacterTextSplitter to do so.
	For each of the above splits, it calls itself recursively
using the tail of the separators list.

A RecursiveCharacterTextSplitter is defined using a schema.
	separators - List of string that split a given text.
The default list is [" ", " ", " ", ""].
	chunk_size - Integer number of tokens that a chunk should have.
	chunk_overlap - Integer number of tokens that two consecutive chunks should share.
	keep_separator - Either :discard_separator, :start or :end. If nil, the separator is discarded from the output chunks. :start and :end keep the separator at the start or end of the output chunks. Defaults to start.
	is_separator_regex - Boolean defaulting to false. If true, the separator string is not escaped. Defaults to false
	tokenizer - Function that takes a string and returns the number of tokens. Defaults to &String.length/1.
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        new(attrs \\ %{})

      


        Build a new RecursiveCharcterTextSplitter and return an :ok/:error tuple with the result.



    


    
      
        new!(attrs \\ %{})

      


        Build a new RecursiveCharacterTextSplitter and return it or raise an error if invalid.



    


    
      
        split_text(text_splitter, text)

      


        Splits text recursively based on a list of characters.
By default, the separators characters are kept at the start
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          @type t() :: %LangChain.TextSplitter.RecursiveCharacterTextSplitter{
  chunk_overlap: term(),
  chunk_size: term(),
  is_separator_regex: term(),
  keep_separator: term(),
  separators: term(),
  tokenizer: term()
}
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Build a new RecursiveCharcterTextSplitter and return an :ok/:error tuple with the result.
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Build a new RecursiveCharacterTextSplitter and return it or raise an error if invalid.

  



  
    
      
    
    
      split_text(text_splitter, text)



        
          
        

    

  


  

Splits text recursively based on a list of characters.
By default, the separators characters are kept at the start
iex> split_tags = [",", "."]
iex> base_params = %{chunk_size: 10, chunk_overlap: 0, separators: split_tags}
iex> query = "Apple,banana,orange and tomato."
iex> splitter = RecursiveCharacterTextSplitter.new!(base_params)
iex> splitter |> RecursiveCharacterTextSplitter.split_text(query)
["Apple", ",banana", ",orange and tomato", "."]
We can keep the separator at the end of a chunk, providing the
keep_separator: :end option:
iex> split_tags = [",", "."]
iex> base_params = %{chunk_size: 10, chunk_overlap: 0, separators: split_tags, keep_separator: :end}
iex> query = "Apple,banana,orange and tomato."
iex> splitter = RecursiveCharacterTextSplitter.new!(base_params)
iex> splitter |> RecursiveCharacterTextSplitter.split_text(query)
["Apple,", "banana,", "orange and tomato."]
See LangChain.TextSplitter.CharacterTextSplitter for the usage of the different options.
LanguageSeparators provides separators for multiple
programming and markdown languages.
To use these Separators, it's recommended to set the is_separator_regex option to true.
To split Python code:
iex> python_code = "
...>def hello_world():
...>  print('Hello, World')
...>
...>
...># Call the function
...>hello_world()"
iex> splitter =
...>  RecursiveCharacterTextSplitter.new!(%{
...>    separators: LanguageSeparators.python(),
...>    keep_separator: :start,
...>    is_separator_regex: :true,
...>    chunk_size: 16,
...>    chunk_overlap: 0})
iex> splitter |> RecursiveCharacterTextSplitter.split_text(python_code)
["def", "hello_world():", "print('Hello,", "World')", "# Call the", "function", "hello_world()"]

  


        

      


  

    
LangChain.Tools.Calculator 
    



      
Defines a Calculator tool for performing basic math calculations.
This is an example of a pre-built LangChain.Function that is designed and
configured for a specific purpose.
This defines a function to expose to an LLM and provides an implementation for
the execute/2 function for evaluating when an LLM executes the function.
When using the Calculator tool, you will either need to:
	make repeated calls to run the chain as the tool is called and the results
are then made available to the LLM before it returns the final result.
	OR run the chain using the mode: :until_success option like this:
LangChain.LLMChain.run(chain, mode: :until_success)

Example
The following is an example that uses a prompt where math is needed. What
follows is the verbose log output.
{:ok, updated_chain, %Message{} = message} =
  %{llm: ChatOpenAI.new!(%{temperature: 0}), verbose: true}
  |> LLMChain.new!()
  |> LLMChain.add_message(
    Message.new_user!("Answer the following math question: What is 100 + 300 - 200?")
  )
  |> LLMChain.add_functions(Calculator.new!())
  |> LLMChain.run(mode: :until_success)
Verbose log output:
LLM: %LangChain.ChatModels.ChatOpenAI{
  endpoint: "https://api.openai.com/v1/chat/completions",
  model: "gpt-3.5-turbo",
  api_key: nil,
  temperature: 0.0,
  frequency_penalty: 0.0,
  receive_timeout: 60000,
  seed: 0,
  n: 1,
  json_response: false,
  stream: false,
  max_tokens: nil,
  user: nil
}
MESSAGES: [
  %LangChain.Message{
    content: "Answer the following math question: What is 100 + 300 - 200?",
    index: nil,
    status: :complete,
    role: :user,
    name: nil,
    tool_calls: [],
    tool_results: nil
  }
]
TOOLS: [
  %LangChain.Function{
    name: "calculator",
    description: "Perform basic math calculations or expressions",
    display_text: nil,
    function: #Function<0.75045395/2 in LangChain.Tools.Calculator.execute>,
    async: true,
    parameters_schema: %{
      type: "object",
      required: ["expression"],
      properties: %{
        expression: %{
          type: "string",
          description: "A simple mathematical expression"
        }
      }
    },
    parameters: []
  }
]
SINGLE MESSAGE RESPONSE: %LangChain.Message{
  content: nil,
  index: 0,
  status: :complete,
  role: :assistant,
  name: nil,
  tool_calls: [
    %LangChain.Message.ToolCall{
      status: :complete,
      type: :function,
      call_id: "call_NlHbo4R5NXTA6lHyjLdGQN9p",
      name: "calculator",
      arguments: %{"expression" => "100 + 300 - 200"},
      index: nil
    }
  ],
  tool_results: nil
}
EXECUTING FUNCTION: "calculator"
FUNCTION RESULT: "200"
TOOL RESULTS: %LangChain.Message{
  content: nil,
  index: nil,
  status: :complete,
  role: :tool,
  name: nil,
  tool_calls: [],
  tool_results: [
    %LangChain.Message.ToolResult{
      type: :function,
      tool_call_id: "call_NlHbo4R5NXTA6lHyjLdGQN9p",
      name: "calculator",
      content: "200",
      display_text: nil,
      is_error: false
    }
  ]
}
SINGLE MESSAGE RESPONSE: %LangChain.Message{
  content: "The result of the math question "100 + 300 - 200" is 200.",
  index: 0,
  status: :complete,
  role: :assistant,
  name: nil,
  tool_calls: [],
  tool_results: nil
}
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        execute(args, context)

      


        Performs the calculation specified in the expression and returns the response
to be used by the the LLM.



    


    
      
        new()

      


        Define the "calculator" function. Returns a success/failure response.



    


    
      
        new!()

      


        Define the "calculator" function. Raises an exception if function creation fails.
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          @spec execute(args :: %{required(String.t()) => any()}, context :: map()) ::
  {:ok, String.t()} | {:error, String.t()}


      


Performs the calculation specified in the expression and returns the response
to be used by the the LLM.
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          @spec new() :: {:ok, LangChain.Function.t()} | {:error, Ecto.Changeset.t()}


      


Define the "calculator" function. Returns a success/failure response.

  



  
    
      
    
    
      new!()



        
          
        

    

  


  

      

          @spec new!() :: LangChain.Function.t() | no_return()


      


Define the "calculator" function. Raises an exception if function creation fails.

  


        

      


  

    
LangChain.Tools.DeepResearch 
    



      
Defines an OpenAI Deep Research tool for conducting comprehensive research on complex topics.
This tool leverages OpenAI's o3-deep-research and o4-mini-deep-research models to perform
multi-step research analysis that can take 5-30 minutes to complete. The models can find,
analyze, and synthesize hundreds of sources to create comprehensive reports at the level
of a research analyst.
The Deep Research tool is designed for complex analysis and research tasks such as:
	Legal or scientific research
	Market analysis
	Reporting on large bodies of data

Important Notes
	Deep Research requests are long-running operations (5-30 minutes)
	The tool will return a request ID immediately, then poll for completion
	Research results include inline citations and source metadata
	Requires an OpenAI API key with access to Deep Research models

Timeout Configuration
Deep Research runs as an async tool (async: true).
Default behavior: The library defaults to :infinity timeout, so Deep Research
will run to completion without timing out. This is appropriate for human-interactive
agents where the user can manually stop execution if needed.
For automated agents: If running unattended, you may want to configure a
maximum timeout:
# Application-level (config/runtime.exs)
config :langchain, async_tool_timeout: 35 * 60 * 1000  # 35 minutes

# Or per-agent
{:ok, agent} = Agent.new(%{
  model: model,
  async_tool_timeout: 35 * 60 * 1000
})

# Or per-chain
{:ok, chain} = LLMChain.new(%{
  llm: model,
  async_tool_timeout: 35 * 60 * 1000
})
Example
The following example shows how to use the Deep Research tool in a chain:
{:ok, updated_chain, %Message{} = message} =
  %{
    llm: ChatOpenAI.new!(%{temperature: 0}),
    verbose: true
  }
  |> LLMChain.new!()
  |> LLMChain.add_message(
    Message.new_user!("Research the economic impact of renewable energy adoption on job markets.")
  )
  |> LLMChain.add_functions(DeepResearch.new!())
  |> LLMChain.run(mode: :until_success)
The tool will initiate a research request and return comprehensive findings with citations.
With the default :infinity timeout, the tool will run to completion without timing out.

      


      
        Summary


  
    Functions
  


    
      
        execute(args, context)

      


        Executes the deep research request. This function handles the long-running nature
of deep research by creating a request and polling for completion.



    


    
      
        new()

      


        Define the "deep_research" function. Returns a success/failure response.



    


    
      
        new!()

      


        Define the "deep_research" function. Raises an exception if function creation fails.



    





      


      
        Functions


        


  
    
      
    
    
      execute(args, context)



        
          
        

    

  


  

      

          @spec execute(args :: %{required(String.t()) => any()}, context :: map()) ::
  {:ok, String.t()} | {:error, String.t()}


      


Executes the deep research request. This function handles the long-running nature
of deep research by creating a request and polling for completion.
Returns the research findings with inline citations and source metadata.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: {:ok, LangChain.Function.t()} | {:error, Ecto.Changeset.t()}


      


Define the "deep_research" function. Returns a success/failure response.

  



  
    
      
    
    
      new!()



        
          
        

    

  


  

      

          @spec new!() :: LangChain.Function.t() | no_return()


      


Define the "deep_research" function. Raises an exception if function creation fails.

  


        

      


  

    
LangChain.Tools.DeepResearch.ResearchRequest 
    



      
Represents a Deep Research request sent to the OpenAI API.
This schema defines the structure of a research request including the query,
model selection, and various configuration options.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(request \\ %__MODULE__{}, attrs)

      


        Creates a changeset for a research request.



    


    
      
        to_api_format(request)

      


        Converts the research request to the format expected by the OpenAI API.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Tools.DeepResearch.ResearchRequest{
  background: boolean(),
  max_output_tokens: integer() | nil,
  max_tool_calls: integer() | nil,
  model: String.t() | nil,
  query: String.t() | nil,
  summary: String.t() | nil,
  system_message: String.t() | nil,
  temperature: float()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      changeset(request \\ %__MODULE__{}, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for a research request.

  



  
    
      
    
    
      to_api_format(request)



        
          
        

    

  


  

      

          @spec to_api_format(t()) :: map()


      


Converts the research request to the format expected by the OpenAI API.

  


        

      


  

    
LangChain.Tools.DeepResearch.ResearchResult 
    



      
Represents the final result of a completed Deep Research request.
This schema captures the research findings, citations, usage statistics,
and other metadata from a successful research operation.
Sources are stored as LangChain.Message.Citation structs, providing a
unified citation representation shared across all providers.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(result \\ %__MODULE__{}, attrs)

      


        Creates a changeset for research result.



    


    
      
        format_for_display(result)

      


        Formats the result for display, including the main text and source summary.



    


    
      
        from_api_response(response)

      


        Creates a ResearchResult from an OpenAI API response.



    


    
      
        source_count(research_result)

      


        Gets the total number of sources cited in the research.



    


    
      
        source_urls(research_result)

      


        Extracts just the URLs from the sources for easy reference.



    


    
      
        tool_call_count(research_result)

      


        Gets the total number of tool calls made during research.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Tools.DeepResearch.ResearchResult{
  completion_time: integer() | nil,
  created_at: integer() | nil,
  id: String.t() | nil,
  model: String.t() | nil,
  output_text: String.t() | nil,
  sources: [LangChain.Message.Citation.t()],
  tool_calls: [any()],
  usage: any() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      changeset(result \\ %__MODULE__{}, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for research result.

  



  
    
      
    
    
      format_for_display(result)



        
          
        

    

  


  

      

          @spec format_for_display(t()) :: String.t()


      


Formats the result for display, including the main text and source summary.

  



  
    
      
    
    
      from_api_response(response)



        
          
        

    

  


  

      

          @spec from_api_response(map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Creates a ResearchResult from an OpenAI API response.

  



  
    
      
    
    
      source_count(research_result)



        
          
        

    

  


  

      

          @spec source_count(t()) :: integer()


      


Gets the total number of sources cited in the research.

  



  
    
      
    
    
      source_urls(research_result)



        
          
        

    

  


  

      

          @spec source_urls(t()) :: [String.t()]


      


Extracts just the URLs from the sources for easy reference.

  



  
    
      
    
    
      tool_call_count(research_result)



        
          
        

    

  


  

      

          @spec tool_call_count(t()) :: integer()


      


Gets the total number of tool calls made during research.

  


        

      


  

    
LangChain.Tools.DeepResearch.ResearchStatus 
    



      
Represents the status of a Deep Research request.
This schema captures the current state of a research request, including
progress information and any errors that may have occurred.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(status \\ %__MODULE__{}, attrs)

      


        Creates a changeset for research status.



    


    
      
        complete?(arg1)

      


        Checks if the research is complete (either successfully or with failure).



    


    
      
        failed?(arg1)

      


        Checks if the research failed.



    


    
      
        from_api_response(response)

      


        Creates a ResearchStatus from an OpenAI API response.



    


    
      
        status_description(research_status)

      


        Gets a human-readable description of the current status.



    


    
      
        successful?(arg1)

      


        Checks if the research completed successfully.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Tools.DeepResearch.ResearchStatus{
  created_at: integer() | nil,
  error_code: String.t() | nil,
  error_message: String.t() | nil,
  id: String.t() | nil,
  progress_info: map() | nil,
  status: String.t() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      changeset(status \\ %__MODULE__{}, attrs)



        
          
        

    

  


  

      

          @spec changeset(t(), map()) :: Ecto.Changeset.t()


      


Creates a changeset for research status.

  



  
    
      
    
    
      complete?(arg1)



        
          
        

    

  


  

      

          @spec complete?(t()) :: boolean()


      


Checks if the research is complete (either successfully or with failure).

  



  
    
      
    
    
      failed?(arg1)



        
          
        

    

  


  

      

          @spec failed?(t()) :: boolean()


      


Checks if the research failed.

  



  
    
      
    
    
      from_api_response(response)



        
          
        

    

  


  

      

          @spec from_api_response(map()) :: {:ok, t()} | {:error, Ecto.Changeset.t()}


      


Creates a ResearchStatus from an OpenAI API response.

  



  
    
      
    
    
      status_description(research_status)



        
          
        

    

  


  

      

          @spec status_description(t()) :: String.t()


      


Gets a human-readable description of the current status.

  



  
    
      
    
    
      successful?(arg1)



        
          
        

    

  


  

      

          @spec successful?(t()) :: boolean()


      


Checks if the research completed successfully.

  


        

      


  

    
LangChain.Tools.DeepResearchClient 
    



      
HTTP client for OpenAI Deep Research API.
This module handles the three main operations for OpenAI Deep Research:
	Creating a research request
	Checking request status
	Retrieving completed results

Uses the same authentication and HTTP client patterns as other OpenAI integrations
in LangChain, reusing the existing :openai_key configuration.
Configuration
The endpoint can be customized for alternative providers (Azure, OpenRouter, etc.):
# In config.exs or runtime.exs
config :langchain, :deep_research_endpoint, "https://custom-endpoint.com/v1/responses"
If not configured, defaults to OpenAI's standard endpoint.

      


      
        Summary


  
    Functions
  


    
      
        check_status(request_id, endpoint \\ nil)

      


        Checks the status of a deep research request.



    


    
      
        create_research(query, options \\ %{})

      


        Creates a new deep research request.



    


    
      
        get_results(request_id, endpoint \\ nil)

      


        Retrieves the results of a completed deep research request.



    





      


      
        Functions


        


    

  
    
      
    
    
      check_status(request_id, endpoint \\ nil)



        
          
        

    

  


  

      

          @spec check_status(String.t(), String.t() | nil) ::
  {:ok, map()} | {:error, String.t()}


      


Checks the status of a deep research request.
Parameters
	request_id: The ID returned from create_research/2
	endpoint: Optional custom endpoint URL

Returns
	{:ok, status_map} containing status information
	{:error, reason} on failure


  



    

  
    
      
    
    
      create_research(query, options \\ %{})



        
          
        

    

  


  

      

          @spec create_research(String.t(), map()) :: {:ok, String.t()} | {:error, String.t()}


      


Creates a new deep research request.
Parameters
	query: The research question or topic
	options: Optional parameters including:	:model - The model to use (defaults to "o3-deep-research-2025-06-26")
	:system_message - Optional guidance for research approach
	:max_tool_calls - Maximum number of tool calls to make
	:summary - Summary mode: "auto" or "detailed" (defaults to "auto")
	:include_code_interpreter - Include code interpreter tool (defaults to true)
	:endpoint - Custom endpoint URL (defaults to "https://api.openai.com/v1/responses")



Returns
	{:ok, request_id} on success
	{:error, reason} on failure


  



    

  
    
      
    
    
      get_results(request_id, endpoint \\ nil)



        
          
        

    

  


  

      

          @spec get_results(String.t(), String.t() | nil) :: {:ok, map()} | {:error, String.t()}


      


Retrieves the results of a completed deep research request.
Parameters
	request_id: The ID of the completed research request
	endpoint: Optional custom endpoint URL

Returns
	{:ok, result_map} containing the research findings and metadata
	{:error, reason} on failure


  


        

      


  

    
LangChain.WebSocket 
    



      
A generic WebSocket client GenServer built on Mint.WebSocket.
Provides a persistent WebSocket connection that can send text frames and
collect responses. This module is provider-agnostic -- it handles connection
lifecycle, frame encoding/decoding, and ping/pong, but has no knowledge of
any specific API protocol.
Usage
{:ok, ws} = LangChain.WebSocket.start_link(
  url: "wss://api.openai.com/v1/responses",
  headers: [{"authorization", "Bearer sk-..."}]
)

# Send a request and collect events until done_fn returns true
done_fn = fn event -> event["type"] == "response.completed" end
{:ok, events} = LangChain.WebSocket.send_and_collect(ws, payload, done_fn)

# When finished
LangChain.WebSocket.close(ws)
Options for start_link/1
	:url (required) -- WebSocket URL (e.g. "wss://example.com/ws")
	:headers -- additional HTTP headers for the upgrade request (default: [])
	:receive_timeout -- timeout in ms for receiving responses (default: 60_000)
	:connect_timeout -- timeout in ms for initial connection (default: 10_000)

Lifecycle Management
The application is responsible for managing the WebSocket lifecycle.
start_link/1 links the WebSocket process to the caller and connects
immediately during init/1. The connection stays open until explicitly
closed with close/1, the linked process exits, or the server disconnects.
There is no built-in supervisor, reconnection logic, or health monitoring.
The underlying mint_web_socket library is intentionally low-level and
leaves these concerns to the application.
Key things to be aware of:
	Process linking: The WebSocket is linked to the process that calls
start_link/1. If that process exits, the WebSocket is terminated.
	No reconnection: If the server closes the connection or the network
drops, the GenServer transitions to :disconnected status. Subsequent
send_and_collect/4 or send_and_stream/5 calls will return
{:error, :not_connected}. The application must detect this and start
a new WebSocket.
	No retry logic: Failed sends are not retried. The application should
implement retry or fallback behavior as needed.
	Not serializable: The WebSocket is identified by its PID. If the
PID is stored in a struct that gets serialized (e.g. to a database),
it will be stale when restored.
	Server-side timeouts: Remote servers may close idle connections at
any time. Use connected?/1 to check status before sending.

For higher-level usage with ChatOpenAIResponses, see
ChatOpenAIResponses.connect_websocket!/1 which wraps start_link/1
with the correct URL and headers.
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        close(pid)

      


        Close the WebSocket connection and stop the GenServer.



    


    
      
        connected?(pid)

      


        Check if the WebSocket connection is alive and connected.



    


    
      
        send_and_collect(pid, payload, done_fn, opts \\ [])

      


        Send a text frame and collect all decoded JSON events until done_fn returns true.



    


    
      
        send_and_stream(pid, payload, callback_fn, done_fn, opts \\ [])

      


        Send a text frame and stream each decoded JSON event to callback_fn until
done_fn returns true.



    


    
      
        start_link(opts)

      


        Start a WebSocket connection.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      close(pid)



        
          
        

    

  


  

      

          @spec close(GenServer.server()) :: :ok


      


Close the WebSocket connection and stop the GenServer.

  



  
    
      
    
    
      connected?(pid)



        
          
        

    

  


  

      

          @spec connected?(GenServer.server()) :: boolean()


      


Check if the WebSocket connection is alive and connected.

  



    

  
    
      
    
    
      send_and_collect(pid, payload, done_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec send_and_collect(GenServer.server(), binary(), (map() -> boolean()), keyword()) ::
  {:ok, [map()]} | {:error, term()}


      


Send a text frame and collect all decoded JSON events until done_fn returns true.
Returns {:ok, [decoded_events]} on success.
Options
	:timeout — GenServer call timeout in ms (default: the configured receive_timeout)


  



    

  
    
      
    
    
      send_and_stream(pid, payload, callback_fn, done_fn, opts \\ [])



        
          
        

    

  


  

      

          @spec send_and_stream(
  GenServer.server(),
  binary(),
  (map() -> term()),
  (map() -> boolean()),
  keyword()
) ::
  {:ok, [term()]} | {:error, term()}


      


Send a text frame and stream each decoded JSON event to callback_fn until
done_fn returns true.
Returns {:ok, [callback_results]} with the return values from each
callback_fn invocation.
Options
	:timeout — GenServer call timeout in ms (default: the configured receive_timeout)


  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Start a WebSocket connection.
Options
	:url (required) — WebSocket URL
	:headers — HTTP headers for the upgrade request (default: [])
	:receive_timeout — timeout for collecting responses in ms (default: 60_000)
	:connect_timeout — timeout for initial connection in ms (default: 10_000)

Any other options are passed through to GenServer.start_link/3 (e.g. :name).

  


        

      


  

    
LangChain.Trajectory 
    



      
Captures the structured sequence of messages and tool calls produced during
an LLMChain run for inspection, serialization, and comparison.
A trajectory provides a first-class API for extracting the decision-making
path from a chain run — which tools were called, in what order, with what
arguments — enabling golden-file testing, logging, and correctness assertions
for agent workflows.
Why trajectories matter
When building agent systems, the final answer is only part of the story.
Two agents can produce the same answer through very different reasoning
paths — one might make a single efficient tool call while another makes
five redundant ones. Trajectories let you evaluate the process, not just
the outcome.
This is especially important for:
	Regression testing — catch when a prompt change causes the agent to
take a different (possibly worse) path even if the final answer is correct
	Cost control — detect unnecessary tool calls that waste tokens and time
	Safety — verify that dangerous tools were NOT called
	Debugging — understand exactly what the agent did and why

Usage
trajectory = Trajectory.from_chain(chain)

# Or build from a bare message list when no live chain is available
# (e.g. a persisted agent state). The llm is optional and only feeds
# metadata.
trajectory = Trajectory.from_messages(messages, llm)

# Serialize for logging or golden-file comparison
map = Trajectory.to_map(trajectory)

# Deserialize back from stored map
trajectory = Trajectory.from_map(map)

# Compare against expected tool call sequence
Trajectory.matches?(trajectory, [
  %{name: "search", arguments: %{"query" => "weather"}},
  %{name: "get_forecast", arguments: nil}
])

# Assert relative ordering: search happened before answer
Trajectory.called_before?(trajectory, "search", "answer")

# Filter tool calls by name
Trajectory.calls_by_name(trajectory, "search")

# Group tool calls by conversation turn
Trajectory.calls_by_turn(trajectory)
Metadata
Each trajectory captures metadata about the chain run including the model
name and LLM module. You can also add custom metadata:
trajectory = Trajectory.from_chain(chain)
trajectory.metadata
#=> %{model: "gpt-4", llm_module: LangChain.ChatModels.ChatOpenAI}
Evaluation patterns
Golden-file testing
Save a known-good trajectory and compare future runs against it:
# Save the golden file
golden = chain |> Trajectory.from_chain() |> Trajectory.to_map()
File.write!("test/fixtures/weather_agent.json", Jason.encode!(golden))

# In your test
golden = "test/fixtures/weather_agent.json" |> File.read!() |> Jason.decode!()
expected = Trajectory.from_map(golden)
actual = Trajectory.from_chain(chain)
assert Trajectory.matches?(actual, expected)
Verifying tools were NOT called
Use refute with superset mode to ensure dangerous tools weren't invoked:
# Using Trajectory.Assertions
use LangChain.Trajectory.Assertions

refute_trajectory trajectory, [
  %{name: "delete_all", arguments: nil}
], mode: :superset
Flexible matching
When you care about which tools were called but not exact arguments:
Trajectory.matches?(trajectory, [
  %{name: "search", arguments: nil},
  %{name: "summarize", arguments: nil}
])
When you care that certain tools were called but allow extra calls:
Trajectory.matches?(trajectory, [
  %{name: "search", arguments: nil}
], mode: :superset)
Comparison modes
The matches?/3 function supports three modes via the :mode option:
	:strict (default) — same tool calls in the same order and count
	:unordered — same tool calls in any order, same count
	:superset — actual contains at least all expected calls

And two argument comparison modes via the :args option:
	:exact (default) — arguments must match exactly
	:subset — expected arguments must be a subset of actual arguments

External references
For more on trajectory-based evaluation of agent systems, see:
	LangSmith Trajectory Evaluation —
trajectory-level evaluators for scoring agent behavior
	AgentEvals — reference
implementations of trajectory matching algorithms

Arguments use string keys
Tool call arguments come from JSON decoding and use string keys
(e.g. %{"city" => "Paris"} not %{city: "Paris"}). Expected arguments
in matches?/3 should use string keys as well.
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        t()

      


    


    
      
        tool_call_map()

      


        A simplified tool call map with the tool name and its arguments.



    





  
    Functions
  


    
      
        called_before?(trajectory, name_a, name_b, opts \\ [])

      


        Return true when tool name_a was called before tool name_b.



    


    
      
        calls_by_name(trajectory, name)

      


        Return all tool calls matching the given tool name.



    


    
      
        calls_by_turn(trajectory)

      


        Group tool calls by conversation turn (assistant message index).



    


    
      
        from_chain(llm_chain)

      


        Build a Trajectory from a chain's exchanged_messages.



    


    
      
        from_map(map)

      


        Deserialize a trajectory from a plain map previously produced by to_map/1.



    


    
      
        from_messages(messages, llm \\ nil)

      


        Build a Trajectory from a list of exchanged messages.



    


    
      
        matches?(actual, expected, opts \\ [])

      


        Compare a trajectory's tool calls against an expected sequence.



    


    
      
        to_map(trajectory)

      


        Serialize a trajectory to plain maps for logging, storage, or golden-file
comparison.
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      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Trajectory{
  messages: [LangChain.Message.t()],
  metadata: map(),
  token_usage: LangChain.TokenUsage.t() | nil,
  tool_calls: [tool_call_map()]
}


      



  



  
    
      
    
    
      tool_call_map()



        
          
        

    

  


  

      

          @type tool_call_map() :: %{name: String.t(), arguments: map() | nil}


      


A simplified tool call map with the tool name and its arguments.
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      called_before?(trajectory, name_a, name_b, opts \\ [])



        
          
        

    

  


  

      

          @spec called_before?(
  t() | LangChain.Chains.LLMChain.t() | [tool_call_map()],
  String.t(),
  String.t(),
  keyword()
) :: boolean()


      


Return true when tool name_a was called before tool name_b.
This asserts relative ordering of two tool calls regardless of how many
other calls happen in between — the common middle ground between :superset
(containment, order-independent) and :strict (whole sequence, exact count).
It answers "did the agent call search at some point before it called
answer?".
trajectory can be a Trajectory struct, an LLMChain, or a bare list of
%{name: ..., arguments: ...} tool call maps.
Semantics
Ordering is evaluated over the flat, ordered tool_calls list (the same
order calls_by_turn/1 exposes). Calls emitted in the same assistant message
are ordered by their position in that list.
Returns true when any name_a call precedes any name_b call — i.e.
min(index of name_a) < max(index of name_b). This matches the natural
reading of "A happened before B" and tolerates interleaving.
Missing tools
By default, if either tool was never called this returns false (so
refute_called_before passes vacuously). Pass require_both: true to instead
raise an ArgumentError when either tool is absent — use this when a missing
tool indicates a broken eval and should be surfaced rather than silently
collapsing to false.
Options
	:require_both — when true, raise ArgumentError if either tool was
never called (default false)

Examples
Trajectory.called_before?(trajectory, "search", "answer")
#=> true

# Detect a missing tool instead of passing silently
Trajectory.called_before?(trajectory, "search", "answer", require_both: true)

  



  
    
      
    
    
      calls_by_name(trajectory, name)



        
          
        

    

  


  

      

          @spec calls_by_name(t(), String.t()) :: [tool_call_map()]


      


Return all tool calls matching the given tool name.
Example
Trajectory.calls_by_name(trajectory, "search")
#=> [%{name: "search", arguments: %{"query" => "weather"}}]

  



  
    
      
    
    
      calls_by_turn(trajectory)



        
          
        

    

  


  

      

          @spec calls_by_turn(t()) :: [{non_neg_integer(), [tool_call_map()]}]


      


Group tool calls by conversation turn (assistant message index).
Returns a list of {turn_index, [tool_call_map]} tuples where turn_index
is the 0-based position of the assistant message among all assistant messages
that contained tool calls.
Example
Trajectory.calls_by_turn(trajectory)
#=> [{0, [%{name: "search", arguments: %{"query" => "weather"}}]},
#    {1, [%{name: "get_forecast", arguments: %{"city" => "Paris"}}]}]

  



  
    
      
    
    
      from_chain(llm_chain)



        
          
        

    

  


  

      

          @spec from_chain(LangChain.Chains.LLMChain.t()) :: t()


      


Build a Trajectory from a chain's exchanged_messages.
Uses exchanged_messages — the messages added during the chain run — rather
than messages which includes pre-loaded system and user messages. This
focuses the trajectory on the agent's actual decision-making path.
Extracts tool calls into a flat list and aggregates token usage across all
assistant messages.
Important: call immediately after run/2
LLMChain.run/2 clears exchanged_messages at the start of each
invocation. This means from_chain/1 captures only the messages from the
most recent run call. If you need to capture a trajectory, call
from_chain/1 immediately after run/2 returns — before any subsequent
run call on the same chain.
Example
trajectory = Trajectory.from_chain(chain)

  



  
    
      
    
    
      from_map(map)



        
          
        

    

  


  

      

          @spec from_map(map()) :: t()


      


Deserialize a trajectory from a plain map previously produced by to_map/1.
Restores tool_calls and token_usage but stores messages as raw maps
since full Message struct reconstruction requires schema context that
plain maps don't carry.
Note: After a JSON roundtrip (Jason.encode! → Jason.decode!), atom
keys become strings and module names become string representations. This
means metadata fields like :llm_module will differ between a fresh
trajectory and one restored from JSON. The matches?/3 function compares
only tool calls, so this does not affect matching.
Example
map = Trajectory.to_map(trajectory)
restored = Trajectory.from_map(map)
restored.tool_calls == trajectory.tool_calls

  



    

  
    
      
    
    
      from_messages(messages, llm \\ nil)



        
          
        

    

  


  

      

          @spec from_messages([LangChain.Message.t()], struct() | nil) :: t()


      


Build a Trajectory from a list of exchanged messages.
Use this when you have the messages from an assistant operation, workflow,
or set of tool-call iterations but do not have a live LLMChain — for
example, a persisted agent state or a sliced "last turn" of a conversation.
The messages argument should be the exchanged messages for the operation
you want to analyze, not necessarily an entire conversation. Including the
leading system/user preamble is harmless for tool-call extraction and
matching (those messages carry no tool calls), but for token aggregation and
calls_by_turn/1 semantics you generally want just the turns produced during
the operation under analysis.
llm is optional and is only used to populate metadata (:model and
:llm_module). Pass nil (the default) to produce an empty metadata map.
Note that metadata does not survive a JSON roundtrip anyway (see the
from_map/1 note), so it is safe to omit when you only have a stored
message list.
Example
# From a persisted agent state, analyzing the whole conversation:
trajectory = Trajectory.from_messages(state.messages, agent.model)

# From a pre-sliced "last turn" with no llm handy:
trajectory = Trajectory.from_messages(last_turn_messages)

  



    

  
    
      
    
    
      matches?(actual, expected, opts \\ [])



        
          
        

    

  


  

      

          @spec matches?(
  t() | LangChain.Chains.LLMChain.t() | [tool_call_map()],
  t() | [tool_call_map()],
  keyword()
) :: boolean()


      


Compare a trajectory's tool calls against an expected sequence.
expected can be a Trajectory struct or a bare list of
%{name: ..., arguments: ...} maps for inline test expectations.
When arguments is nil in an expected entry, it matches any arguments for
that tool name.
Options
	:mode — comparison mode (default :strict)
	:strict — same tool calls in the same order and count
	:unordered — same tool calls in any order
	:superset — actual contains at least all expected calls


	:args — argument comparison (default :exact)
	:exact — arguments must match exactly
	:subset — expected arguments are a subset of actual arguments



Examples
# Strict order and exact arguments
Trajectory.matches?(trajectory, [
  %{name: "search", arguments: %{"query" => "weather"}}
])

# Any order, ignore extra calls
Trajectory.matches?(trajectory, expected, mode: :superset, args: :subset)

  



  
    
      
    
    
      to_map(trajectory)



        
          
        

    

  


  

      

          @spec to_map(t()) :: map()


      


Serialize a trajectory to plain maps for logging, storage, or golden-file
comparison.
Messages are converted to maps with :role, :content, :tool_calls, and
:tool_results keys. Content is normalized to strings via
ContentPart.content_to_string/1.

  


        

      


  

    
LangChain.Trajectory.Assertions 
    



      
ExUnit assertion helpers for trajectory comparison.
Usage
use LangChain.Trajectory.Assertions

test "agent calls the right tools" do
  trajectory = Trajectory.from_chain(chain)

  assert_trajectory trajectory, [
    %{name: "search", arguments: %{"query" => "weather"}},
    %{name: "get_forecast", arguments: nil}
  ]
end

test "agent does not call dangerous tool" do
  trajectory = Trajectory.from_chain(chain)

  refute_trajectory trajectory, [
    %{name: "delete_all", arguments: nil}
  ], mode: :superset
end

      


      
        Summary


  
    Functions
  


    
      
        assert_called_before(actual, name_a, name_b, opts \\ [])

      


        Assert that tool name_a was called before tool name_b.



    


    
      
        assert_trajectory(actual, expected, opts \\ [])

      


        Assert that a trajectory matches the expected tool call sequence.



    


    
      
        refute_called_before(actual, name_a, name_b, opts \\ [])

      


        Assert that tool name_a was NOT called before tool name_b.



    


    
      
        refute_trajectory(actual, expected, opts \\ [])

      


        Assert that a trajectory does NOT match the expected tool call sequence.



    





      


      
        Functions


        


    

  
    
      
    
    
      assert_called_before(actual, name_a, name_b, opts \\ [])


        (macro)


        
          
        

    

  


  

Assert that tool name_a was called before tool name_b.
Wraps LangChain.Trajectory.called_before?/4 and accepts the same options:
	:require_both — when true, a missing tool raises rather than failing
the ordering check (see LangChain.Trajectory.called_before?/4)

Examples
assert_called_before trajectory, "search", "answer"
assert_called_before trajectory, "search", "answer", require_both: true

  



    

  
    
      
    
    
      assert_trajectory(actual, expected, opts \\ [])


        (macro)


        
          
        

    

  


  

Assert that a trajectory matches the expected tool call sequence.
Accepts the same options as LangChain.Trajectory.matches?/3:
	:mode — :strict (default), :unordered, :superset
	:args — :exact (default), :subset

On failure, raises ExUnit.AssertionError with a diff showing expected vs
actual tool calls.

  



    

  
    
      
    
    
      refute_called_before(actual, name_a, name_b, opts \\ [])


        (macro)


        
          
        

    

  


  

Assert that tool name_a was NOT called before tool name_b.
Accepts the same options as assert_called_before/4. Note that with the
default options a missing tool makes this pass vacuously; pass
require_both: true to surface a missing tool as an error instead.
Examples
refute_called_before trajectory, "write_file", "read_file"

  



    

  
    
      
    
    
      refute_trajectory(actual, expected, opts \\ [])


        (macro)


        
          
        

    

  


  

Assert that a trajectory does NOT match the expected tool call sequence.
Useful for verifying that specific tools were not called or that a
particular call pattern did not occur.
Accepts the same options as assert_trajectory/3.
On failure, raises ExUnit.AssertionError indicating an unexpected match.

  


        

      


  

    
LangChain.Config 
    



      
Utility that handles interaction with the application's configuration.

      


      
        Summary


  
    Functions
  


    
      
        resolve(key, default \\ nil)

      


        Resolves the given key from the application's configuration returning the
wrapped expanded value. If the value is a function it gets evaluated, if the
value is a tuple of three elements it gets applied.



    





      


      
        Functions


        


    

  
    
      
    
    
      resolve(key, default \\ nil)



        
          
        

    

  


  

      

          @spec resolve(atom(), any()) :: any()


      


Resolves the given key from the application's configuration returning the
wrapped expanded value. If the value is a function it gets evaluated, if the
value is a tuple of three elements it gets applied.

  


        

      


  

    
LangChain.Gettext 
    



      
A module providing Internationalization with a gettext-based API.
By using Gettext,
your module gains a set of macros for translations, for example:
use Gettext, backend: LangChain.Gettext

# Simple translation
gettext("Here is the string to translate")

# Plural translation
ngettext("Here is the string to translate",
         "Here are the strings to translate",
         3)

# Domain-based translation
dgettext("errors", "Here is the error message to translate")

# Context-based message
pgettext("email", "Email text to translate")
See the Gettext Docs for detailed usage.

      


      
        Summary


  
    Functions
  


    
      
        handle_missing_bindings(exception, incomplete)

      


        Callback implementation for Gettext.Backend.handle_missing_bindings/2.



    


    
      
        handle_missing_plural_translation(locale, domain, msgctxt, msgid, msgid_plural, n, bindings)

      


        Callback implementation for Gettext.Backend.handle_missing_plural_translation/7.



    


    
      
        handle_missing_translation(locale, domain, msgctxt, msgid, bindings)

      


        Callback implementation for Gettext.Backend.handle_missing_translation/5.



    





      


      
        Functions


        


  
    
      
    
    
      handle_missing_bindings(exception, incomplete)



        
          
        

    

  


  

Callback implementation for Gettext.Backend.handle_missing_bindings/2.

  



  
    
      
    
    
      handle_missing_plural_translation(locale, domain, msgctxt, msgid, msgid_plural, n, bindings)



        
          
        

    

  


  

Callback implementation for Gettext.Backend.handle_missing_plural_translation/7.

  



  
    
      
    
    
      handle_missing_translation(locale, domain, msgctxt, msgid, bindings)



        
          
        

    

  


  

Callback implementation for Gettext.Backend.handle_missing_translation/5.

  


        

      


  

    
LangChain.Utils 
    



      
Collection of helpful utilities mostly for internal use.

      


      
        Summary


  
    Types
  


    
      
        callback_data()

      


    





  
    Functions
  


    
      
        assign_string_value(changeset, field, attrs)

      


        Changeset helper function for processing streamed text from an LLM.



    


    
      
        changeset_error_to_string(changeset)

      


        Return changeset errors as text with comma separated description.



    


    
      
        conditionally_add_to_map(map, key, value)

      


        Only add the key to the map if the value is present. When the value is a list,
the key will not be added when the list is empty. If the value is nil, it
will not be added.



    


    
      
        extract_stream_error(response)

      


        Extract a structured error from a non-200 streaming response.



    


    
      
        fire_streamed_callback(model, deltas)

      


        Fire a streaming callback if present.



    


    
      
        handle_stream_fn(model, decode_stream_fn, transform_data_fn)

      


        Creates and returns an anonymous function to handle the streaming response
from an API.



    


    
      
        humanize_tool_name(name)

      


        Convert a tool name to a human-friendly display string.



    


    
      
        migrate_to_content_parts(changeset)

      


        Migrate a string content to use LangChain.Message.ContentPart. This is for
backward compatibility with models that don't yet support ContentPart while
providing a more consistent API.



    


    
      
        module_from_name(module_name)

      


        Return an {:ok, module} when the string successfully converts to an existing
module.



    


    
      
        put_in_list(list, index, value)

      


        Put the value in the list at the desired index. If the index does not exist,
return an updated list where it now exists with the value in that index.



    


    
      
        replace_system_message!(messages, new_system_message)

      


        Replace the system message with a new system message. This retains all other
messages as-is. An error is raised if there are more than 1 system messages.



    


    
      
        split_system_message(messages, error_message \\ "Only one system message is allowed")

      


        Split the messages into "system" and "other".
Raises an error with the specified error message if more than 1 system message present.
Returns a tuple with the single system message and the list of other messages.



    


    
      
        stringify_keys(struct)

      


        Convert map atom keys to strings



    


    
      
        to_serializable_map(struct, keys, version \\ 1)

      


        Given a struct, create a map with the selected keys converted to strings.
Additionally includes a version number for the data.



    


    
      
        translate_error(arg)

      


        Translates an error message using gettext.



    


    
      
        translate_errors(errors, field)

      


        Translates the errors for a field from a keyword list of errors.



    


    
      
        validate_llm_is_struct(changeset)

      


        Validation helper. Validates a struct changeset that the LLM is a struct.



    





      


      
        Types


        


  
    
      
    
    
      callback_data()



        
          
        

    

  


  

      

          @type callback_data() ::
  LangChain.Message.t()
  | [LangChain.MessageDelta.t()]
  | LangChain.TokenUsage.t()
  | {:error, String.t()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      assign_string_value(changeset, field, attrs)



        
          
        

    

  


  

Changeset helper function for processing streamed text from an LLM.
A delta of " " a single empty space is expected. The "cast" process of the
changeset turns this into nil causing us to lose data.
We want to take whatever we are given here.

  



  
    
      
    
    
      changeset_error_to_string(changeset)



        
          
        

    

  


  

      

          @spec changeset_error_to_string(Ecto.Changeset.t()) :: nil | String.t()


      


Return changeset errors as text with comma separated description.

  



  
    
      
    
    
      conditionally_add_to_map(map, key, value)



        
          
        

    

  


  

      

          @spec conditionally_add_to_map(
  %{required(any()) => any()},
  key :: any(),
  value :: any()
) :: %{
  required(any()) => any()
}


      


Only add the key to the map if the value is present. When the value is a list,
the key will not be added when the list is empty. If the value is nil, it
will not be added.

  



  
    
      
    
    
      extract_stream_error(response)



        
          
        

    

  


  

      

          @spec extract_stream_error(Req.Response.t()) :: {:ok, map()} | :not_found


      


Extract a structured error from a non-200 streaming response.
When handle_stream_fn/3 processes error responses, it buffers the raw JSON
in the response's private :error_buffer key. This function attempts to
extract a parsed error map from either the response body (if already decoded)
or the buffered data.
Returns {:ok, parsed_map} with the decoded JSON map, or :not_found.
The caller is responsible for converting the parsed map into the appropriate
error struct (e.g. LangChainError), since the error structure varies by
provider.

  



  
    
      
    
    
      fire_streamed_callback(model, deltas)



        
          
        

    

  


  

      

          @spec fire_streamed_callback(
  map(),
  data :: callback_data() | [callback_data()]
) :: :ok | no_return()


      


Fire a streaming callback if present.

  



  
    
      
    
    
      handle_stream_fn(model, decode_stream_fn, transform_data_fn)



        
          
        

    

  


  

      

          @spec handle_stream_fn(
  map(),
  decode_stream_fn :: function(),
  transform_data_fn :: function()
) :: function()


      


Creates and returns an anonymous function to handle the streaming response
from an API.
Accepts the following functions that handle the API-specific requirements:
	decode_stream_fn - a function that parses the raw results from an API. It
deals with the specifics or oddities of a data source. The results come back
as {[list_of_parsed_json_maps], "incomplete text to buffer"}. In some
cases, a API may span the JSON data response across messages. This function
assembles what is complete and returns any incomplete portion that is passed
in on the next iteration of the function.

	transform_data_fn - a function that is executed to process the parsed
JSON data in the form of an Elixir map into a LangChain struct of the
appropriate type.

	callback_fn - a function that receives a successful result of from the
transform_data_fn.



  



  
    
      
    
    
      humanize_tool_name(name)



        
          
        

    

  


  

      

          @spec humanize_tool_name(String.t()) :: String.t()


      


Convert a tool name to a human-friendly display string.
Examples
iex> LangChain.Utils.humanize_tool_name("file_read")
"File read"

iex> LangChain.Utils.humanize_tool_name("search_web")
"Search web"

  



  
    
      
    
    
      migrate_to_content_parts(changeset)



        
          
        

    

  


  

      

          @spec migrate_to_content_parts(Ecto.Changeset.t()) :: Ecto.Changeset.t()


      


Migrate a string content to use LangChain.Message.ContentPart. This is for
backward compatibility with models that don't yet support ContentPart while
providing a more consistent API.
This can be used with Message contents and ToolResult contents.

  



  
    
      
    
    
      module_from_name(module_name)



        
          
        

    

  


  

Return an {:ok, module} when the string successfully converts to an existing
module.

  



  
    
      
    
    
      put_in_list(list, index, value)



        
          
        

    

  


  

      

          @spec put_in_list([any()], integer(), any()) :: [any()]


      


Put the value in the list at the desired index. If the index does not exist,
return an updated list where it now exists with the value in that index.

  



  
    
      
    
    
      replace_system_message!(messages, new_system_message)



        
          
        

    

  


  

      

          @spec replace_system_message!([LangChain.Message.t()], LangChain.Message.t()) ::
  [LangChain.Message.t()] | no_return()


      


Replace the system message with a new system message. This retains all other
messages as-is. An error is raised if there are more than 1 system messages.

  



    

  
    
      
    
    
      split_system_message(messages, error_message \\ "Only one system message is allowed")



        
          
        

    

  


  

      

          @spec split_system_message([LangChain.Message.t()], error_message :: String.t()) ::
  {nil | LangChain.Message.t(), [LangChain.Message.t()]} | no_return()


      


Split the messages into "system" and "other".
Raises an error with the specified error message if more than 1 system message present.
Returns a tuple with the single system message and the list of other messages.

  



  
    
      
    
    
      stringify_keys(struct)



        
          
        

    

  


  

Convert map atom keys to strings
Original source: https://gist.github.com/kipcole9/0bd4c6fb6109bfec9955f785087f53fb

  



    

  
    
      
    
    
      to_serializable_map(struct, keys, version \\ 1)



        
          
        

    

  


  

      

          @spec to_serializable_map(struct(), keys :: [atom()], version :: integer()) :: %{
  required(String.t()) => any()
}


      


Given a struct, create a map with the selected keys converted to strings.
Additionally includes a version number for the data.

  



  
    
      
    
    
      translate_error(arg)



        
          
        

    

  


  

Translates an error message using gettext.

  



  
    
      
    
    
      translate_errors(errors, field)



        
          
        

    

  


  

Translates the errors for a field from a keyword list of errors.

  



  
    
      
    
    
      validate_llm_is_struct(changeset)



        
          
        

    

  


  

      

          @spec validate_llm_is_struct(Ecto.Changeset.t()) :: Ecto.Changeset.t()


      


Validation helper. Validates a struct changeset that the LLM is a struct.

  


        

      


  

    
LangChain.Utils.BedrockConfig 
    



      
Configuration for AWS Bedrock.
Examples
For applications hosted in AWS, ExAws caches
temporary credentials (when running on AWS), so in the credentials function
you can pull the current cached credentials from ExAws.
ChatAnthropic.new!(%{
  model: "anthropic.claude-sonnet-4-6",
  bedrock: %{
    credentials: fn ->
      ExAws.Config.new(:s3)
      |> Map.take([:access_key_id, :secret_access_key])
      |> Map.to_list()
    end,
    region: "us-west-2"
  }
})
For applications hosted anywhere, you can configure the Bedrock settings into
the LangChain config like this (recommended for config/runtime.exs):
config :langchain,
  aws_access_key_id: System.fetch_env!("AWS_ACCESS_KEY_ID"),
  aws_secret_access_key: System.fetch_env!("AWS_SECRET_ACCESS_KEY"),
  aws_region: System.get_env("AWS_REGION", "us-west-1"),
  aws_session_token: System.get_env("AWS_SESSION_TOKEN") # optional
Then, when you want to later use a Bedrock Anthropic model, this is will load
it:
  ChatAnthropic.new!(%{
    model: "anthropic.claude-sonnet-4-6",
    bedrock: BedrockConfig.from_application_env!()
  })

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        aws_sigv4_opts(bedrock)

      


    


    
      
        changeset(bedrock, attrs)

      


    


    
      
        from_application_env!()

      


        Loads the Bedrock config settings from the previously configured Application settings.



    


    
      
        url(bedrock_config, list)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LangChain.Utils.BedrockConfig{
  anthropic_version: term(),
  credentials: term(),
  region: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      aws_sigv4_opts(bedrock)



        
          
        

    

  


  


  



  
    
      
    
    
      changeset(bedrock, attrs)



        
          
        

    

  


  


  



  
    
      
    
    
      from_application_env!()



        
          
        

    

  


  

Loads the Bedrock config settings from the previously configured Application settings.
config/runtime.exs:
config :langchain,
  aws_access_key_id: System.fetch_env!("AWS_ACCESS_KEY_ID"),
  aws_secret_access_key: System.fetch_env!("AWS_SECRET_ACCESS_KEY"),
  aws_region: System.get_env("AWS_REGION", "us-west-1"),
  aws_session_token: System.get_env("AWS_SESSION_TOKEN") # optional

  



  
    
      
    
    
      url(bedrock_config, list)



        
          
        

    

  


  


  


        

      


  

    
LangChain.Utils.ChainResult 
    



      
Module to help when working with the results of a chain.

      


      
        Summary


  
    Functions
  


    
      
        to_map(chain, map, key)

      


        Write the result to the given map as the value of the given key.



    


    
      
        to_map!(chain, map, key)

      


        Write the result to the given map as the value of the given key. If invalid,
an exception is raised.



    


    
      
        to_string(chain)

      


        Return the result of the chain as a string. Returned in an :ok tuple format.
An {:error, reason} is returned for various reasons. These include



    


    
      
        to_string!(chain)

      


        Return the last message's content when it is valid to use it. Otherwise it
raises and exception with the reason why it cannot be used. See the docs for
to_string/2 for details.



    





      


      
        Functions


        


  
    
      
    
    
      to_map(chain, map, key)



        
          
        

    

  


  

      

          @spec to_map(LangChain.Chains.LLMChain.t(), map(), any()) ::
  {:ok, map()}
  | {:error, LangChain.Chains.LLMChain.t(), LangChain.LangChainError.t()}


      


Write the result to the given map as the value of the given key.

  



  
    
      
    
    
      to_map!(chain, map, key)



        
          
        

    

  


  

      

          @spec to_map!(LangChain.Chains.LLMChain.t(), map(), any()) :: map() | no_return()


      


Write the result to the given map as the value of the given key. If invalid,
an exception is raised.

  



  
    
      
    
    
      to_string(chain)



        
          
        

    

  


  

      

          @spec to_string(
  LangChain.Chains.LLMChain.t()
  | {:ok, LangChain.Chains.LLMChain.t()}
  | {:error, LangChain.Chains.LLMChain.t(), LangChain.LangChainError.t()}
) ::
  {:ok, String.t()}
  | {:error, LangChain.Chains.LLMChain.t(), LangChain.LangChainError.t()}


      


Return the result of the chain as a string. Returned in an :ok tuple format.
An {:error, reason} is returned for various reasons. These include:
	The last message of the chain is not an :assistant message.
	The last message of the chain is incomplete.
	There is no last message.

This supports passing in the final, updated LLMChain, or the result of the
LLMChain.run/2 function.

  



  
    
      
    
    
      to_string!(chain)



        
          
        

    

  


  

      

          @spec to_string!(
  LangChain.Chains.LLMChain.t()
  | {:ok, LangChain.Chains.LLMChain.t(), LangChain.Message.t()}
  | {:error, String.t()}
) :: String.t() | no_return()


      


Return the last message's content when it is valid to use it. Otherwise it
raises and exception with the reason why it cannot be used. See the docs for
to_string/2 for details.

  


        

      


  

    
LangChain.Utils.ChatTemplates 
    



      
Functions for converting messages into the various commonly used chat template
formats.
Format examples
There are currently no industry standards around model's chat formats. For any
given model, it's documentation and config may need to be inspected for it's
format, and it may be something not supported at this time.
:inst
<s>[INST] System message. User message. [/INST]
Assistant response
[INST] User message. [/INST]</s>
Assistant response
Note: The :inst format has no concept of a system message. It will be
combined with the first user message
:im_start
<|im_start|>user
User message.<|im_end|>
<|im_start|>assistant
Assistant response.<|im_end|>
<|im_start|>user
User message.<|im_end|>
<|im_start|>assistant
Note: The :im_start format has no concept of a system message. It will be
combined with the first user message.
:llama_2
<s>[INST] <<SYS>>
System message.
<</SYS>>

User message [/INST] Assistant response </s><s>[INST] User message. [/INST]
Note: The :llama_2 format supports specific system messages. It is a
variation of the :inst format.
:llama_3
<|begin_of_text|>
<|start_header_id|>system<|end_header_id|>

System message.<|eot_id|>
<|start_header_id|>user<|end_header_id|>

User message.<|eot_id|>
<|start_header_id|>assistant<|end_header_id|>

Assistant message.<|eot_id|>
:zephyr
<|system|>
System message.</s>
<|user|>
User message.</s>
<|assistant|>
Assistant message.
<|user|>
User message.</s>
Note: The :zephyr format supports specific system messages.
:phi_4
The :phi_4 template format is also supported.
Template callback
It's possible to pass a callback as a template.
The function receives the list of messages as first argument and opts as second and must return a string.
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        apply_chat_template!(messages, chat_format, opts \\ [])

      


        Transform a list of messages into a text prompt in the desired format for the
LLM.



    


    
      
        apply_chat_template_with_tools!(messages, chat_format, tools \\ [], opts \\ [])

      


        Transform a list of messages into a text prompt in the desired format for the
LLM.
And adds tool configuration.
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        prep_and_validate_messages(messages)

      


        Validate that the message are in a supported format. Returns the system
message (or uses a default one).
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  :inst
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          @type template_callback() :: ([LangChain.Message.t()], Keyword.t() -> String.t())
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          @spec apply_chat_template!(
  [LangChain.Message.t()],
  chat_format(),
  opts :: Keyword.t()
) ::
  String.t() | no_return()


      


Transform a list of messages into a text prompt in the desired format for the
LLM.
Options
	:add_generation_prompt - Boolean. Defaults to true when the last message
is a user prompt. Depending on the format, when a user message is the last
message, then the text prompt should begin the portion for the assistant to
trigger the assistant's text generation.
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Transform a list of messages into a text prompt in the desired format for the
LLM.
And adds tool configuration.
Options
	:add_generation_prompt - Boolean. Defaults to true when the last message
is a user prompt. Depending on the format, when a user message is the last
message, then the text prompt should begin the portion for the assistant to
trigger the assistant's text generation.
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          @spec prep_and_validate_messages([LangChain.Message.t()]) ::
  {LangChain.Message.t() | nil, LangChain.Message.t(), [LangChain.Message.t()]}
  | no_return()


      


Validate that the message are in a supported format. Returns the system
message (or uses a default one).
Returns: {System Message, First User Message, Other Messages}
If there is an issue, an exception is raised. Reasons for an exception:
	Only 1 system message is allowed and, if included, it is the first message.
	Non-system messages must begin with a user message or assistant message.

Recent change:
	Alternating messages between user / assistant / user / assistant are no longer enforced as not every model has issues.
	It is up to the programmer to enforce this if this is something they need.


  


        

      


  

    
LangChain.LangChainError exception
    



      
Exception used for raising LangChain specific errors.
It stores the :message. Passing an Ecto.Changeset with an error
converts the error into a string message.
raise LangChainError, changeset

raise LangChainError, "Message text"

raise LangChainError, type: "overloaded", message: "Message text"
The error struct contains the following keys:
	:type - A string code to make detecting and responding to specific errors easier. This may have values like "length" or "overloaded". The specific meaning of the type is dependent on the service or model.

	:message - A string representation or explanation of the error.

	:original - If a exception was caught and wrapped into a LangChainError, this may be the original message that was encountered.
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        Create the exception using either a message or a changeset who's errors are
converted to a message.
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        Formats the exception as a string using a stacktrace to provide context.
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          @type t() :: %LangChain.LangChainError{
  __exception__: term(),
  message: term(),
  original: term(),
  type: term()
}
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          @spec exception(message :: String.t() | Ecto.Changeset.t() | keyword()) ::
  t() | no_return()


      


Create the exception using either a message or a changeset who's errors are
converted to a message.
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          @spec format_exception(
  exception :: struct(),
  trace :: Exception.stacktrace(),
  format :: atom()
) ::
  String.t()


      


Formats the exception as a string using a stacktrace to provide context.
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